


Rheinwerk Computing
The Rheinwerk Computing series o�ers new and established professionals comprehen-
sive guidance to enrich their skillsets and enhance their career prospects. Our publica-
tions are written by the leading experts in their �elds. Each book is detailed and hands-on 
to help readers develop essential, practical skills that they can apply to their daily work.

Explore more of the Rheinwerk Computing library!

Michael Ko�er

Scripting: Automation with Bash, PowerShell, and Python
����, ��� pages, paperback and e-book
www.rheinwerk-computing.com/���	

Metin Karatas

Developing AI Applications: An Introduction
����, ��� pages, paperback and e-book
www.rheinwerk-computing.com/��



Philip Ackermann

Full Stack Web Development: The Comprehensive Guide
����, ��� pages, paperback and e-book
www.rheinwerk-computing.com/����

Bernd Öggl, Michael Ko�er

Git: Project Management for Developers and DevOps Teams
����, ��� pages, paperback and e-book
www.rheinwerk-computing.com/����

Bernd Öggl, Michael Ko�er

Docker: Practical Guide for Developers and DevOps Teams
����, �
	 pages, paperback and e-book
www.rheinwerk-computing.com/����

www.rheinwerk-computing.com



Michael Ko�er, Bernd Öggl, Sebastian Springer

AI-Assisted Coding
The Practical Guide for Software Development



Imprint

This e-book is a publication many contributed to, specifically:

Editor   Megan Fuerst
Acquisitions Editor   Hareem Shafi
German Edition Editor   Christoph Meister
Translation   Winema Language Services, Inc.
Copyeditor   Julie McNamee
Cover Design   Graham Geary
Photo Credit   Midjourney.com; Shutterstock: ����������/' Iurii Motov
Layout Design   Vera Brauner
Production E-Book   Kelly O�Callaghan
Typesetting E-Book   SatzPro, Germany

We hope that you liked this e-book. Please share your feedback with us and read the  
Service Pages to find out how to contact us.

Library of Congress Cataloging-in-Publication Control Number: ��������
�

ISBN ���-�-����-����-� (print) 
ISBN ���-�-����-����-� (e-book) 
ISBN ���-�-����-����-� (print and e-book)

�st edition ���� 
�st German edition published ���� by Rheinwerk Verlag

' 2025 by: 
Rheinwerk Publishing, Inc. 
2 Heritage Drive, Suite 305 
Quincy, MA 02171 
USA 
info@rheinwerk-publishing.com 
+1.781.228.5070

Represented in the E.U. by: 
Rheinwerk Verlag GmbH 
Rheinwerkallee 4 
53227 Bonn 
Germany 
service@rheinwerk-verlag.de 
+49 (0) 228 42150-0





Contents

Preface ....................................................................................................................................................... 17

PART I Coding with AI Support

1 Introduction 25

1.1 Coding via Chat ...................................................................................................................... 25
1.1.1 Password Generator .............................................................................................. 25
1.1.2 Python: Searching and Replacing Dates ......................................................... 26
1.1.3 SQL: Analysis of a Table ........................................................................................ 28
1.1.4 PHP: Bearer Token Authentication ................................................................... 30
1.1.5 Porting a Bash Script for PowerShell ................................................................ 31
1.1.6 Paid ChatGPT Offers .............................................................................................. 33
1.1.7 Anthropic Claude .................................................................................................... 33

1.2 The Art of Prompting ........................................................................................................... 34
1.2.1 Prompt Frameworks ............................................................................................. 37
1.2.2 A Question of Context .......................................................................................... 37
1.2.3 Custom GPTs ............................................................................................................ 39
1.2.4 Comparing Custom GPTs, Fine-Tuning, and 

Retrieval-Augmented Generation .................................................................... 40

1.3 Code Wizards ........................................................................................................................... 41
1.3.1 Installing GitHub Copilot ..................................................................................... 43
1.3.2 First Steps with Visual Studio Code and GitHub Copilot .......................... 43
1.3.3 Switching between Code Suggestions ............................................................ 44
1.3.4 Tips and Tricks ......................................................................................................... 45
1.3.5 Chat Mode with Additional Keywords ............................................................ 46
1.3.6 Chat Examples ......................................................................................................... 48
1.3.7 Alternatives to the Chat Sidebar ....................................................................... 49
1.3.8 Other Functions ...................................................................................................... 50
1.3.9 Security and Data Protection .............................................................................. 51
1.3.10 Trouble in Remote Mode ..................................................................................... 51

1.4 Chat or Wizard? ...................................................................................................................... 52

1.5 Basic Principles of Large Language Models ............................................................... 53
1.5.1 From the Human Brain to Neural Networks ................................................. 53
1.5.2 Machine Learning through Backpropagation ............................................... 54
7



Contents
1.5.3 Large Language Models ........................................................................................ 55
1.5.4 The Transformer Model ........................................................................................ 57
1.5.5 Generative Pretrained Transformer (GPT) .................................................... 58
1.5.6 Training: From Training Material to Language Model ............................... 59
1.5.7 Large Language Model Application: From Prompt to Response ............. 60
1.5.8 The Limits of Linguistic �Intelligence� ............................................................. 62
1.5.9 The Size of the Context Window ....................................................................... 63
1.5.10 The Fill-in-the-Middle Approach ....................................................................... 65

2 Pair Programming 67

2.1 Structuring Code into Functions ..................................................................................... 68
2.1.1 Defining Functions Yourself ............................................................................... 68
2.1.2 Defining Functions and Parameters ................................................................ 69
2.1.3 Detailed Questions about Functions and Parameters ............................... 71
2.1.4 Code Optimization ................................................................................................. 73
2.1.5 Code Reuse ............................................................................................................... 74
2.1.6 Splitting Code across Multiple Files ................................................................. 75

2.2 Example: IBAN Validation ................................................................................................. 76
2.2.1 Start ............................................................................................................................ 77
2.2.2 Checking the IBAN Length ................................................................................... 78
2.2.3 Troubleshooting ..................................................................................................... 78
2.2.4 Test .............................................................................................................................. 79
2.2.5 Removing Spaces from the IBAN ....................................................................... 80
2.2.6 Checksum Test ........................................................................................................ 81
2.2.7 Trouble with the Test Data ................................................................................. 82
2.2.8 Code Optimization ................................................................................................. 83

2.3 Object-Oriented Programming ....................................................................................... 83
2.3.1 Example: User Account Class ............................................................................. 84
2.3.2 Output of the Object ............................................................................................. 86
2.3.3 JSON Export and Constructor ............................................................................. 86
2.3.4 Example: Bank Account ........................................................................................ 87
2.3.5 Example: Sorting Photos Based on EXIF Data ............................................... 89
2.3.6 Example: Dealing with Singletons ................................................................... 90

2.4 Example: Quiz ......................................................................................................................... 91
2.4.1 Class Design ............................................................................................................. 91
2.4.2 Implementing the Question Class .................................................................... 93
2.4.3 A Pool of Questions for Testing ......................................................................... 94
2.4.4 Methods for the Question Class ........................................................................ 94
8



Contents
2.4.5 UML Diagram ........................................................................................................... 95
2.4.6 AI Bot or Code Wizard? ......................................................................................... 97

2.5 Example: Solving Sudoku .................................................................................................. 97
2.5.1 Class Setup ............................................................................................................... 97
2.5.2 Detaching Individual Fields in Rows ................................................................ 99
2.5.3 Solving Individual Fields in Columns and in Blocks .................................... 100
2.5.4 Test Code and Issues with the Test Data ....................................................... 101
2.5.5 Brainstorming .......................................................................................................... 101
2.5.6 Storing Solution Candidates per Field ............................................................. 102
2.5.7 Filling in Fields Where Only One Solution Number Is Possible ............... 103
2.5.8 Personal Conclusion .............................................................................................. 104
2.5.9 Alternative Procedure ........................................................................................... 105
2.5.10 Prompting Correctly .............................................................................................. 106

3 Debugging 107

3.1 Web Applications .................................................................................................................. 108
3.1.1 CSS Fixes .................................................................................................................... 108
3.1.2 iCal Download in the Browser ............................................................................ 110
3.1.3 Backend Frontend without a Proxy Server ..................................................... 111
3.1.4 JavaScript Fetch with the Wrong Content Type ........................................... 113
3.1.5 JamGPT ...................................................................................................................... 114

3.2 App Development ................................................................................................................. 116
3.2.1 Flutter and Null Safety Values ........................................................................... 116
3.2.2 Layouts in Flutter .................................................................................................... 117

3.3 Developing on Raspberry Pi .............................................................................................. 119
3.3.1 Step-by-Step Debugging on a Raspberry Pi ................................................... 120
3.3.2 Help for Creating Log Entries .............................................................................. 121

3.4 Visual Studio and Visual Studio Code .......................................................................... 122
3.4.1 Missing Python Modules in VS Code ............................................................... 123
3.4.2 Visual Studio Exception Debugging ................................................................. 123

3.5 Conclusion ................................................................................................................................ 125

4 Refactoring 127

4.1 Introduction to Refactoring .............................................................................................. 127
4.1.1 Objectives of Refactoring ..................................................................................... 128
9



Contents
4.2 Refactoring Using AI Tools ................................................................................................ 128
4.2.1 Recognizing the Need for Refactoring ............................................................ 128

4.3 Best Practices ........................................................................................................................... 141
4.3.1 Only the Internal Structure May Be Changed ............................................... 141
4.3.2 Small-Step Approach ............................................................................................. 141
4.3.3 Test-Driven Refactoring ....................................................................................... 142
4.3.4 Defining Clear Goals .............................................................................................. 142

4.4 Conclusion ................................................................................................................................ 142

5 Testing Software 145

5.1 Generating Test Data ........................................................................................................... 146

5.2 AI-Supported Test Automation ....................................................................................... 149
5.2.1 Creating AI-Supported Unit Tests ..................................................................... 150

5.3 Test-Driven Development with AI ................................................................................. 155
5.3.1 Implementing the First Test ............................................................................... 155
5.3.2 The Second Test ...................................................................................................... 157
5.3.3 The Third Test .......................................................................................................... 158
5.3.4 Generating Test Data ............................................................................................ 160

5.4 Using Dependencies ............................................................................................................. 161

5.5 Optimizing Tests .................................................................................................................... 167
5.5.1 Optimizing Test Code ............................................................................................ 167
5.5.2 Writing Missing Tests ........................................................................................... 171

5.6 End-to-End Tests .................................................................................................................... 174
5.6.1 Generating an End-to-End Test ......................................................................... 175
5.6.2 Creating a Page Object ......................................................................................... 176

5.7 Conclusion ................................................................................................................................ 178

6 Documenting Software 179

6.1 Challenges with Documentation .................................................................................... 180

6.2 Inline Documentation ......................................................................................................... 181
6.2.1 Sample Inline Documentation ........................................................................... 181

6.3 Function and Class Documentation .............................................................................. 184
6.3.1 Benefits and Drawbacks of Function and Class Documentation ........... 184
10



Contents
6.3.2 Sample Function and Class Documentation ................................................. 185

6.4 API Documentation .............................................................................................................. 187
6.4.1 Sample API Documentation ................................................................................ 188

6.5 Outdated Documentation ................................................................................................. 191

6.6 Conclusion ................................................................................................................................ 194

7 Databases 195

7.1 Database Design .................................................................................................................... 195
7.1.1 Example: Database for an Online Store .......................................................... 196
7.1.2 Database Management System Selection ..................................................... 200
7.1.3 Example: Cloud Shopping List ............................................................................ 201
7.1.4 Changing the Database Schema ....................................................................... 203

7.2 SQL Commands ....................................................................................................................... 205
7.2.1 Date Calculation ..................................................................................................... 205
7.2.2 Troubleshooting ..................................................................................................... 206
7.2.3 WordPress Image Search ..................................................................................... 207
7.2.4 Complex Query with Subquery or Self Join ................................................... 209
7.2.5 Formatting an SQL Command ........................................................................... 211

7.3 Administration ........................................................................................................................ 213
7.3.1 PostgreSQL: User Administration ..................................................................... 213
7.3.2 SQL Server: Automated Backup ......................................................................... 214
7.3.3 Determining the Schema of a Database ........................................................ 216
7.3.4 MariaDB Tuning ...................................................................................................... 218

7.4 Client Programming ............................................................................................................. 219

8 Scripting and System Administration 221

8.1 Scripting ..................................................................................................................................... 221
8.1.1 Bash: Loop Over a Text File .................................................................................. 222
8.1.2 PowerShell: Sorting Photos ................................................................................. 222
8.1.3 Python: SQLite Application .................................................................................. 224
8.1.4 Bash Troubleshooting ........................................................................................... 226
8.1.5 Python: Recursive Search for Files .................................................................... 227
8.1.6 Other Prompt Examples ....................................................................................... 227
11



Contents
8.2 Example: Converting a Python Script to PHP Code ................................................ 228
8.2.1 Conclusion ................................................................................................................ 229

8.3 Regular Expressions .............................................................................................................. 230
8.3.1 Searching and Replacing Dates ......................................................................... 231
8.3.2 File Search Using grep ........................................................................................... 232

8.4 System Administration ....................................................................................................... 234
8.4.1 SSH Authentication by Key ................................................................................. 234
8.4.2 Docker Setup ............................................................................................................ 235
8.4.3 Proxy Server .............................................................................................................. 236
8.4.4 Fixing Network Issues in a Virtual Machine with a Web Server ............. 238
8.4.5 Linux Server Setup .................................................................................................. 239
8.4.6 Additional Prompts ................................................................................................ 240

8.5 Example: �wget� Script Plus �tmpfs� Configuration ............................................ 240
8.5.1 Developing a �wget� Script ................................................................................. 241
8.5.2 Linux Server Configuration with �tmpfs� ...................................................... 243
8.5.3 Conclusion ................................................................................................................ 244

8.6 Calling GitHub Copilot and ChatGPT in the Terminal ........................................... 245
8.6.1 GitHub Command-Line Interface (�gh�) ......................................................... 245
8.6.2 Shell-GPT (�sgpt�) ................................................................................................... 246
8.6.3 Using Language Models in the Terminal (�llm�) .......................................... 247

PART II Local Language Models and Advanced AI Tools

9 Executing Language Models Locally 253

9.1 Spoiled for Choice of Large Language Model ............................................................ 254
9.1.1 Which Models Solve Which Problems? ........................................................... 254
9.1.2 Hardware Requirements ...................................................................................... 256
9.1.3 Alternatives to the Local Execution of Models ............................................. 257

9.2 GPT4All ....................................................................................................................................... 259
9.2.1 Installation and Use ............................................................................................... 259
9.2.2 Chat with Your Files ............................................................................................... 261
9.2.3 Conclusion ................................................................................................................ 262

9.3 Ollama ........................................................................................................................................ 262
9.3.1 Benefits of Ollama ................................................................................................. 262
9.3.2 General Structure of Ollama ............................................................................... 263
12



Contents
9.3.3 Local Installation and Execution ....................................................................... 264
9.3.4 Running Ollama in a Docker Container .......................................................... 266

9.4 Open WebUI for Ollama ..................................................................................................... 267
9.4.1 Installing Open WebUI ......................................................................................... 268
9.4.2 Using Custom Documents in Open WebUI ................................................... 270
9.4.3 Custom Workspace Models ................................................................................ 271

9.5 Continue .................................................................................................................................... 275
9.5.1 Installation ................................................................................................................ 275
9.5.2 Usage .......................................................................................................................... 276

9.6 Ollama API ................................................................................................................................ 277
9.6.1 Ollama REST API ...................................................................................................... 278
9.6.2 Libraries for Accessing the Ollama API ............................................................ 280

9.7 Tabby ........................................................................................................................................... 280
9.7.1 Installing the Tabby Server and the Plug-In .................................................. 281
9.7.2 Usage .......................................................................................................................... 281

9.8 Conclusion ................................................................................................................................ 282

10 Automated Code Processing 285

10.1 OpenAI API ................................................................................................................................ 286
10.1.1 Setting Up an API Account .................................................................................. 286
10.1.2 Hello, World! ............................................................................................................ 287
10.1.3 Formulating the Prompt ...................................................................................... 289
10.1.4 Chat System ............................................................................................................. 291
10.1.5 Processing the Response ...................................................................................... 293
10.1.6 Uploading and Downloading Files ................................................................... 294
10.1.7 Uploads for Special Applications ....................................................................... 296
10.1.8 Playground ................................................................................................................ 296

10.2 Ollama API ................................................................................................................................ 297
10.2.1 Manipulating Code ................................................................................................ 298

10.3 Groq API ..................................................................................................................................... 299

10.4 Example: Automated Commenting of Code ............................................................. 301
10.4.1 Real-Life Experience ............................................................................................... 303
10.4.2 Extracting Code from the Response ................................................................. 304
10.4.3 Genuine Errors ......................................................................................................... 305
10.4.4 Trouble with Large Code Files ............................................................................ 306
10.4.5 Translating Existing Comments ........................................................................ 307
10.4.6 Conclusion ................................................................................................................ 308
13



Contents
10.5 Example: From Python 2 to Python 3 ........................................................................... 308
10.5.1 Real-Life Experience ............................................................................................... 309

11 Level 3 Tools: OpenHands and Aider 313

11.1 OpenHands ............................................................................................................................... 314
11.1.1 Installation ................................................................................................................ 316
11.1.2 The Web Interface .................................................................................................. 317

11.2 Using OpenHands .................................................................................................................. 320
11.2.1 Not Too Much at Once! ........................................................................................ 322
11.2.2 Conclusion ................................................................................................................ 323

11.3 Aider ............................................................................................................................................ 323
11.3.1 Installation ................................................................................................................ 324
11.3.2 Start ............................................................................................................................ 325
11.3.3 Aider Commands .................................................................................................... 325
11.3.4 Multiline Prompts .................................................................................................. 327
11.3.5 Coding Rules and Conventions .......................................................................... 327
11.3.6 Aider in the Web Browser .................................................................................... 327

11.4 Using Aider ............................................................................................................................... 328
11.4.1 Example 1: Sorting Photos .................................................................................. 328
11.4.2 Example 2: Web Scraping .................................................................................... 332
11.4.3 Example 3: Implementing Changes in a Large Project .............................. 334
11.4.4 More Prompting Examples and Video Tips ................................................... 335

12 Retrieval-Augmented Generation and 
Text-to-SQL 337

12.1 RAG Quick Start ...................................................................................................................... 338

12.2 The Viel-Falter (Many Butterflies) Project .................................................................. 341

12.3 Loading Documents .............................................................................................................. 343
12.3.1 SimpleDirectoryReader and SimpleWebPageReader ................................. 344

12.4 Creating an Index .................................................................................................................. 345
12.4.1 The Embedding Model .......................................................................................... 346

12.5 Vector Store Databases ...................................................................................................... 348

12.6 RAG Queries ............................................................................................................................. 351
12.6.1 Source Code .............................................................................................................. 352
14







 

Preface

You�ve almost certainly already asked ChatGPT or another artificial intelligence (AI)
tool a coding question and saw the tool spit out (seemingly) perfect code within sec-
onds.

This book explores the potential and limitations of AI tools in software development.
Let�s start with the positives. We�ll show you that ChatGPT, GitHub Copilot, and others
can do more than just generate a few lines of code. You can also use them to create unit
tests, search for errors, perform refactoring tasks, develop database schemas, optimize
SQL queries, administer servers, and write scripts.

But the brave new AI world also has its downsides. Even if the code looks plausible and
the accompanying text is elegantly formulated, some AI suggestions are simply wrong
due to logic errors, the use of nonexistent functions, or references to variables whose
names are actually different. Although the code does work sometimes, it�s inefficient
or insecure.

AI tools make mistakes�that much can�t be disputed. Used correctly, however, these
new tools can also save you a lot of time. That�s what this book is all about.

Local Execution of Language Models

Companies in particular often have problems entrusting their code base to tools that
run in the cloud. Even if AI providers promise not to use your code for the training of
future language models in company offers, the question arises as to how far you can
trust these promises and whether data protection problems may arise.

The easiest way out is to run the language models required for AI tools locally. You can�t
download the large language model (LLM) from ChatGPT, but various alternatives are
available free of charge that work similarly well.

However, the local execution of LLMs consumes a lot of resources, so only powerful
notebook computers or PCs are suitable for this. New CPUs with neural processing
units (NPUs) promise new possibilities in this respect. However, a real benefit for the
local execution of LLMs only arises in combination with suitable software�and there
is still a lot to be done.

There is one more option: you can set up your own server in your company or in a data
center that is available to all employees for AI tasks. In that case, �local� doesn�t refer to
your own notebook computer, but to a company-owned computer. In this book, we�ll
show you how you can use local language models and even optimize them with your
own training material.
17Personal Copy for Luis Fernando de Paula, wemeke5983@elygifts.com



Preface
We�ll also present the GPT4All, Ollama, and Tabby programs to run free LLMs locally.
You can then use the local language models in chat mode for coding (e.g., by using the
Continue editor plug-in) or via an application programming interface (API) to develop
your own AI applications.

Coding with AI Support for Advanced Users

If you�ve asked ChatGPT for advice on a coding problem or if you�ve followed sugges-
tions from GitHub Copilot (or a similar tool), then you know about interactive AI
support for coding. But there�s more to it! You can go one step further by using the
appropriate libraries:

� Processing many code files automatically
You want to change all comments in 100 files from German to English? You want to
migrate a project from Python 2 to Python 3? Instead of interactively processing file
by file, couldn’t you write a script that automates this task? We�ve tried it out and will
share our experiences with you.

� Level 3 tools
Similar to self-driving cars, there are also categories of autonomy for AI coding tools.
ChatGPT, Claude, GitHub Copilot, and other tools are assigned to levels 1 and 2
depending on their application (code completion or code creation). However, the first
level 3 tools (supervised automation) already exist that go beyond this and inde-
pendently generate or modify code files according to your instructions. We experi-
mented with OpenHands and Aider, and we were particularly enthusiastic about the
Aider concept.

� Retrieval-augmented generation (RAG)
It�s currently impossible for private users or small businesses to train their own lan-
guage models. By using RAG, however, you can add your own data to language mod-
els. This results in a host of additional application options, including the integration
of daily updated data or the automated conversion of text prompts into SQL queries.
In this chapter, we focus primarily on the LlamaIndex library.

Theoretically, the tools outlined here represent the next development step in the use of
AI in coding. In real life, however, our experiences have been mixed. Not everything
worked out as we had hoped. AI is already able to perform some of these tasks, but for
more complicated requests, patience is still required until these tools become suitable
for everyday use.
18 € 2025 by Rheinwerk Publishing Inc., Boston (MA)
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AI Makes Mistakes and Hallucinates

If you talk to other developers, you�ll hear many anecdotes about the major mistakes AI
tools have made recently. There are also many chapters in this book in which we show
examples with faulty AI code, incorrect conclusions, or simply invented functions or
options. (Invented functions have to do with an unpleasant feature of current language
models: If AI can�t give a reliable answer due to insufficient training material, it invents
a text that sounds as plausible as possible�that is, AI �hallucinates.�)

Depending on how you use AI tools, the error rate varies between rather low (wide-
spread programming languages, everyday problems) and quite high (exotic languages,
new libraries/APIs, very specific tasks). The biggest problem isn�t that mistakes happen.
We all know that people also make mistakes, probably even more often. What is annoy-
ing is that AI tools argue even the biggest nonsense politely and at a pretty high linguis-
tic level. That�s what makes it so difficult to tell the right answers from the wrong ones.
In our view, AI tools will only be truly �intelligent� when they answer: �I don’t know" or
�I�m not sure about this proposed solution, but it could work like this.� We aren�t that
far yet in early 2025, even if there are efforts to show how the answers can be derived.

As you can see, we aren�t trying to sell you an AI tool! On the contrary, we point out the
issues we�ve encountered in all chapters, especially in Chapter 13.

The Three Stages of Using AI

While writing this book, we not only worked intensively with AI tools ourselves but
also spoke to many other developers. Through this, we�ve recognized a pattern in the
use of AI tools in coding. It corresponds fairly closely to the hype cycle, a model coined
by consultant Jackie Fenn to describe how new technologies are perceived and used
(see Figure 1):

� Euphoria
The first experiments will leave you, like most developers, speechless with enthusi-
asm. This �thing� understands your questions, gives answers that make sense, and
even explains the code. That�s crazy!

� Disillusionment
Then, the moment arrives when the AI tool of your choice makes its first mistakes.
It�s no longer about Hello World functions, but about real, complex code. The AI tool
explains the world to you with the utmost confidence, and you realize that the
explanations are convincing in terms of language, but completely wrong in terms of
content. You might conclude here that AI tools are useless, their use irresponsible,
and so on.
19Personal Copy for Luis Fernando de Paula, wemeke5983@elygifts.com
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� Pragmatic use
After a few weeks, you�ll develop a good feeling for when AI results are most likely
correct and where you need to make improvements. You�re getting better and better
at assessing the limits. What remains is a tool that makes mistakes, but is still a real
help within the scope of its capabilities. You question every AI answer and reckon
with an error rate of perhaps 10%. But you use what works�and that�s quite a lot.

Figure 1  AI Tools Currently in the Stages of the Hype Cycle

There�s No Getting around AI Tools

Despite all the problems, we�re convinced that AI tools are here to stay. According to one
study (https://www.atlassian.com/software/compass/resources/state-of-developer-2024),
managers believe that the time-saving factor is huge, while developers who actually use
AI tools are much more cautious (and realistic) about the benefits!

The extent of the efficiency gain depends heavily on the type of code you develop. But
there is always a certain amount of time saved and a higher level of convenience at
work. Regardless of whether you see the glass as half full or half empty, coding using AI
support increases your efficiency today and will increase it even more tomorrow.

Chemist Derek Lowe put it this way in February 2023:

I don�t think AI and automation will replace chemists, but rather that the human
chemists who use them well will replace the ones who don�t.

We�re convinced that this statement, which has often been quoted since, also applies to
the IT world. AI therefore won�t replace software developers, at least not in the near
future. But developers who use AI tools in a reasonable way will replace their colleagues
who do not.

Visibility

Time

Peak of In�ated Expectations

Plateau of Productivity

Slope of Enlightenment

Trough of Disillusionment

Technology Trigger
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There�s No Getting around AI Tools
Now is the right time to get to grips with AI tools! Yes, AI tools will become even better
in the coming years, but the potential is already huge. And the knowledge and experi-
ence you gain today will help you better understand new AI technologies tomorrow
and integrate them more quickly into your day-to-day work.

According to the 2024 Developer Survey (https://survey.stackoverflow.co/2024/ai), 63%
of all developers already use AI tools. An additional 13% are planning to use them in the
near future. We�re clearly at the beginning of a new era in terms of software develop-
ment. Despite all the fears associated with such far-reaching changes, we�ve found the
use of AI tools in our day-to-day coding work very satisfying. AI tools haven�t done the
thinking for us, but they have done a lot of boring typing. The concepts of the software
we developed still came from us, but the often-tedious work of implementation has
become easier for us.

With this in mind, we hope you enjoy reading this book. Be inspired by our examples,
and look for ways to integrate AI tools into your day-to-day work in a meaningful way.
Take advantage of the opportunities that arise here!

Michael Kofler (https://kofler.info)
Bernd Öggl (https://webman.at)

Sebastian Springer (https://sebastian-springer.com)

PS: This book deals exclusively with the use of AI tools for software development and
administration. Clearly, the new developments in the AI sector will have a wide-
ranging impact on society, both positive and negative. However, this isn�t a topic in this
book, nor is the use of AI tools outside of IT.

Sample Files

There are sample files for a few chapters of this book, which you can download here:
www.rheinwerk-computing.com/6058.
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Coding with AI Support
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Chapter 1 
Introduction

This Hello World! chapter provides an initial introduction to the use of artificial intelli-
gence (AI) tools in program development. With examples, the chapter shows the use of
chat-based tools such as ChatGPT and coding wizards such as GitHub Copilot.

You�ve probably already tried out AI coding tools. Nevertheless, you should skim the
following pages to get some new ideas in the introductory chapter before we go into
more depth in the later chapters. For example, Section 1.5 contains a concise summary
of how language models work behind the scenes. This knowledge will help you better
understand the limits of current technology.

1.1    Coding via Chat

Chat systems such as ChatGPT provide the most intuitive introduction to AI-supported
coding. When we wrote this book, there were various free systems to choose from:

� ChatGPT (the original from OpenAI; https://chatgpt.com)

� Copilot (Microsoft using ChatGPT/OpenAI; https://copilot.microsoft.com)

� Gemini (Google; https://gemini.google.com)

� Claude (Anthropic; https://claude.ai)

� DeepSeek (the disrupting newcomer from China; https://chat.deepseek.com)

On most websites, you have the option to activate additional functions by purchasing
a paid subscription. To the extent that we experimented with publicly available chat
systems while working on this book, ChatGPT was our preferred system. You must reg-
ister once on this website, but that�s quick and doesn�t cost anything. Then, the applica-
tion is very simple: you formulate your question and receive an answer.

1.1.1    Password Generator

You need a function in a Python script that returns a random password of a specified
length. Of course, you can write the code yourself, but you�ll probably save yourself a
minute or two if you hand over this trivial task to ChatGPT.
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1 Introduction
Figure 1.1  ChatGPT Wrapping a Password Generator into a Function

You can now easily copy and paste the code into your script. Don�t forget the necessary
imports! These are always specified at the beginning of the script.

1.1.2    Python: Searching and Replacing Dates

In this example, all dates in a character string are supposed to be converted from the US
format (12/31/2024) to the ISO format (2024-12-31). The programming language to be
used is Python.

The code uses the re module, which is used to process regular expressions in Python.
ChatGPT formulates the code as a function, which simplifies further use. convert_us_
to_iso_date in turn contains a subfunction named replace, which gets passed as a
parameter to re.sub and replaces each hit with the newly formatted date.
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1.1 Coding via Chat
Prompt: Python: I want to replace all US dates by ISO dates in a string. Can you help?

Certainly! To replace all US date formats (commonly MM/DD/YYYY) with ISO date for-
mats (YYYY-MM-DD) in a string using Python, you can use the re module to find dates
and then rearrange the format. Here�s a Python function that accomplishes this:

import re
def convert_us_to_iso_dates(text):
    # Pattern to find dates in MM/DD/YYYY format
    date_pattern = r’\b(\d{1,2})/(\d{1,2})/(\d{4})\b’
    
    # Function to replace each match
    def replace(match):
        month, day, year = match.groups()
        return f’{year}-{month.zfill(2)}-{day.zfill(2)}’
    
    # Replace all matches in the text
    return re.sub(date_pattern, replace, text)

# Example usage
input_text = "Today’s date is 05/09/2024 and the event " +
             "was on 12/25/2023."
converted_text = convert_us_to_iso_dates(input_text)
print(converted_text) 

This script:

� Defines a regex pattern to match dates in the format MM/DD/YYYY.

� Uses a replacement function to rearrange the date components into the ISO for-
mat YYYY-MM-DD.

� Applies this transformation to all occurrences in the provided text.

The code works perfectly in the form presented here. If you�re not familiar with regular
expressions, you can have the structure of the pattern explained to you in a follow-up
question:

Prompt: Could you explain the regular pattern?

Certainly! Here�s a breakdown of the pattern r’\b(\d{1,2})/(\d{1,2})/(\d{4})\b’:

� \b: This is a word boundary marker. It ensures that the pattern matches whole
words only, which helps prevent partial matches of larger sequences that aren�t
dates.
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� (\d{1,2}): This part of the pattern captures one or two digits. The \d denotes a
digit (equivalent to [0-9]), and {1,2} specifies that the digit can appear once or
twice. This pattern is used for both the month and the day in the date.

� /: This is a literal forward slash character. It separates the month and day, and day
and year, in US date formats.

� (\d{4}): This captures exactly four digits, representing the year. Here, \d again
denotes a digit, and {4} specifies that exactly four digits must be present.

� \b: Another word boundary marker, ensuring the date is a standalone entity, not
part of a larger sequence of numbers or characters.

So, the entire pattern matches strings that start and end with a boundary between
words (like spaces or punctuation), followed by one or two digits for the month, a slash,
one or two digits for the day, another slash, and finally four digits for the year.

In this book, we normally refrain from reproducing such explanations or abbreviate
ChatGPT outputs if they are too verbose because we�re primarily interested in how you
can best formulate the prompt.

ChatGPT usually uses variable names composed with an underscore (convert_us_to_
iso_dates) in Python code. If you prefer other conventions or if other rules apply in
your project, you can specify these directly in the prompt or in a follow-up question:

Prompt: Could you please regenerate the code with camelCase names?

Sure! Here�s the Python code updated to use camelCase naming conventions for the
function and variable names:

def convertUsToIsoDates(text):
    # Pattern to find dates in MM/DD/YYYY format
    datePattern = r’\b(\d{1,2})/(\d{1,2})/(\d{4})\b’ 

AI Results Aren�t Reproducible!

If you enter the prompts printed previously, you�ll receive different answers even if
you�re using exactly the same ChatGPT version. Current AI tools produce new text or
code each time, so the result might be better or worse.

1.1.3    SQL: Analysis of a Table

The starting point for the following example is a table in MySQL that contains value-
added tax (VAT) rates (sales tax rates) for different countries. As the tax rates can
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change over time, the validFrom column indicates the date from which the value is
valid. What does the SELECT query look like that returns the tax rate valid at a certain
time for a certain country?

For ChatGPT to give the correct answer, you must provide sufficient context informa-
tion. In particular, it�s important which database management system (DBMS) you�re
using (in this case, MySQL) and what the exact structure of the table is.

Prompt: MySQL: I have a table to store VAT rates for different countries. This is the
table definition:

CREATE TABLE vat (
  id        INT NOT NULL AUTO_INCREMENT,
  country   CHAR(2) NOT NULL,
  rate      DOUBLE NOT NULL,
  validFrom DATE NOT NULL,
  PRIMARY KEY (id)
) 

I want to get the VAT rate for a country (i.e., ’de’) at a given time (’2024-04-15’). What
should the query look like?

To retrieve the VAT rate for a specific country at a given time from your table, you need
to write a SQL query that checks for the most recent rate that has been set before or on
the date you�re interested in. This involves selecting the correct entry based on the
country code and the validFrom date.

Here is the SQL query to find the VAT rate for Germany (’DE’) as of April 15, 2024:

SELECT rate 
FROM vat 
WHERE country = ’DE’
  AND validFrom <= ’2024-04-15’
ORDER BY validFrom DESC
LIMIT 1; 

ChatGPT provides the correct answer. The program then explains the structure of the
SQL command in detail (not printed here). If you don�t use SQL on a daily basis, this is a
great help in understanding the code.

Note that you must explicitly state which database system you�re using for questions
of this type. LIMIT 1 is a MySQL-specific extension of the SQL syntax. The same question
for SQL Server provides a different answer with TOP instead of LIMIT.
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Prompt: Would this also work with SQL Server?

The only change needed to make it fully compatible with SQL Server is to replace LIMIT
1 with TOP (1), which is the SQL Server syntax for limiting the number of rows returned.
Here�s the revised query for SQL Server:

SELECT TOP (1) rate 
FROM vat 
WHERE country = ’DE’
  AND validFrom <= ’2024-04-15’
ORDER BY validFrom DESC; 

This shows us how important it is to specify the context of the question.

1.1.4    PHP: Bearer Token Authentication

Say you�re familiar with PHP and the concepts of REST application programming inter-
faces (APIs), but you don�t know how to evaluate a bearer token in a PHP program. No
problem, ChatGPT can help you out:

Prompt: PHP/REST: How can I extract a bearer token from a GET request?

In PHP, when handling RESTful API requests that use a bearer token for authentication,
you typically extract the token from the Authorization header of the incoming GET
request. Here�s a step-by-step guide on how to do this:

� Access the authorization header: PHP provides access to request headers through
the $_SERVER superglobal array. The Authorization header can be accessed using
the key HTTP_AUTHORIZATION within this array.

� Extract the bearer token: The value of the Authorization header generally starts
with the word �Bearer�, followed by a space and then the token itself. You�ll need
to parse this string to extract the token.

Here�s an example code snippet that demonstrates how to extract a bearer token from
a GET request:

<?php
// Function to get the bearer token from the
// Authorization header
function getBearerToken() {
    if (isset($_SERVER[’HTTP_AUTHORIZATION’])) {
        // Extract the header value
        $header = $_SERVER[’HTTP_AUTHORIZATION’];
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        // Check if the header starts with "Bearer"
        if (preg_match(’/Bearer\s(\S+)/’, $header, $matches)) {
            // Return the token part
            return $matches[1];
        }
    }
    return null; // Return null if no token was found
}
?> 

Handle edge cases:

� Header Not Present: If the Authorization header is not present, your function
should handle this gracefully, perhaps returning null or an appropriate error mes-
sage.

� Malformed Authorization Header: If the header is present but doesn�t properly
include a bearer token (e.g., missing the �Bearer� prefix), you should also handle
this case, possibly logging the issue or returning an error.

Always ensure that tokens are handled securely:

� Validate the token if necessary (e.g., check its format, expiration, and authenticity).

� Use HTTPS to protect the token in transit.

� Limit the exposure of sensitive token information in logs or error messages.

This approach will help you securely extract and handle a bearer token in a PHP-based
RESTful API environment.

1.1.5    Porting a Bash Script for PowerShell

ChatGPT can do more than just generate new code. It can also search for errors in given
code; convert code from one programming language to another; develop unit tests for
a given function; and restructure, comment, and explain existing code.

The last introductory example is about porting a simple Bash script for PowerShell. The
original script monitors the Markdown files in a directory. When changes are saved in
a file and the Markdown file is newer than the corresponding PDF file, the PDF docu-
ment is recreated using the pandoc program. This automated build process is now to
be implemented on a Windows computer using PowerShell. That�s no problem for
ChatGPT!

Prompt: Can you provide a PowerShell equivalent to the following Bash script?

#!/bin/bash
while true; do
  for mdfile in *.md; do
    pdffile=${mdfile%.md}.pdf
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    if [ $mdfile -nt $pdffile]; then
      echo $mdfile
      pandoc ... $mdfile -o $pdffile
    fi
  done
  sleep 1
done 

Certainly! Here is the PowerShell equivalent of the given Bash script. This script loops
continuously, checking for .md files in the current directory. If an .md file is newer than
its corresponding .pdf file, it uses Pandoc to convert the Markdown file to a PDF. It also
waits for 1 second after each iteration.

while ($true) {
    Get-ChildItem -Filter *.md | ForEach-Object {
        $mdFile = $_
        $pdfFile = "$($mdFile.BaseName).pdf"

        if (-Not (Test-Path $pdfFile) -or ‘
            (Get-Item $mdFile).LastWriteTime -gt ‘
            (Get-Item $pdfFile).LastWriteTime) 
        {
            Write-Output $mdFile
            pandoc $mdFile -o $pdfFile
        }
    }
    Start-Sleep -Seconds 1
} 

Make sure to customize any Pandoc-specific parameters according to your conversion
requirements.

ChatGPT �understands� the task of the original script, even though it doesn�t contain
any comments. The new code not only uses PowerShell cmdlets but also takes into
account the fact that PowerShell must ensure both files really exist before comparing
the modification date of two files. Great!

The answer provided by ChatGPT contains a step-by-step explanation of the new script,
which we haven�t reproduced here for space reasons. We�ve also had negative experi-
ences with this type of translation task, regardless of the programming language: from
time-to-time ChatGPT invents commands, cmdlets, or functions that don�t even exist.
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1.1.6    Paid ChatGPT Offers

ChatGPT is basically free. If you�re willing to spend $20 per month, ChatGPT Plus gives
you access to the latest language model, more resources, and additional features. In the
past (GPT 3.5 versus GPT 4.0), the difference in quality was quite noticeable. The paid
version often provided better code and clearer descriptions, and it was much more up
to date (due to training with newer material).

A major advantage of the Plus version is the ability to use specific GPTs. These are wiz-
ards that are optimized for specific tasks. For example, you can use the Data Analyst
GPT to statistically evaluate and visualize data volumes. Simply drag and drop a file
with the underlying data material into the chat history. The generated code gets exe-
cuted immediately by ChatGPT, and you can view the result directly in the web
browser.

You can also define your own GPTs with very little effort. An example of this follows in
Section 1.2. Specific GPTs can significantly speed up the completion of some tasks.

Companies can activate ChatGPT Team for $25 per month per employee. The main dif-
ference compared to ChatGPT Plus is that the transmitted data isn�t used for training
ChatGPT. This is an advantage in terms of data protection, of course, but it doesn�t
change the fact that you still have to upload your code, your ideas and, ultimately, com-
pany secrets to the cloud to use ChatGPT. If you or your company have data protection
concerns, you should consider running language models locally. We�ll go into this topic
in detail in the second part of the book (in particular, Chapter 9).

In our experiments, we�ve already had excellent experiences with the free ChatGPT ver-
sion. The functions provided are great and absolutely sufficient for learning a program-
ming language or for creating hobby applications.

But if you make a living from coding, $25 per month for more up-to-dateness and
better-quality results is a good investment. However, you also pay for various addi-
tional features that aren�t relevant for coding, such as imaging and audio/video func-
tions. In this respect, the question arises as to whether a GitHub Copilot subscription
(Section 1.3) might be the better investment.

Most of the ChatGPT results presented in this book were generated with version GPT-
4o (4 omni). By the time you read this book, however, there will probably be newer ver-
sions of GPT that work even better.

1.1.7    Anthropic Claude

We�ve already referred to various ChatGPT alternatives (Google Gemini, Microsoft
Copilot, etc.) in the introduction to this section. As far as software development is con-
cerned, we became particularly fond of Claude from Anthropic (https://claude.ai) while
we were working on this book.
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Like ChatGPT, Claude can be used free of charge to a limited extent but requires a paid
account for more intensive use. The web interface is very well designed and easy to use.
In our tests, the quality of the results was at least on a par with those of ChatGPT, some-
times even better. As of December 2024, Claude was also characterized by a larger con-
text window, meaning it could process more user data and longer listings. Just give it a
try!

1.2    The Art of Prompting

The input or question in AI chat systems is usually referred to as a prompt. Asking the
right questions has a major influence on how good or effective the results are. The art
of optimally formulating the prompt is often referred to as prompt engineering. This
section summarizes some tips on this topic:

� Additional information
Introduce the question with contextual information about the programming lan-
guage, library, tool, or environment you�re using.

If you ask for a regular pattern in general, ChatGPT has to guess which syntax variant
is meant (Portable Operating System Interface [POSIX], POSIX Extended Regular
Expressions [ERE], Perl Compatible Regular Expressions [PCRE], etc.). However, if
you specify that you want to use the regular pattern in the C# language, ChatGPT can
take the Microsoft-specific features of regular expressions into account.

It�s sufficient to briefly prefix the first prompt of a session with the programming
language or another specification, such as �bash/Linux�, �nodejs 20�, �PHP 8�,
�Regex/PCRE�, �SQL Server�, or �zsh/macOS�.

� Additional conditions
Indicate what is important to you:

� Do you want short, compact code?

� Should as few imports/modules/libraries as possible be used?

� Is the code security-critical?

� Is maximum efficiency in execution crucial?

� Should the code be formulated recursively, if possible? Or, on the contrary,
should recursion be avoided?

You can always dispense with such additional rules in the first attempt and wait and
see what the result looks like. Afterward, you can still ask the AI tool to reformulate
the code in compliance with new conditions: The code works, but is too slow. Is it pos-
sible to make it faster?

� Formal rules
You can define formal rules. These can relate to the maximum line length, the
desired convention for variable and function names (camel case, snake case, etc.),
the location and extent of comments, and so on.
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� Language
Even if English is not your mother language, try to formulate your question in
English.

� Follow-up questions
Ask follow-up questions. ChatGPT automatically takes the question/answer history
into account.

� A second try never hurts
If you�re not satisfied with an answer, just try again. Clearly state which detail of the
answer doesn�t fit from your point of view.

In the ChatGPT web interface, you can click on the Regenerate button. The new
answer happens to be a little different and may be more in line with your expecta-
tions. But as long as ChatGPT doesn�t know why you�re dissatisfied, the chances of a
better result on the second attempt are relatively low. It�s better if you state in a
follow-up question what it was you didn�t like in the previous answer.

If there is no Regenerate button and you don�t have the time or desire to formulate
specific improvement requests, you can try the following universal instruction: Do
better! Don�t worry about the simplistic nature of this prompt; it requires little effort
and occasionally even leads to success.

� Multiple options
Usually, you ask a question and get one answer, but it may not be the best answer
from your particular perspective.

If you�re familiarizing yourself with a new area or the solution is unclear, you should
also express this in the prompt. Ask the language model to give you several options
to choose from, for example:

What options do I have to implement a REST API in Python?

The AI tool will present an overview of various libraries and frameworks. You can
research details of the proposals on the internet or in the AI chat system. Then,
decide on one of the variants and ask follow-up questions.

� Train of thought (reasoning)
The following prompt idea goes in a similar direction. Instead of requesting one spe-
cific solution, you can ask the AI chatbot to put itself in the role of several experts
discussing a question like the following example:

Imagine three IT experts working on a question. They discuss various proposals, dis-
card unsuitable ideas, and finally agree on a solution. The task is as follows: How can
a redundant backup system be designed for a web server?

� Working step by step
For complex tasks, you should avoid trying to fit everything into one prompt at
once. It works much better if you proceed step-by-step and first ask the AI chatbot
for an outline and then take care of the details in further prompts. This procedure is
also known as prompt chaining. The first prompt may look as follows:
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I need to design a database to analyze our web traffic. First of all, please give me an
outline of the database. (What tables do I need?) We�ll discuss the details of each table
later.

Note that ChatGPT and similar services have strict limits for the maximum input
and output length (size of the context window and maximum number of output
tokens). AI chatbots will therefore never provide answers that consist of several
thousand lines of code. It�s also not advisable to pass a file with many lines of code to
the prompt and request a complete revision (e.g., refactoring). Instead, you need to
break your task down into parts and carry out each step separately.

� New session on change of topic
Start a new session when you change the topic. ChatGPT takes the information col-
lected in a session into account for follow-up questions. All previous questions and
answers therefore form the context for all further questions.

However, if a new question relates to a different programming language, a different
problem or a different library, it�s advisable to start again in a separate session.

A restart can also be useful if you�re dissatisfied with the results so far or if you think
that you or the AI tool have reached a dead end. The context from the preceding
questions and answers may prevent ChatGPT from pursuing other ideas.

� Understanding and testing code
The AI tool isn�t responsible for your code�you are! Don�t just hope that the gener-
ated code will work; instead, test it thoroughly, taking all conceivable special cases
into account. If you can�t understand the AI-generated code, you need to familiarize
yourself with the underlying concepts, even if it�s inconvenient at the moment.

� Take particular care with new or exotic topics
As a matter of principle, language models have difficulty with new technologies or
peripheral IT areas. On the one hand, there is little training material available; on the
other hand, the problem is exacerbated by the fact that the training for a current lan-
guage model started usually at least 6 months and often 12 or more months previ-
ously.

Colloquial Prompts Also Work, But Not Always Perfectly

In this book, we�ve endeavored to formulate the prompts in neat, complete sentences.
The entire text of this book has been proofread, and prompts in poor English simply
don�t fit in.

But don�t worry: AI tools usually understand you even if you formulate the prompt very
briefly. Prompts such as the aforementioned Do better!, Optimize this code!, How does
this work?, or Why doesn�t this work? are also fine.
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However, it�s important that the intention of your question is unambiguously clear. A
precise formulation helps both you and the AI tool better understand the problem. In
this respect, the time spent on a �proper� formulation of a prompt is usually well
invested.

1.2.1    Prompt Frameworks 

Compliance with the rules of various prompt frameworks can help you with prompt-
ing. In this context, a �framework� is a kind of guide to the components from which a
prompt can be assembled.

The most popular framework is the RTF framework. In the prompt, you formulate the
role of the AI tool, the specific task, and the desired format of the response. In the fol-
lowing example, we�ve labeled the components of the prompt. In real life, of course,
these markings are omitted.

Prompt: (Role) You�re an experienced Python developer. (Task) Sketch the framework of
a REST API for a to-do app using Django. (Format) Present the answer in a step-by-step
manner. Just show the outline of the code; don�t go into details yet.

Alternatives to RTF are the RODES framework (role, objective, details, example, sense
check) and the RISEN framework (role, instructions, steps, end goal, narrowing). How-
ever, considerable effort is required in formulating that many details. In this respect,
the use of such frameworks is more suitable if you program an AI chatbot or another
application yourself using an API (see also Chapter 10).

The use of the frameworks outlined here for the prompt structure is optional. Even if
you only specify the task (i.e., the task in the sense of the RTF framework), you�ll achieve
useful results. But especially in tricky cases, adhering to framework rules can lead to
better results.

1.2.2    A Question of Context

We�ve already pointed out that AI tools require additional information, that is, context,
to provide relevant answers. The context determines which data is actively processed
outside the actual language model. In a ChatGPT session, the context results from all
questions (prompts) asked in a session so far and the resulting answers.

The size of the context of language models is limited. It�s normally measured in tokens
(see Table 1.1). More technical details about context and tokens will follow in Section 1.5.
Some language models have further limits. The output of ChatGPT-4o is limited to
4,000 tokens. This means that ChatGPT-4o can only deliver approximately 12 KB of
code at a time despite a comparatively large context memory. The output limit of
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4,000 tokens also applies to the Claude 3 Opus language model from Anthropic. It was
increased to 8,000 tokens for Claude 3.5 Sonnet.

In the future, even the considerable context size of the Anthropic models could look
modest. In August 2024, the Magic AI company presented a language model that can
cope with a context window of 100 million tokens. This corresponds to approximately
10 million lines of code. For comparison, the entire kernel of Linux, which is one of the
largest public software projects, comprises around 30 million lines of code.

What do the maximum context size (often also the context window) and the maximum
output have to do with the prompt? We�ve had the best experiences with the use of AI
tools when we�ve limited ourselves to small, manageable functionalities. Don�t ask for
everything at once (�Write code for hotel booking software like booking.com.�); in-
stead, first design the structure of your program, and then apply AI tools to its individ-
ual functions.

GPTs Are Stateless

You�re used to ChatGPT and other tools allowing you to refer to the questions and
answers from the previous chat history in follow-up questions. This gives you the
impression that ChatGPT is memorizing the conversation.

However, language models actually work statelessly; that is, they don�t remember any-
thing and regard every prompt as completely new. The impression of memory is only
created by the programming of the chat interface. From the second prompt, the web-
site not only transmits the new prompt to the voice system but also all previous ques-
tions and answers. These form the context for the new question and therefore also the
�memory� for the chat history.

In Chapter 10, we describe how the programming of a minimal chat system works
behind the scenes.

Language Model Max. Context Size Max. Text Quantity Max. Code Quantity

GPT-3.5 Turbo 4,096 tokens ~16,000 characters ~12 KB

GPT-4 8,000 tokens ~32,000 characters ~24 KB

GPT-4o (omni) 32,000 tokens ~128,000 characters ~96 KB

Llama 3.3 128,000 tokens ~500,000 characters ~380 KB

Claude 3 Opus 200,000 tokens ~800,000 characters ~600 KB

Claude 3.5 Sonnet 200,000 tokens ~800,000 characters ~600 KB

Table 1.1  Maximum Context Size of Various Language Models from OpenAI, Meta, and 
Anthropic (as of January 2025)
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1.2.3    Custom GPTs

If you repeatedly specify certain rules, it may be worth setting up a customized genera-
tive pretrained transformer (GPT). (We�ll explain the term GPT fully in Section 1.5.) With
ChatGPT, defining your own GPTs requires a paid version of ChatGPT. In the ChatGPT
web interface, first click on Explore GPTs and then on Create. In the GPT editor, go to the
Configure dialog box. There, you give your own GPT a name, briefly describe the in-
tended use, and then specify the instructions for the GPT.

Figure 1.2  Instructions for the New GPT on the Left, and an Application Example on the Right

These instructions can look as follows, for example:

Instructions: Your sole purpose is to help with Python coding. Don�t answer other ques-
tions. Follow these rules:

� Use English names and comments, even if the prompt uses other languages.

� Use camelCase notation for names.

� Try to avoid lines of code longer than 65 characters.
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� Try to produce concise code that is easy to understand. Performance isn�t a primary
concern.

� If possible, try to avoid modules that need to be installed externally (pip).

Depending on the application, you can use the Upload files button to upload files with
additional information (e.g., the documentation for a new software library or version
that wasn�t yet available when the language model was trained), which we haven�t done
in this example. Permitted document formats are plain text, Markdown, HTML, and
PDF. You can try out your individual GPT right away in the Preview area.

In Figure 1.2, you can see that the new coding wizard works as intended:

� The prompt doesn�t contain any information about which programming language
ChatGPT should use. But due to the individual GPT instructions, ChatGPT knows
that it should use Python.

� Function and variable names use camelCase notation.

The Code Interpreter checkbox allows the GPT to execute code directly, for example, to
perform a test run. However, this only works for a few programming languages and is
also associated with various restrictions, such as terms of runtime or access to files or
the internet.

Prompt: Can you show me a script to calculate Fibonacci numbers? Please run the
script and calculate the 25th Fibonacci number.

def fibonacci(n):
    """Calculate the n-th Fibonacci number."""
    a, b = 0, 1
    for _ in range(n):
        a, b = b, a + b
    return a

# Calculate the 25th Fibonacci number
fibonacci(25) 

The 25th Fibonacci number is 75,025. If you need to calculate another Fibonacci num-
ber, you can use the fibonacci function provided in the script by changing the input
value.

1.2.4    Comparing Custom GPTs, Fine-Tuning, and Retrieval-Augmented 
Generation

Custom GPTs primarily change the role of the language model, that is, its basic task.
Usually, the role description is �You are a helpful wizard� or something similar. We�ll go
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into the concept of role, prompt, and response in more detail in Chapter 10. A changed
role influences the answers of the language model, but doesn�t change its core.

You have even more influence on the functionality of a given language model via fine-
tuning. In the simplest case, you give the language model a list of questions (prompts)
and what you consider to be the best answers. The language model can be based on
this. However, ChatGPT doesn�t currently support fine-tuning for custom GPTs.

The �real� integration of additional knowledge that wasn�t yet available when the lan-
guage model was trained is provided by retrieval-augmented generation (RAG; see also
Chapter 12). This procedure is also used for custom GPTs if you upload additional
knowledge files.

Unfortunately, it�s impossible to simply retrain a language model for a specific applica-
tion or to take additional information into account. This approach consumes an
extremely large amount of computing time and money and is therefore only feasible
for large (AI) companies.

The Limits of Custom GPTs

Integrating a few PDF files with additional information and changing the system
instruction (role) of the language model isn�t enough to build a well-functioning
company-specific or application-specific bot in just a few minutes. Such attempts have
always failed miserably in the past.

1.3    Code Wizards

Chat-based AI tools provide an uncomplicated and free introduction to the world of AI-
supported coding. However, the constant back and forth between the web interface of
the AI tool and the editor or development environment is somewhat inconvenient.
You constantly need to copy code back and forth between the editor and the web
browser, and surely that must be possible in an easier way.

In fact, Microsoft had already started the technical preview of GitHub Copilot before
OpenAI presented its universal ChatGPT interface to the public. GitHub Copilot has
been available as a paid service since June 2022. The cheapest option currently costs $10
per month.

The �Copilot� Concept

Microsoft initially only used Copilot to describe the new code wizard. However, the
term is now used widely for various Microsoft AI tools, for search functions, as well as
for Microsoft Office tools. Since mid-2024, there has even been a notebook series with
this name (Copilot+ PC). This book focuses exclusively on the GitHub Copilot.
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The idea of GitHub Copilot is a logical extension of the IntelliSense concept that has
long been established in the Microsoft world. While entering code, Visual Studio Code
(VS Code) suggests a completion for the entry. But while IntelliSense was limited to the
names of methods or properties, GitHub Copilot makes suggestions for loops, includ-
ing their content, or even suggestions for entire methods or functions.

GitHub Copilot sometimes works incredibly well. Say you start the definition of a new
function such as findCancelledCustomers. From the context of the rest of the file,
GitHub Copilot recognizes that you probably want to get a list of all customers from the
customers table whose status is Canceled. Accordingly, GitHub Copilot proposes the
complete code for the function: it generates SQL code for the query, executes using the
variable already defined elsewhere in the file for the database connection, and returns
the list of customer names and IDs as the function result.

Of course, GitHub Copilot�s suggestions aren�t always perfect. You can often use the
code anyway and then have to adjust a few details. If the AI tool doesn�t correctly guess
your intention, simply continue entering your code manually. In the subsequent line
or the line after that, GitHub Copilot will then make new suggestions that are better
due to additional context information (e.g., as comments or variable names).

Behind the scenes, GitHub Copilot, like ChatGPT, currently uses a language model from
OpenAI (most recently GPT-4). The language model was trained using code from
GitHub�s public repositories, among other things. This fact has led to controversies
concerning both copyright issues and security aspects. It�s still not entirely clear
whether training with code from public sources is actually considered fair use, as
argued by GitHub and Microsoft. In this book, we address this question and other
aspects in Chapter 13.

Alternatives to GitHub Copilot

Just as ChatGPT isn�t the only chat-based AI environment, there are also various alter-
natives to GitHub Copilot, such as GitLab Code Suggestions with Duo Chat or the Swift
Assist function integrated in current Xcode versions.

Cody is extremely exciting. Basically, Cody also completes code and answers chat
prompts. But it has two main advantages: First, you can choose between different lan-
guage models (local large language models [LLMs], Claude Sonnet, Gemini, Mixtral,
and GPT-4o and Cloud Opus with the Pro account). Second, Cody takes into account
your entire code base in the active directory. (This function is expected to also be imple-
mented in GitHub Copilot sooner or later.) You can try Cody free of charge. The Pro sub-
scription with unlimited chat functions and a larger selection of LLMs currently costs
$9 per year. You can find more information on this here: https://sourcegraph.com/
cody.

Apart from commercial offers, there are also free editor extensions and plug-ins. They
require an AI system to be accessible via an interface (API). In this book, we�ll focus on
the VS Code plug-in Continue as an example (see Chapter 9, Section 9.5). It provides
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1.3 Code Wizards
very similar functions to GitHub Copilot, but can use a locally executed language
model. Provided you have the appropriate computing power, you can avoid having to
pay for AI providers and avoid transferring your data to the cloud.

Continue can also be connected to an AI instance in the local network or on the inter-
net. For example, you can configure a powerful computer with a GPU as a workgroup;
all team members then use this computer together for AI coding tasks. A major advan-
tage for companies is that they can avoid any data protection concerns.

1.3.1    Installing GitHub Copilot

GitHub Copilot was initially developed as an extension to the VS Code editor. The com-
bination of VS Code with GitHub Copilot is still extremely popular today. Accordingly,
most of the code wizard examples in this book are applications of this �dream team.�
Before you can use GitHub Copilot, you need to install the extension of the same name,
log in to your GitHub account in VS Code, and sign up for a Copilot subscription on the
GitHub website (https://github.com/features/copilot/plans).

You can try GitHub Copilot free of charge for 30 days. Free licenses are provided for stu-
dents, teachers, and maintainers of large open-source projects.

Editors Compatible with GitHub Copilot and Development Environments

GitHub Copilot can be used not only with VS Code but also with various other editors
or development environments, such as Visual Studio, all JetBrains IDEs (IntelliJ, Android
Studio, PyCharm, etc.) as well as the Vim and Neovim editors. There are unofficial plug-
ins for various other editors, such as Emacs or Xcode.

1.3.2    First Steps with Visual Studio Code and GitHub Copilot

After the installation, VS Code displays a Copilot icon in the status bar that leads you to
the Copilot status menu. The first line of the menu must contain the Status: Ready
entry.

To try out GitHub Copilot, create a new file in your favorite language. We�ve used
Python for the following example. Now enter def factorize(x), for example. It can be
assumed that you want to program a function that breaks down an integer into its fac-
tors.

GitHub Copilot suggests a possible continuation of the code in gray font. If you want to
accept the entire proposal, simply confirm it by pressing the (Tab) key. Alternatively,
you can repeatedly press (Ctrl)+ (˘) to accept the suggestion in small parts (word by
word or line by line). The mini dialog for proposal selection only displays when you
move the cursor over the code proposal.
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Figure 1.3  First Experiments with GitHub Copilot in VS Code

1.3.3    Switching between Code Suggestions

VS Code always shows only one code suggestion, although GitHub Copilot internally
offers several options to choose from. The shortcut keys (Alt)+(¿) or (Alt)+(¡) are
used to switch between the first three suggestions.

These shortcuts aren�t defined on Linux and macOS, but you can change that by means
of a manual configuration.

We opened the Keyboard Shortcuts configuration dialog in VS Code, searched for the
editor.action.inlineSuggest.showPrevious and .showNext commands, and assigned
our own keyboard shortcuts to them by double-clicking in the Keybinding column.

Keyboard Shortcut Function

(Tab) Accepting a suggestion

(Ctrl)+(˘) or 
(cmd)+(˘)

Accepting a word or line of the suggestion

(Alt)+(¿) Next suggestion (US keyboard)

(Alt)+(¡) Previous suggestion (US keyboard)

(Ctrl)+(Enter) or (cmd)+(Enter) Displaying 10 suggestions in a side pane

(Ctrl)+(I) or (cmd)+(I) Opening the Copilot dialog (inline chat)

(Ctrl)+(Alt)+(I) Opening the chat sidebar

(Ctrl)+(cmd)+(I) Opening the chat sidebar (macOS)

Table 1.2  VS Code Shortcuts for Controlling GitHub Copilot
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Figure 1.4  Defining Custom Shortcuts for Selecting GitHub Copilot Suggestions

If three suggestions aren�t enough, you can press (Ctrl)+(Enter) to open a pane on the
right-hand side with up to 10 suggestions. You can let yourself be inspired by the ideas
and then select a suggestion by clicking on the Accept suggestion n button.

Figure 1.5  Code Suggestions in the Pane on the Right

1.3.4    Tips and Tricks

When testing in a new, almost empty code file, a significant part of the potential of
GitHub Copilot remains unused. We therefore recommend that you familiarize your-
self with the AI tool in a project whose code you know well. It�s crucial that you can
assess the quality of GitHub Copilot�s suggestions beyond doubt. This works best in a
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familiar environment. Just add a new feature to your project or make changes to exist-
ing code, and you�ll be amazed at how constructive and useful the suggestions are!

To exploit the full potential of GitHub Copilot, consider the following tips:

� Give new functions or methods names that are as meaningful as possible.

� If necessary, formulate a comment before the function definition, before a loop, or
before a branch (one or two lines are sufficient) to describe the task more precisely
or to point out special features or details. This will help GitHub Copilot make more
appropriate suggestions in context.

� You can also take the opposite approach by writing code first (with or without AI
support) and then letting GitHub Copilot help you write the comment. Simply start
the comment with #, //, or /*, depending on the language. GitHub Copilot parses the
surrounding code and suggests documentation that is often useful.

� Open a few relevant other files of your project in VS Code with comparable code or
with the definition of functions or classes that you want to use in the file you�re cur-
rently working on. GitHub Copilot considers the code of the open tabs as context
information and recognizes how you�ve called or evaluated functions, properties, or
methods so far. This improves the quality of the code proposals.

Currently (early 2025), GitHub Copilot only considers project files that are open in
the editor. It�s possible that future versions will also analyze closed files. This is cur-
rently not working for two reasons: First, the size of the context is very limited with
the current language models and GitHub Copilot simply can�t take all files into
account. Secondly, with large projects, it�s difficult to identify the relevant files
within hundreds of files.

1.3.5    Chat Mode with Additional Keywords

The code wizard and the chat functions are by no means mutually exclusive. Press
(Ctrl)+(Alt)+(I) or (ctrl)+(cmd)+(I) to open the chat sidebar within the editor. There
you can communicate freely with the AI language model. You can transfer the code
contained in the response directly to the currently open code file by clicking a button
at the current cursor position, thus saving yourself the detour via the clipboard.

A decisive advantage compared to ChatGPT in the web browser is that you can refer to
the context of the open editor tabs when communicating via special keywords, as fol-
lows:

� @workspace indicates that you�re referring to the code in the workspace and don�t
want to ask a general question. (The VS Code workspace is made up of the files in the
project directory or all currently active projects.)

� @vscode means that you�re asking a question about using the editor. GitHub Copilot
may include VS Code commands in the response that you can click on directly.
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� @terminal directs the context to the terminal, which is useful for questions relating
to terminal commands. Depending on the operating system used, GitHub Copilot
explains answers to Linux and macOS commands or PowerShell cmdlets.

� /clear deletes the preceding chat history.

� /doc adds comments to the code.

� /explain explains the task or function of the current code. This is particularly useful
if you�re editing third-party code or have taken code from the internet (e.g., from
Stack Overflow) and don�t fully understand it.

� /fix tries to fix problems or errors in the selected code.

� /tests generates unit tests for the current function or method.

Figure 1.6  GitHub Copilot Explaining the Highlighted Line of Code in the Chat Sidebar

Tip

The /explain, /fix, /doc, and /tests commands can be run even more conveniently
directly in the code window. To do this, select the relevant lines in the code, and exe-
cute one of the following context menus: Copilot � Explain This, Fix This, Generate
Docs, or Generate Tests.

Documentation and unit tests are covered in detail in Chapter 6 and Chapter 5, respec-
tively.
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1.3.6    Chat Examples

The following prompts show some examples of how the keywords are used. In the first
example, VS Code is supposed to explain the code just highlighted.

Prompt: @workspace /explain the selected lines.

The selected lines are from a shell script and perform the following operations . . .

You can use GitHub Copilot to search for specific files in the project. Our tests produced
mixed results. The CSS search was successful, while the search for unsafe full-text pass-
words failed.

Prompt: @workspace Which CSS file defines the invoiceDate class?

The invoiceDate class is defined in the css/invoice.css file.

Prompt: @workspace Which scripts contain unsafe clear text passwords for database
connections?

[no useful results]

If you�re lost in the plethora of VS Code commands, GitHub Copilot can sometimes
help you out. Again, here�s a positive and a negative example. The answer to the second
prompt is incomplete because GitHub Copilot doesn�t provide the option of activating
the secondary panel and simply dragging the chat there (see also the corresponding
�Making the Best Use of Space� box).

Prompt: @vscode How can I see the differences in the code file since the last commit?

You can use the Git: Open Changes (git.timeline.openDiff) command to show the
differences in the active document compared to the last commit.

Prompt: @vscode I want to display the chat panel on the right side. All other panels
should remain at the left side.

You can use the View: Move Panel Right command to move the panel to the right.
Then, use the View: Show Chat command to open the chat panel.

Please note that this will move all panels, including the chat panel, to the right side. VS
Code currently doesn�t support displaying panels on different sides simultaneously.
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When executing the following question, we�ve just edited files on a Linux server in VS
Code. We particularly liked the correct one-line answer without any superfluous blah-
blah.

Prompt: @terminal How can I find files that haven�t changed for more than six
months?

find . -type f -mtime +180 

You can�t directly change chat commands once they have been executed. Instead, you
need to scroll through previously executed prompts using the cursor keys as in the ter-
minal, change them, and then execute them again.

Making the Best Use of Space

If the chat in the VS Code sidebar is too small for you, you can open it in a separate win-
dow via Open Chat in Editor or Open Chat in Window.

Another variant is to use View: Toggle Secondary Side Bar Visibility to show a second
sidebar on the right-hand side and move the chat history there. This is particularly use-
ful when you work on very wide monitors.

1.3.7    Alternatives to the Chat Sidebar

Instead of using GitHub Copilot in the chat sidebar, you can open a small inline chat
dialog via (Ctrl)+(I) or (cmd)+(I), respectively. You can formulate your question there
and then transfer the answer directly into the code. The inline chat can be used very
efficiently for small changes. In addition, the chat history remains organized.

You can also ask minor questions directly in the code. To do this, start a comment using
q:, and then formulate your question. As soon as you press (Enter), GitHub Copilot
inserts another comment line that starts with a: and contains the answer:

// q: How do I call bash script from PHP?    <- Your input
// a: Use shell_exec() or exec() function.   <- GitHub Copilot  

This type of question/answer game is particularly suitable for small details. The biggest
advantage is that you never have to leave the editor. As soon as the problem has been
solved, you can delete the comment lines containing the question and answer.
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Figure 1.7  The Inline Chat Dialog

1.3.8    Other Functions

Microsoft is endeavoring to integrate GitHub Copilot as an all-encompassing tool in VS
Code. You must decide for yourself to what extent these functions are useful in your
workflow: 

� Git commits
If you use Git version management, you can have the commit text written by
GitHub Copilot. The AI tool attempts to summarize the last changes made. Some-
times, this works quite well, and, at other times, you just need to change the text. To
us, the messages tended to be too lengthy.

� Process error message
If an error occurs during the execution of a program, VS Code displays a Copilot icon
in the terminal area next to the error message. If you click on it, GitHub Copilot will
try to explain the cause of the error in the chat. Ideally, it also provides a solution
straight away and executes the suggestion with a further click.

Our experience with this feature was mixed. For some programming languages
(including Python!), GitHub Copilot doesn�t even recognize completely trivial errors
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such as missing parentheses. Admittedly, there are also cases in which the function
works as advertised. But there is certainly still room for improvement here.

� GitHub Copilot in the terminal
Once you�ve executed a command in the terminal, you can use GitHub Copilot to
have this command explained to you.

If an error occurred during the execution of the last command, GitHub Copilot
explains the cause of the error and suggests a corrected or improved command.

We�ve already pointed out the possibility of asking questions in the chat with @ter-
minal that relate specifically to terminal commands.

1.3.9    Security and Data Protection

You should be aware that GitHub Copilot has access to all files in your project. This is
necessary for the tool to work. The access also includes files with passwords, license
keys, and so on. You must therefore take a great leap of faith with GitHub Copilot that
it won�t misuse this data.

Ultimately, however, this consideration applies not only to AI tools but also to every
editor and every development environment: a backdoor in the IDE or a plug-in with
malicious code can also leak company secrets. You should therefore think carefully
about which plug-ins you install in VS Code or the IDE of your choice. It�s actually sur-
prising that there has never been a (known) safety disaster in this regard.

Never Save Passwords in Code Files!

Irrespective of the preceding considerations, you should never save passwords directly
in code files. Use separate configuration files such as config.json or .env, or save pass-
words in environment variables that your code can access.

Of course, VS Code also has access to password files. In most cases, however, their eval-
uation by GitHub Copilot or other AI tools isn�t necessary. However, if a password is in
plain text in the code file, it will inevitably be uploaded to external servers when AI
tools are used. Even if the AI providers themselves have no interest in these passwords,
their uncontrolled storage in any database to improve or train future language models
is a security nightmare.

1.3.10    Trouble in Remote Mode

The Remote SSH plug-in allows you to use VS Code to also edit code in directories
located on other computers, provided you have Secure Shell (SSH) access on the exter-
nal computers. In our tests, however, GitHub Copilot refused to cooperate in such
cases. The following lines in the settings.json configuration file on your local com-
puter can help:
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# include in settings.json
...
"remote.extensionKind": {
    "GitHub.copilot": ["ui"],
  },
...  

The easiest way to open the settings.json file is by using Open User Settings (JSON)
((F1)). You can find more details on that process here: https://github.com/orgs/com-
munity/discussions/6942#discussioncomment-4962858.

1.4    Chat or Wizard?

You may be asking yourself whether you need a paid AI coding subscription, or
whether free web services such as ChatGPT and Anthropic Claude are sufficient. First of
all, the question is incomplete in this form: provided you have a powerful computer,
you can also implement the coding wizard functions with local language models, that
is, without a subscription. We�ll go into this topic in more detail in Chapter 9. This
avoids both the subscription and data protection concerns. However, costs are still
incurred�either for you privately or for your company: you need an expensive com-
puter, which in turn needs more power, and so on.

But regardless of the details of how you implement your code wizard, the basic ques-
tion still remains: Would you prefer to work chat-based or follow the ideas of a wizard
without being asked while you�re entering code? In our everyday lives, a combination
of both techniques has become the established approach. Now that we�ve become
accustomed to the convenience of a coding wizard, we no longer want to do without
these functions. Nevertheless, we often find it useful to research basic questions (less
code details, but rather strategic considerations) in a chat window or web browser, sep-
arated from the editor or the development environment.

But the question of whether you need a chat or assistant also has to do with personal
preferences. Of course, it�s more complicated to find out details in the chat first and
then implement them manually in the code. Frequent copying and pasting is a major
source of errors, for example, if variable and function names suddenly no longer
match. Nevertheless, this workflow gives you better control over your code. Ultimately,
you�re responsible for your code and must understand it.

Further Reading

You can read an extremely exciting interview about various applications of AI tools in
the �Building a Text Editor in the Times of AI� article here: https://zed.dev/blog/build-
ing-a-text-editor-in-times-of-ai.
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In the interview, the developers of the Zed editor describe how they use AI tools them-
selves and how they integrate AI functions into the new editor.

1.5    Basic Principles of Large Language Models

To use AI tools in coding, you don�t need to understand how they work. In this respect,
you can simply skip this section. Nevertheless, it�s useful if you at least know the most
important terms relating to large language models (LLMs).

More Depth

Don�t worry, this chapter isn�t a comprehensive AI basics course! There are already
enough books available on this subject. We can particularly recommend Developing AI
Applications: An Introduction by Metin Karatas, also published by Rheinwerk Comput-
ing.

If you want to get to know and understand AI and LLM basics with more technical
details, we also recommend Mario Zechner�s basic course. The course consists of multi-
ple Jupyter notebooks that invite you to experiment: https://github.com/badlogic/
genai-workshop.

1.5.1    From the Human Brain to Neural Networks

Let�s get started with the human brain, which consists of around 85 billion, that is,
approximately 1011, nerve cells (neurons). Each neuron is connected to many other
neurons by synapses. In total, there are approximately 100 trillion = 1014 such connec-
tions. During learning, individual synapses are strengthened or weakened. So, when
you memorize something or when you learn something, the synapses of your brain
(i.e., the �wiring�) change.

Compared to a computer, the human brain is amazingly good at processing informa-
tion in parallel: seeing, hearing, thinking, and speaking. The brain also uses energy
extremely efficiently and is content with around 20 watts. That is about one-fifth of the
energy expenditure of an adult and significantly less than is needed to run LLMs on a
computer.

For around 80 years, attempts have been made to recreate neurons and synapses as
much as possible using artificial neural networks. From a mathematical perspective, a
neural network receives and processes digital data (input), and then returns the result
(output). Input and output are represented as vectors, that is, as sets of numbers. The
content of the vectors depends on the application: text, audio data, the pixels of an
image sensor, and so on.
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The input vectors are processed into an output vector by matrix multiplication. This
process usually involves multiple stages. The numbers (�weights�) contained in the
matrixes are also referred to as the parameters of the neural network. They correspond
to the synapses of the human brain.

The first neural networks failed for two reasons: the number of parameters was too
small to create an adequate reflection of reality, and the computing power was too low
to train the model sufficiently. Today�s language models consist of many billions of
parameters. graphics processing units (GPUs) help to train the model. Increasingly
sophisticated algorithms for designing the mathematical model make this concept
extremely successful today.

Figure 1.8  Diagram of a Neural Network

1.5.2    Machine Learning through Backpropagation

Self-learning algorithms for machine learning were an important milestone in the
development of neural networks. One learning concept is to train the model with large
amounts of familiar learning material, such as images of plants. With each training
image, the contents of the matrixes are changed via backpropagation so that the devi-
ations between the known results of the training material and the results calculated by
the neural network are minimized. The program is then able to recognize the plants
depicted in new photos (which were not part of the training) with a high probability.

Training can be implemented in an even smarter way by using systems that are clearly
defined by rules: A computer program can play chess against itself and optimize the
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matrices of its neural model so that it wins as many games as possible. Today, com-
puter programs based on the AlphaZero algorithm play chess and Go better than any
human�and that without access to opening libraries and without practice material
from world champion games.

Current AI systems are optimized for a specific purpose. They can�t be used universally
for every conceivable task. The optimization concerns both the structure and linking of
the neural network as well as the learning algorithm.

Compared to the human brain, neural networks are still �simple.� There are many more
connections with different neurotransmitters in the human brain. The overall struc-
ture is therefore finer meshed and more varied than the artificial replica. In addition,
the human brain can reorganize itself to a limited extent.

For all of these reasons, the human brain is superior to its artificial counterparts in its
universal orientation. On the other hand, a computer (with or without neural net-
works) can perform special tasks faster.

1.5.3    Large Language Models

LLMs are a special case of neural networks that are specifically optimized for dealing
with language. LLMs �understand� text instructions and can answer questions. Pro-
gramming languages are ultimately just languages, albeit quite specialized ones. LLMs
that have been trained with a sufficient number of code examples can therefore pro-
gram surprisingly well. All the AI tools described in this book are based on LLMs.

Children begin to learn a language by hearing parents and other people speak, articulat-
ing their first words often still quite indistinctly. In nursery school, they sing songs
with other children. They learn to read and write at elementary school. Over the course
of nearly 20 years, the child acquires more and more words and the underlying gram-
mar. They constantly receive feedback, interact with their environment, and learn how
to communicate as well as possible. The teenager can now communicate by speaking
and writing, understands complex texts, and can formulate them themselves. If you�re
reading this book, you�ve already largely completed this learning process. Neverthe-
less, you�re still expanding your vocabulary with new technical terms!

LLMs work in a very similar way. During training, which only takes a few months in
enormous server farms, the neural network is fed with gigantic amounts of text�the
entire Wikipedia, the code collected on GitHub, entire libraries of books, Facebook post-
ings, and so on. (The extent to which this training is permissible at all without the con-
sent of the authors of these texts must first be clarified in court proceedings.)

What Training Material Was Used?

Presumably because of the legal uncertainty just mentioned, AI companies are reveal-
ing less and less about which data they have used for training. The sources of the free
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language model Llama 1 are broken down relatively precisely. The training material
consists of approximately 1,200 billion tokens (https://huggingface.co/datasets/
togethercomputer/RedPajama-Data-1T). This corresponds to around 2.4 billion pages of
text in the format of this book, or almost 7 million books with roughly the same
amount of content as this book.

Almost 90% of the training material comes from various publicly accessible websites,
around 5% from GitHub and around 2% from Wikipedia. The rest of the materials are
publicly accessible scientific publications (arXiv) and Stack Exchange contributions.

Various training data sets are available to download from the internet for AI research:
https://huggingface.co/datasets.

Current LLMs store this knowledge in models comprising many billions of parameters.
In principle, these parameters correspond to the weighting of connections between the
nodes of the neural network. (In the human brain, too, the synapses between the neu-
rons are designed differently; that is, they transmit a signal more or less strongly.
During learning, the synapses change in the brain, and the weightings change in the
neural model.)

LLMs differ not only in the number of parameters but also in the accuracy (quantiza-
tion) with which they are stored. Often only 4 bits are used for this. This means that
only 16 different values can be saved, but two parameters can be stored in 1 byte to save
space.

For example, the freely available language model llama3:8b comprises 8 billion param-
eters (8b in llama3:8b stands for 8 billion). The total memory requirement of this model
is around 5 GB because in addition to the parameters, some other data is stored.

There are currently attempts to save parameters with only 1 bit or with 1.58 bits (b1.58).
The odd number results when three states are saved for each parameter: 0, 1, and -1. This
kind of economical quantification allows for models with even more parameters with
the same amount of memory. However, it still needs to be proved whether this is really
advantageous. The efficient use of these so-called 1-bit LLMs also requires new hard-
ware.

Bigger Is Better or Small Is Beautiful?

Language models with more parameters understand more complex questions and
usually give better answers. However, they also require more resources, both during
training and later in their application. The language model of ChatGPT-4, which isn�t
publicly accessible, probably comprises more than 1,000 billion parameters. The largest
variant of the free Llama language model has 400 billion parameters (as of mid-2024).

However, the number of parameters isn�t the only criteria. The quality of language
models is heavily dependent on the material used during training and in fine-tuning.
Finally, language models can be focused on content. Some LLMs are explicitly intended
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1.5 Basic Principles of Large Language Models
for programming. For this reason, a particularly large number of code examples were
used during the training.

One of the most exciting AI research topics at the moment is the attempt to make
high-quality language models as small as possible. Small language models (SLMs)
would allow local application on notebooks and even smartphones. �Small� is relative;
such models still comprise several billion parameters.

One approach isn�t to use terabytes of undifferentiated texts collected from the inter-
net for training, but to select less, higher-quality training material. It remains to be
seen whether and when the quality of such �small� models can keep up with large
commercial models.

1.5.4    The Transformer Model

A special feature of LLMs is the underlying transformer model. The model is based on a
research breakthrough published in 2017 under the title �Attention Is All You Need�
(available free at https://arxiv.org/abs/1706.03762). This relatively new AI technique
applies neural networks to sequences, for example, to sentences made up of words. In
the case of LLMs, however, tokens rather than words are used as data units: these are
parts of a word, comparable to partial words or syllables.

Tokens are mapped internally by vectors. A vector is simply a sequence of numbers (an
array). These vectors are relatively large and consist of 768 or 2,048 values, for example.
Each value is mapped as a 16-bit or 32-bit floating point number. The space requirement
of a token is therefore several kilobytes. The same word would only take up a few bytes
in UTF-8 encoding.

The lavish use of internal representation has the advantage that a token doesn�t simply
store the characters of the word, but countless pieces of contextual information. Words
that are related in content have similar vectors. The tokenizer, which is upstream of the
transformer, is responsible for converting words into token vectors. 

In general, a transformer turns a data sequence into a new data sequence. An easy-to-
understand application is the translation of a text from one language into another. An
encoder converts the input into an internal display. After processing, the decoder takes
care of turning this data back into text.

The transformer model is characterized by the following features:

� The self-attention mechanism evaluates a word or its token in the context of one or
more sentences.

� The transformer models process sequences in several successive layers (self-
attention, feed-forward, etc.). This multilayer approach helps to recognize complex
relationships.
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� The transformer model dispenses with feedback (called recurrent layers). Compared
to other AI models for language comprehension, this is more efficient. However,
additional information about the position of words within a sentence must now be
stored using positional encoding so that the logic of a sentence or that of computer
code isn�t lost.

During training, the transformer compresses the knowledge collected in huge
amounts of text into comparatively small parameter sets. For example, 100 TB of text
(1014 bytes) can be processed into a language model with 20 billion parameters. Its
space requirement is 1010 bytes = 10 GB with a 4-bit accuracy per parameter.

Transformer Alternatives

The transformer model has helped LLMs achieve a breakthrough. It works amazingly
well, but there are disadvantages. In particular, the resources required for training and
application are very high.

AI research is therefore endeavoring to improve the transformer model or to take com-
pletely different paths to achieve equivalent results with less computing effort. It�s
possible that the transformer model will be a thing of the past in a few years� time, and
new approaches will prevail.

If you�re interested in AI research and are ready to dive into technical details, we have
two reading tips for you:

� �xLSTM: Extended Long Short-Term Memory� (https://arxiv.org/abs/2405.04517)

� �Scalable MatMul-free Language Modeling� (https://arxiv.org/abs/2406.02528)

1.5.5    Generative Pretrained Transformer (GPT) 

Chat Generative Pretrained Transformer (ChatGPT) and comparable programs can com-
municate in text form and are chatbots. The special feature compared to conventional,
less sophisticated chatbots is that a previously trained transformer language model is
used.

The central term generative in ChatGPT refers to generating new text to answer a ques-
tion (a �prompt�). GPTs differ in various details from the original transformer model,
which consists of an encoder and a decoder. The most important innovation is that
GPTs focus on the decoder aspect: the decoder-only architecture doesn�t convert exist-
ing text into another form as before, but creates new text to answer the given prompt.

An autoregressive model is used to generate the response: once a sentence has been
started, it decides which is the most likely or most appropriate continuation in the
given context. In this way, the answer is produced word for word without there being
an internal representation of the entire answer beforehand.
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1.5 Basic Principles of Large Language Models
Due to a certain randomness in the decision-making process (e.g., to choose between
two similarly matching sequels), each answer is individual. This is why GPTs always
provide varying answers to the same question. If you�re not satisfied with the first
answer, you can regenerate it with most programs and, with a bit of luck, get a better
result.

Temperature

With some AI tools, you can set the �temperature.� This option is available for almost
all language models that you use via an API. The temperature determines how random
the answer is. When AI tools are used for coding, too much randomness, that is, a high
temperature, is rarely a good idea. Just think of the result if you�re sick and feverish and
try to finish programming something quickly.

On the other hand, there are cases where a little more creativity is required. Then, it
may be worth experimenting with the AI temperature.

Even though the abbreviation GPT was coined as part of the ChatGPT brand name, GPT
is now considered a generic term for LLMs that work in a similar way to ChatGPT.

1.5.6    Training: From Training Material to Language Model

The autoregressive model of GPTs works so well because the text prediction was previ-
ously practiced with millions of pages of different text. During training, the language
model tries to guess the next word. The model is optimized step-by-step on the basis of
deviations from existing training texts. Conveniently, this training can be carried out
almost fully automatically.

Many billions of matrix multiplications must be performed during training. This is cur-
rently achieved most efficiently with GPUs or GPU-like processors. The largest manu-
facturer of such GPUs is NVIDIA. This is the reason for the huge current market value of
this company.

In the course of the training, texts amounting to several terabytes are processed (1 tera-
byte of text corresponds to about 500 million book pages, which is about 1.7 million dif-
ferent books with a similar volume to this book). Huge server farms with GPUs are used
for training.

Optimization of Training Material, Fine-Tuning, and Censoring

Further processing steps often take place before, during, or after training, which we
won�t discuss in detail here:

� During data set curation, unsuitable content (e.g., pornographic or racist texts,
depending on the objective) is removed from the training material.
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� The model is optimized during fine-tuning. For example, biases contained in the
training material are corrected.

� Censoring attempts to prohibit the model from answering certain questions (e.g.,
�How do I produce a nerve gas?�).

The result of the training is the finished language model, that is, the compact storage of
the parameters that have just been calculated. The file of a language model is signifi-
cantly smaller than the training material. Depending on the number of parameters, the
size ranges from a few gigabytes for models intended for the local execution to several
hundred gigabytes for the very large commercial models from OpenAI and others.

We often read that training is very energy-intensive and that huge amounts of training
material are processed during training. Could this perhaps be a little more precise? To
avoid being seen as energy wasters, AI companies are now more reticent about provid-
ing detailed information on the training process.

We�ve found relatively precise data on the free Llama 3.1 language model. In July 2024,
Meta completed the training of the model, which is available in three sizes (8, 70, and
400 billion parameters). The training material consisted of approximately 60 TB of
text. The training of all three variants required a total of almost 40 million GPU hours
with an output of 700 W per GPU. This results in an energy requirement of just under
28 GWh. You can read more details about the model here:

https://github.com/meta-llama/llama-models/blob/main/models/llama3_1/MODEL_
CARD.md

It�s hard to imagine how much 28 GWh of electricity is, so here�s a comparison: Private
electricity consumption per household in Germany amounted to an average of 3,400
kWh per year in 2021. Llama 3.1�s training therefore consumed about as much electric-
ity as 8,200 private households in an entire year.

1.5.7    Large Language Model Application: From Prompt to Response

Once a precalculated language model is in place, it�s still a long way from sending the
question (the prompt) to displaying the answer (the response). If you use ChatGPT, the
result appears virtually in real time, or at least faster than you can read it. The high
speed belies the number of processing steps required:

� Tokenization/encoding
First, your input is converted into tokens that the language model can understand.

� Token generation
An algorithm produces a sequence of output tokens based on the language model
and the input tokens. Basically, each additional token is calculated as the most prob-
able or plausible continuation of the previous output tokens.
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� Decoding
The token stream is then converted back into language that humans can under-
stand.

� Postprocessing
Various downstream processes ensure that the sentences are grammatically correct,
that the punctuation is correct, and so on. The answer is also presented in an appeal-
ing layout (headings, highlighting, separate font for code, etc.).

These steps require billions of arithmetic operations. The effort becomes noticeable as
soon as you try to run a language model locally on your computer (see Chapter 9). For
slightly larger models with more than 10 billion parameters, even powerful notebooks
with a lot of RAM are overwhelmed. The answers appear agonizingly slowly on the
screen while the CPU or GPU are running hot. You�re then faced with the following
dilemma:

� You use an SLM. It�s quite possible that the future belongs to task-specific language
models. (A language model focused on coding doesn�t necessarily have to shine with
biological, geographical, or mathematical knowledge.)

� You purchase expensive hardware, for example, a desktop computer with a powerful
graphics card. This significantly increases the speed, often measured in tokens per
second. However, the model size is still limited by the memory (video RAM [VRAM])
accessible to the GPU.

� You stick to cloud-based solutions, which may be subject to a charge (as with GitHub
Copilot).

LLM-Compatible Hardware

In the coming years, we expect notebooks to become LLM-capable, that is, capable of
running language models locally with good quality and speed. This requires two
things: sufficient RAM and hardware that can perform many matrix multiplications in
a short time. The way there is either via more powerful GPUs (graphics processors) or
via special neural processing units (NPUs).

NPUs are already integrated into modern CPUs, which promise a computing power of
several teraflops per second (1,000 billion floating point operations per second). How-
ever, as of early 2025, it�s fairly unclear what NPUs will actually be used for. Marketing
is certainly the most important point. In second place is cropping out the person in
front of the notebook camera in video conferences.

However, there is a lack of software drivers and established standards for the use of
NPUs in the execution of local language models. In addition, the computing power of
NPUs is currently significantly lower than that of GPUs. In this respect, it remains to be
seen whether NPUs can really accelerate the execution of local language models.
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1.5.8    The Limits of Linguistic �Intelligence�

Current language models can explain recursion in the language of Shakespeare. The
result is fantastic!

Prompt: Explain recursion to me in poem form. Try to imitate the language of Shake-
speare.

Recursion, harken! A most curious art,
 Wherein the selfsame path doth oft restart.
 A function, bold, doth to itself return,
 And through this loop, the mind begins to yearn.

[Three more stanzas follow, all in a similar quality.]

As amazing as the linguistic qualities are, you must never forget that you�re dealing
with a language model. Such models are subject to major restrictions in many respects.
There is absolutely no indication of a �general intelligence,� as evidenced here:

� Language models can�t calculate.

� They can�t draw (e.g., create diagrams).

� They only understand text, so they can�t handle image, audio, and video data.

� They fail to reach logical conclusions that are relatively simple for humans.

� Their knowledge ends with the cut-off time for training. Language models can�t
access up-to-date information from the internet.

You may now object that these restrictions do not (all) apply. In fact, it looks as if
modern AI chatbots are quite capable of calculating, evaluating current websites, fol-
lowing voice instructions, or describing images. However, all of this is only possible if
language models are extended with external additional functions using various tricks.
A few typical procedures are summarized here:

� Although language models can�t draw, they can provide code for common diagram
description languages (PlantUML, Mermaid, etc.).

� Language models can be linked to agents. For example, a calculation agent analyzes
the text and forwards the figures it contains to a calculation program. The language
model packs the result back into an answer in text form. Agents can also evaluate
files attached to a prompt, try out code and search for errors contained therein, and
so on. Agents are therefore an established tool for connecting a language model with
external functions.

� Using RAG, as mentioned earlier, a language model can be linked to a constantly
updated knowledge database. We describe this procedure in more detail in Chapter
12.
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� Multimodal models move away from pure text processing and expand the commu-
nication basis to include sound and images. Special AI tools (not language models!)
can even edit images and videos.

All of this takes us further and further away from the central topic of this book�the
application of language models to code. As long as it�s only about code, language mod-
els work amazingly well. Programming languages have a much clearer, more unambig-
uous syntax compared to �real� languages. This helps with the training of language
models.

However, you should always be aware of the conceptual limitations of language mod-
els. Language models aren�t really intelligent. Instead, they imitate human speech
behavior on the basis of their training or generate code that is structured similarly to
code from the training material.

Imitation Intelligence

The software developer Simon Willison, who works intensively with AI and language
models in particular, uses the term imitation intelligence to deny language models
genuine intelligence. (If you have three quarters of an hour to spare, you should listen
to the Willison�s presentation, �Imitation Intelligence� at https://simonwillison.net/
2024/Jul/14/pycon.) However, just because a tool is flawed, that doesn�t mean it�s not
useful. For comparison here, let�s consider spellcheck. This often works well, but any-
one who writes text from time to time knows the control function is far from perfect.
The application of language models to coding is similar: if you understand the limita-
tions and expect occasional errors, then there is still one tool left that you shouldn�t do
without.

1.5.9    The Size of the Context Window

The generation of code by AI tools in particular sounds scary and implausible. How can
statistical procedures decide the content of the next line? The process works for several
reasons:

� The language model was trained with millions of lines of code. It therefore knows
common programming languages, common functions and algorithms, and so on.

� The syntax of programming languages is much simpler than that of �real� lan-
guages. In English, you can express one and the same thing in an almost infinite
number of ways, linguistically more or less elegant, in short sentences or in convo-
luted constructions with foreign words, irony, cynicism, and so on. In this respect,
coding for language models is the simple special case.

� Finally, language models not only take into account the actual question but also the
connection with previous questions and answers as well as with the code already
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available. All of this data forms the context for the continuation of the answer.
Accordingly, the clearer you formulate your question, the more meaningful variable
and function names your existing code uses, and so on, the better results you�ll get.

If you�re editing a file of a large software project, it would actually be ideal if the lan-
guage model had the content of all code files available as context information. The lan-
guage model would then know all classes with their methods and properties, the
structure of the database schema, CSS attributes, and so on. Newly generated code
would fit perfectly with the existing project.

Unfortunately, this isn�t working at the moment. The size of the context memory
(often called context window instead) is very limited. While the language model itself is
many gigabytes in size, the context memory has room for just a few thousand tokens.
The function of the context memory becomes clearer with an analogy to a computer:
Even if you have a huge, terabyte-sized database on your computer�s SSD, you�re lim-
ited by the size of your computer�s RAM when processing data.

Here�s the obvious question, of course: Why doesn�t the context memory simply get
enlarged? In fact, this has already been done in recent months. GPT-4o supports a con-
text memory of up to 32,000 tokens, which corresponds to around 60 pages of text.
That is quite a lot. Other language models can handle even more context (200,000
tokens for Claude, 100 million tokens for Magic AI�s experimental language models).
But now, new problems are arising:

� The larger the context data, the longer it takes to respond to prompts. This effect is
particularly dramatic in the local execution of LLMs.

� As the context size increases, the quality of the answer decreases instead of increas-
ing. The LLM tends to be confused by all the additional information. It�s not possible
to separate essential from nonessential information (increased noise). The self-
attention mechanism, which is an essential component of the GPT algorithms, also
copes poorly with too much context.

� Another limit, the maximum length of the answer, comes to the fore. The output
token limit is often much more restrictive than the context window limit and is only
a few thousand tokens for many language models.

Of course, AI research is working on improving the context issues outlined here. But
until that happens (if it happens at all), AI tools work best when the question is manage-
able and the amount of code to be processed is no longer than around 200 to 300 lines
(as of early 2025). In this book, we�ve repeatedly encountered fundamental limitations
of AI models, and they almost always had to do with a context window that was too
small for the application (see also Chapter 10).
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1.5.10    The Fill-in-the-Middle Approach

If you use language models via chat, the model simply responds to your questions
(prompts). It can take into account the code passed to the prompt as well as the previ-
ous questions and answers of the session.

However, wizards such as GitHub Copilot must suggest usable code without a specific
question. This can only work satisfactorily if the AI generator takes into account the
code above and below the current cursor position as context.

This fill-in-the-middle (FIM) approach contradicts the purely forward-looking GPT
model. It�s not enough to find the most plausible continuation for a partially com-
pleted answer if the existing code underneath is ignored.

For FIM to work well, this use case must be taken into account as early as during the
training of the language model. When creating the language model, then not only is the
continuation of text trained but also the insertion of text between existing text or code
segments.

LLMs such as GPT-4o from OpenAI were trained simultaneously for both use cases, that
is, both for chat-based operation (purely forward-oriented) and for use as a code or text
wizard (FIM). In the case of smaller, freely available models for local use, on the other
hand, there are often different variants of the model that have been explicitly opti-
mized for specific use cases. Accordingly, with GitHub Copilot alternatives such as Con-
tinue, you can specify two local models, one for chat tasks and a second for the code
wizard that uses the FIM method.
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Chapter 2 
Pair Programming

Pair programming means that you create the code together with an artificial intelli-
gence (AI) tool. It�s rarely a good idea to prompt the AI tool with statements like, �My
task is such and such, give me the solution!� This only works for simple problems or rel-
atively short functions that are self-contained.

Most of the chapters in this book are intended for programmers or developers who are
already reasonably proficient in their craft. We therefore assume that you�re familiar
with at least one programming language and know how to use functions, methods, and
classes. Ideally, you also have some IT background knowledge, for example, you can
work with databases or Git.

We make an exception to this rule in this chapter because here we specifically address
those of you who are in the process of learning a programming language. In the exam-
ples, we demonstrate how AI tools can help you.

But although we focus on the learning process in this chapter, pair programming is, of
course, also suitable for professionals! The greater your prior knowledge and the more
complex your project, the more important it is that you proceed step-by-step; that is,
specify the structure of the program and solve or improve one detail at a time with the
help of AI. So, the aim of this chapter isn�t to show you how an international bank
account number (IBAN) verification function or a sudoku solver work. Rather, these
sample applications are intended to give you examples of a reasonable use of AI tools.
We want to show you what prompt engineering looks like in everyday work.

Our examples use the widely used Python and Java languages. But if you�re learning
another language, it doesn�t matter! The prompts presented here work just as well in
other languages. As in the other chapters of this book, it�s not primarily about the
answers provided by the AI tool (which we�ve often not presented at all or only in
abbreviated form), but about how you can ask the AI tool questions in the most effec-
tive way.

The Ideal AI System

We�ve used ChatGPT with GPT-4o throughout for the examples in this chapter. How-
ever, you can just as easily use one of the competing chat systems. We had a particu-
larly good experience using Claude from Anthropic while working on this book (https://
claude.ai/chat). At the time of our tests in early 2025, Claude not only provided excel-
lent quality answers but was also a little less verbose. The shorter answers are often
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easier to digest, especially if you only have a modest knowledge of programming. Even
though ChatGPT is currently the best known, you can see there are exciting alterna-
tives that�when not used extensively�are also free of charge.

If you�re learning to program and don�t want to complete a task as quickly as possible,
then we strongly advise against using a coding wizard such as GitHub Copilot. Typical
exercises such as �Write a function that tests whether the parameter is a prime num-
ber� or �Develop a class to map a bank account� are trivial for code wizards. All you
have to do is enter a plausible function name such as testIfPrime, and the AI assistant
will return the entire code. That means you�ll finish quickly, but learn little.

Chat-based systems are better suited for learning. Ideally, you should explicitly state in
the first prompt of a chat history that you�re a beginner who needs some help and food
for thought, but no finished code.

2.1    Structuring Code into Functions

Even if we�re not assuming years of coding practice in this chapter, we�re not starting
from scratch either. There are other books for that. We assume that you already know
what variables, branches, loops, and so on are and that you can handle these language
constructs.

Experience shows that with this level of knowledge, the next hurdle is to structure lon-
ger code into functions in a meaningful way. That is the point at which we start here.

One starting point is to simply hand your AI chat partner the (spaghetti) code you�ve
written and ask whether it sees a way of splitting the code across multiple functions.

Prompt: I wrote this Python code to estimate the quality of a password. Can you help
me break the code down into functions? Please explain why and how.

[50 lines of code]

We can tell you this much: The code will almost always look neater afterward. ChatGPT
also suggests meaningful function and parameter names and takes care of the docu-
mentation of the code in case you�ve neglected it. Try the preceding prompt or a similar
formulation with your own code! (By the way, we go into more detail about improving
existing code with AI help in Chapter 4.)

2.1.1    Defining Functions Yourself

At first, the procedure outlined earlier is instructive, but sooner or later, you should be
able to divide your code into subfunctions yourself. As long as you find this difficult,
you can ask for specific help.
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Note the structure of the prompt: It begins with a relatively detailed summary of back-
ground information with regard to which programming language, which objectives,
and which data structures you used. In addition, you should try to make it clear to your
AI chat partner that it shouldn�t spit out the finished code straight away (which would
be easy for it), but that you want explicit support in structuring the code.

Prompt: In my Python script, I have a nested list of numbers. I need to test if this list is a
�magic square� where the row, column, and diagonal sums are all equal. Please help
me only find a structure for the code. How should I define and use functions? Please
also explain parameters. Don�t provide the code; I want to write it myself.

To structure the code for checking if a nested list of numbers is a magic square, you can
break down the problem into several smaller functions. Here�s how you can define and
use functions, along with an explanation of their parameters:

� Function to Check Square Shape:

� Function Name: is_square

� Parameters: matrix (a nested list of numbers)

� Purpose: Ensure that the input is a square matrix (i.e., it has the same number of
rows and columns).

� Function to Calculate Row Sums (. . .)

� Function to Calculate Column Sums (. . .)

� Function to Calculate Diagonal Sums (. . .)

� Function to Check Uniform Sums (. . .)

� Main Function to Check Magic Square (. . .)

[more details]

The answer is an excellent starting point for implementing the program step by step.

2.1.2    Defining Functions and Parameters

The starting point for the second example is an exercise. You�re supposed to program a
function that removes duplicates from a list. Your first problem isn�t so much the code
itself, but rather the definition of the function and the resulting data flow. Obviously,
you�ll pass the list to be processed as a parameter to the function. But how should the
function return the result?

In the prompt, you again summarize the task and specify which programming lan-
guage you�re using. Again, what is important here is that you�re not interested in the
code, but in assistance with the declaration of the function and the structure of your
code.
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Prompt: I need to write a Python function to remove duplicates from a list. How should
I define the function? Don�t provide actual code for the function.

To define a function for removing duplicates from a list in Python, you can follow these
steps to structure the function:

� Use a clear and descriptive name, such as remove_duplicates.

� Parameters: Only lst, the list from which you want to remove duplicates.

� Return Value: The function should return a new list with duplicates removed.

� Method to Remove Duplicates: You can use different methods to remove dupli-
cates, such as using a set or iterating through the list and checking for existing ele-
ments. Consider how you want to handle the order of elements (preserve or not).

� Edge Cases: Consider edge cases such as an empty list or a list with all identical ele-
ments.

[detailed explanation with more details]

Following the preceding, already shortened answer, ChatGPT can�t resist the tempta-
tion to deliver (almost) finished code after all. Aside from that, however, the answer is a
good basis for writing your own code. We particularly liked the fact that the AI tool
points out that your function also has to cope with special cases (empty lists).

Perhaps you�ve already used other programming languages in the past. For some lan-
guages, you can change the data transferred in the parameter. This can increase the effi-
ciency of your code, especially with large amounts of data. What does that look like in
Python?

Prompt: Instead of returning the result, is it possible or even recommended to modify
the data passed as a parameter to a function?

Yes, it�s possible to modify the data passed as a parameter to a function in Python,
especially if the data type is mutable, such as a list. However, whether it�s recom-
mended depends on the context and the specific use case. Here�s a detailed explana-
tion.

[two pages of details]

The answer is symptomatic: ChatGPT readily generates endless amounts of text to
explore the advantages and disadvantages of different variants. In most cases, how-
ever, the AI tool avoids making a clear recommendation. In this case, almost every-
thing speaks against a direct modification of the data, especially the readability of the
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code. Instead, it�s better to follow the simple approach of processing parameters as an
input and using a return to provide the result (output).

Depending on which language model you use, the answer to the same question may be
completely different. The following lines were generated by the free Llama 3 language
model, which we executed locally with Ollama. We liked this answer better, both in
terms of content and commitment.

In Python, it�s generally not recommended to modify the original data structure.

[more details]

So, while it�s technically possible to modify the input list, I would recommend against
it.

We also had a go with the AI chat tool Claude from Anthropic. Its answer was similarly
noncommittal as the one from ChatGPT, but contained a new aspect: Claude points out
that it�s sometimes useful to develop two versions of a function, one to process the
data in place and the second to return results.

[pros and cons of both approaches]

Alternative approach: A common Python convention is to provide both versions:

� An in-place function (e.g., list.sort())

� A function that returns a new object (e.g., sorted(list))

However, the object-oriented approach, that is, the application of a method to a list, is
aimed at fairly advanced Python fans.

2.1.3    Detailed Questions about Functions and Parameters

When dealing with functions and parameters, there are a number of special cases that
vary greatly depending on the programming language. Of course, you can read the
online documentation or a Python book, but you can also simply ask an AI tool. If you
don�t feel like reading lengthy digressions, you should ask for a concise formulation of
the answer. ChatGPT in particular has a tendency to be verbose in its responses and to
provide much more detail than you need.

Don�t forget to include the name of the programming language you�re using in the
prompt. (You don�t have to do this for follow-up questions, in which case, the language
model already knows the correct context.)

The first question refers to the frequently occurring problem that a function should
return a multipart result. Note the prompt again: to make it clear to the AI tool what
we�re talking about, we�ve also provided a simple example.
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Prompt: Can my Python functions return more than one data item (for example, a
string and a number)?

Yes, your Python functions can return more than one data item, such as a string and a
number, using several methods. Here are the most common ways:

# use a comma-separated list of values to create a tuple
def get_info():
    return "Hello", 42
# return a list containing the values
def get_info():
    return ["Hello", 42] 

[three more variants: dictionary, namedtuple, custom object]

There are just as many questions for programming beginners about declaring the
parameter list of functions. You can ask the AI tool of your choice about this like a fel-
low student or a tutor.

Prompt: Using Python, how can I define a function to pass a variable number of param-
eters? And how can I process those parameters inside the function?

Prompt: I want to use optional parameters with default values. What�s the Python way
to do this?

Prompt: How should I name functions and parameters?

Prompt: Within a Python function, can I access/change variables defined outside?

Prompt: What is the recommended order for a function with several parameters?

ChatGPT is at its best when it comes to such questions and describes every conceivable
variant and special case for pages on end. If you don�t have the time or inclination to
read through this, you need to make it clear to the AI tool that you�re only interested in
the basics and that you�re still at the beginning of programming.

Prompt: Once again, please. Be concise, drop special cases. I am a Python beginner.

You�ll get the best answers if you not only ask detailed questions but also provide a spe-
cific use case or example.

Prompt: OK. Now, consider only required parameters. What should come first? Sup-
pose I want to write a function to find and replace items in a list. What�s better,
replace(data, find, replace) or replace(find, replace, data)?
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For functions with only required parameters, the general guideline is to order parame-
ters from the most important or the most specific to the least important or the most
general [more details]. For a function that replaces items in a list, it�s clearer and more
intuitive to place the data last:

def replace(find, replace, data):
    # Code to replace items
    pass 

Why this order? [more details]

2.1.4    Code Optimization

You may already have working code that you just want to optimize. ChatGPT can also
help you with this. However, be sure to check after each step whether your program is
still working as intended!

The first two prompts are about adapting existing code to the usual Python rules.
ChatGPT already knows the conventions such as correct indentation and the naming of
variables and functions. You only need to go into these details if you have special
requests. Ideally, you should then provide templates and specific statements.

Prompt: Please adapt this code to the Python naming conventions.

[100 lines of code]

Prompt: Could you find better names for the variables and functions used in this code?

Good examples are: total_sales, current_temperature, user_input_calculcated.

Don�t use: TotalSales, CurrentTemperature, UserInputCalculated.

Many programmers are quite careless when it comes to commenting code. AI tools can
also take over this unpopular work (see also Chapter 6). In the simplest case, a mini
prompt as in the first example is sufficient.

Prompt: Please add comments to this code.

Depending on who is to read your code and comments, you should specify this target
group. Note, however, that although the AI tool can usually understand your code, it
can�t guess why you�ve decided on a particular course of action. AI comments can
therefore only partially replace your own comments.

Prompt: Add comments to this file to make the code understandable to a novice pro-
grammer.
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Tip

Commenting code afterwards can also help if you�ve received code from a colleague,
from the internet, or from another source and don�t understand it properly.

Perhaps the function you�ve developed works but is very slow or takes up a lot of mem-
ory. If you ask an AI tool to optimize your code, you should be as specific as possible
about what needs to be optimized (e.g., speed).

Prompt: This function is rather slow. Do you see any way to make the code more effi-
cient?

Prompt: When processing large files, this function uses far too much memory. Is there
a way to reduce the memory consumption of the code?

2.1.5    Code Reuse

AI tools shouldn�t be your only aid when learning a programming language. If you�re
searching for code on the internet and come across constructions that you don�t
understand, you can have them explained to you. (Just as you should never blindly
accept code generated by the AI unless you really understand it, this rule also applies to
code from Stack Overflow or other reputable sites. The code may actually be correct but
is intended for a completely different application than the one you have in mind.)

The following prompt shows how you can combine the strengths of the internet as
a universal advisor with those of AI. Here, the AI tool is supposed to explain the
linalg.norm function, which was previously unknown to you.

Prompt: This function apparently calculates the distance between some points. Can
you explain what np.linalg.norm() does?

def get_distances(points_xy): 
    l1 = np.linalg.norm(
      points_xy[0, :] - points_xy[1, :])
    l2 = np.linalg.norm(
      points_xy[1, :] - points_xy[2, :])
    return l1, l2 

You may be switching from one language to another, or you may have found a solution
to your problem on the internet in another language. Most AI tools are able to translate
your code from one language to another.
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Prompt: Last year I wrote a PowerShell script to download the image of a web page.
How can I rewrite this code using Python?

[20 lines of PowerShell code]

In our experience, such code conversions don�t always work perfectly. Every program-
ming language, every library has its own peculiarities. Take the time to test the code
thoroughly and scrutinize its functions. If you want to learn programming and the
focus isn�t on completing a task quickly, it�s even better to use the modules or libraries
suggested by the AI bot as a starting point for your own research and then develop the
code yourself.

2.1.6    Splitting Code across Multiple Files

For smaller programs, splitting the code into independent functions is sufficient to
ensure that the code remains readable, clear, and maintainable. With complex applica-
tions, however, there comes a point where it�s advisable to distribute the code across
multiple files.

In the following prompt, we asked the AI tool to break down a 250-line code file into
subfunctions. We weren�t only interested in the completion of the work itself, we also
wanted to know why the AI tool chooses a certain approach.

Prompt: I have written a long Python script, and I want to split the code in a logical way
across more than one code file. Can you help? Please explain why and how.

[250 lines of code]

To split your Python script logically across multiple files, we�ll use a modular approach.
The goal is to organize your code into coherent units that make it easier to maintain,
understand, and test. Here�s a step-by-step breakdown of how to do it:

� Identify Logical Units [more details]

� Create Modules [more details]

� This is the new code structure:

project_directory/
|-- __init__.py
|-- config.py
|-- logger.py
|-- auth.py
|-- web_utils.py
|-- main.py 

� Split the Code [more details]
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� The first two digits contain the country code (e.g., FR for France).

� The total number of characters varies depending on the country (e.g., 22 characters
in Germany).

� In addition to the actual account number, the IBAN contains two check digits. A
checksum can be calculated using a formula.

You can read the details in Wikipedia. Of course, there are also plenty of ready-made
code samples for IBAN validation on the internet. But the purpose of the exercise is to
develop suitable code yourself.

In this section, we�ve summarized prompts that can help you along the way. We�ve
refrained from printing the answers and the resulting code in all stages of program
development. Our aim is to give you tips on how to use prompts to arrive at a solution
step-by-step, with as much code as possible coming from you. (If you�re interested in
the code, you�ll find it in the sample files for this book.)

2.2.1    Start

The start prompt not only outlines the problem but also describes your specific situa-
tion. What you want is learning support, not code for a ready-made solution. On the
contrary, you want to program as much code as possible yourself.

Prompt: I am a Python beginner and want to learn programming. I need to write a
function to check if a string contains a valid IBAN code. Please help me, but don�t give
me a complete solution. Instead, give me hints on how to get started (and how to pro-
ceed later when I ask for more details).

As intended, the ChatGPT-4o language model used in our tests doesn�t provide the fin-
ished code, but it does provide a lengthy response. However, all we wanted was a start-
ing point! Let�s make a new attempt.

Prompt: Excellent, but this is too much at once. Please try again, and make your
answers no longer than one page (about 2,000 characters).

Of course! Let�s take it step-by-step and focus on one part at a time. Here�s how you can
start. Each country has a specific IBAN length. Your first step is to check if the IBAN has
the correct length for its country. First, create a dictionary with country codes and their
corresponding IBAN lengths.

iban_lengths = {
    ’DE’: 22,  # Germany
    ’GB’: 22,  # United Kingdom
    # Add more countries as needed
} 
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Then write a function to check the length. Once you confirm that the IBAN length is
valid for the given country, you can proceed to the next step. When you�re ready to con-
tinue or have any questions about this part, feel free to ask!

2.2.2    Checking the IBAN Length

The AI tool therefore suggests checking the length of the IBAN code first. For this exer-
cise, it isn�t necessary for our code to work for all countries. We therefore limit our-
selves to three countries and ask the AI tool for the prescribed length. ChatGPT packs
the answer directly into a Python dictionary.

Prompt: Can you provide IBAN lengths for AT, DE, and CH?

iban_lengths = {
    ’AT’: 20,  # Austria
    ’DE’: 22,  # Germany
    ’CH’: 21,  # Switzerland
} 

We adopt the dictionary proposed by ChatGPT. The task now is to extract the first two
characters from the string and extract the desired length from the dictionary. We have
two detailed questions on this:

Prompt: How do I extract the first two characters of a string?

Prompt: How can I test if the iban_length dictionary contains an entry for my country?

2.2.3    Troubleshooting

This information is sufficient for us to write a first basic version of the program, which
simply checks the length of the IBANs. However, Python suddenly reports an error in
our code that we don�t understand. We ask ChatGPT for advice.

Prompt: My editor says this code, which is part of a function, is wrong. Why?

if not country_code in iban_lengths:
    print (’Country code not found’)
    return False
else if len(iban) != iban_lengths[country_code]:
    print (’IBAN length is incorrect’)
    return False
else: 
    return True 
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The AI tool immediately recognizes the error (instead of else if, it should read elif),
but it�s annoying with a one-and-a-half-page answer with lots of irrelevant details.

We�re continuing to tinker with our code and have the impression that it works�with
the exception of the checksums that haven�t yet been implemented. At this point, the
code looks as follows:

#!/usr/bin/env python3

iban_lengths = {
    ’AT’: 20,  # Austria
    ’DE’: 22,  # Germany
    ’CH’: 21,  # Switzerland
}

# Check the length of the IBAN
def check_iban_length(iban):
    country_code = iban[:2]
    if country_code not in iban_lengths:
        print(’Country code not found’)
        return False
    elif len(iban) != iban_lengths[country_code]:
        print(’IBAN length is incorrect’)
        return False
    else:
        return True

# Verify the IBAN; add checksum verification later
def validate_iban(iban):
    return check_iban_length(iban) 

# Main code starts here
iban = ’AT4832000000123458642’
if validate_iban(iban):
    print(’Valid IBAN’)  

2.2.4    Test

Developing your own program also involves verifying the correct behavior of the pro-
gram using a range of correct and incorrect test data. To do this, you want to pass some
IBANs to your function in a loop. If everything works, your function evaluates all cor-
rect IBANs as correct and all incorrect IBANs as incorrect. To do this, you need test data,
which ChatGPT can provide you with. (Chapter 5 deals intensively with the question of
how you can use AI tools to create unit tests, that is, test functions that verify the cor-
rect functioning of a program.)
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Prompt: I want to test my function with several IBANs. Can you provide a list with three
valid and three invalid codes for AT, DE, and CH?

You can test your function using the provided IBAN codes. Here�s a sample testing
script:

def test_iban_validation():
    valid_ibans   = [ ’AT611904300234573201’, ... ]
    invalid_ibans = [ ’AT61190430023457320’, ... ]
    
    for iban in valid_ibans:
        assert validate_iban(iban), \
               f"Valid IBAN failed: {iban}"
    
    for iban in invalid_ibans:
        assert not validate_iban(iban), \
               f"Invalid IBAN passed: {iban}"
    
    print("All tests passed!") 

ChatGPT not only provides two lists of valid and invalid IBANs but also a test function
that passes these codes to our IBAN validator one after the other. ChatGPT�s excessive
zeal isn�t in our interest, but where the code is already there, we want to use it.

If an unexpected result occurs in both loops, an error is triggered via assert. However,
we�ve never heard of assert, so we ask ChatGPT for an explanation.

Prompt: What is assert good for?

2.2.5    Removing Spaces from the IBAN

A little smarter than before, we next add a function to our code that removes spaces
from the IBAN and converts all lowercase letters to uppercase. However, calling up our
functions seems cumbersome to us. That�s why we ask our AI learning partner if it has
a better suggestion for combining the necessary function calls.

Prompt: Is there a more elegant way to write this function?

def validate_iban(iban):
    # remove spaces
    iban = tidy_iban(iban)
    # test length
    result = check_iban_length(iban)
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    # return result of check_iban_length()
    return result 

Yes, there is a more elegant way to write the verify_iban function by streamlining the
code and making it more Pythonic [one page of unnecessary details].

def validate_iban(iban):
    return check_iban_length(tidy_iban(iban)) 

The nested function call reduces three lines to just one statement, which is still easy to
read.

2.2.6    Checksum Test

Now let�s tackle the most difficult piece of the puzzle, the checksum test. We�ve read
through the relevant instructions in Wikipedia, but we find it difficult to implement
them in code. We therefore try to proceed in small steps. To slow down ChatGPT�s flow
of speech a little, we preemptively add �be concise� to the prompt.

Prompt: My code now cleans up the IBAN string and checks for correct length. Next, I
am trying to do a checksum test. According to Wikipedia, I should move the country
code and the next two digits to the end of the string. Can you help me with this step?
Please try to be concise.

Unfortunately, ChatGPT again provides an answer that extends over two pages. We
first have to look for the line that is decisive for us:

rearranged_iban = iban[4:] + iban[:4]  

Now we need to replace the country code letters in this string with two digits each, A
with 10, B with 11, and so on. For a change, we use Stack Overflow to help us. But the one-
line code presented there is difficult to digest. We ask ChatGPT to explain the statement
to us.

Prompt: I found this code to replace letters by numbers, but I don�t understand it. Can
you explain it?

iban = ’’.join(str(ord(c) - 55) if c.isalpha() else c 
               for c in iban) 

The explanation makes things a little clearer, but not entirely. We therefore decide to
formulate the code ourselves in an �ordinary� for loop, perhaps not quite typical of
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Python, but easier to understand. To do this, we ask ChatGPT for help again, asking very
specific detailed questions so that we can assemble the code ourselves in tiny steps.

Prompt: How can I loop over every character of a string? (Be concise!)

Prompt: How can I test if a character is a digit?

Prompt: How can I replace the country code characters with the required numbers for
the checksum test (i.e., replace A with 10, B with 11, etc.)?

Prompt: Now I have a long string of numbers. How do I convert it to an integer?

Prompt: Is there no risk of an overflow error? The numbers are quite large.

After an hour�s work, our code looks as follows:

# test the checksum
def test_checksum(iban):
    iban = iban[4:] + iban[:4]
    digit_string = ’’
    # loop over the IBAN and replace letters with numbers
    for c in iban:
        if c.isdigit():
            digit_string += c
        else:
            digit_string += str(ord(c) - 55)
    # convert the string to an integer and test if modulo 97 is 1
    return int(digit_string) % 97 == 1  

2.2.7    Trouble with the Test Data

We actually have the impression that our code works. However, an error occurs with
one of the test IBANs supplied by ChatGPT. Of course, we first look for the error in our
code, but ultimately, we become suspicious. We ask our AI partner whether one of the
test IBANs provided to it might be incorrect.

Prompt: My code seems to be working now. However, one of the �valid� IBANs you pro-
vided for testing is considered invalid by my program. Is CH3109000000532432318 really
a valid IBAN?

ChatGPT must admit that this account number is indeed incorrect. That�s pretty
annoying as we had already spent some time troubleshooting!
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2.2.8    Code Optimization

Finally, we ask ChatGPT whether the tool still sees room for improvement in the fin-
ished code (see the iban3-final.py file in the sample files for this book).

Prompt: This is my final code. It works well. Do you see any room for improvement?

[60 lines of code]

Of course, ChatGPT has a few suggestions for improvement (see iban4-optimized.py).
Among other things, it converts our loop for processing the country code back into the
hard-to-read but more efficient ’’.join(...) structure that we had already found on
Stack Overflow, adds a try-except construction for error protection, and builds in
clearer error messages.

Overall, our experiment was satisfactory. Unfortunately, ChatGPT consistently ignored
the repeated request for compact, short answers during our tests. The actual answer
was followed by additions, summaries, or more information that we didn�t want to
receive at this point. Other than that, the AI tool was a great help both in the actual pro-
gramming of the function and in our desire to develop and understand the code step
by step.

2.3    Object-Oriented Programming

Structuring code into functions or methods is only the first step on the way to the well-
thought-out development of complex, large programs. It�s even more difficult to
design code in a meaningful object-oriented way. What belongs to a class? Which data
is public, and which is private? What details does the constructor have to take care of?
At which (data) boundaries are classes differentiated from one another? Where can
mechanisms such as inheritance or interfaces be used appropriately?

As in the previous sections, our aim here isn�t to teach you how to program. Nor did we
consider it appropriate to print a lot of code here. Our primary goal is to use examples
to motivate you to let AI bots or wizards provide you with targeted support. Not only
does this work with regard to formulating the code, but also�and even more import-
ant�in the correct designing of classes.

Why Java?

The following examples use Java as the programming language. Although you can also
define classes in Python, its strengths lie elsewhere. Java offers significantly more
object-oriented features.
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Admittedly, Java is a fairly old language. You can formulate object-oriented code much
more elegantly in new programming languages such as Swift or Kotlin. However, these
languages are relatively new, and features change or are added. For this reason, and
because of the limited distribution (i.e., the limited availability of training material),
language models work better for long-established languages than they do for new lan-
guages.

Long story short�even if our love for Java is limited, this widely used language seemed
to be the best choice for the following examples.

2.3.1    Example: User Account Class

The following prompts are intended to show how AI tools can help you with the object-
oriented design of programs. The first prompts concern a program section in which a
user account is represented by a Java class. In the prompt, we summarize the objective
of the class, list its most important properties, and name the programming language
we�re using. Only then does the actual question follow: What kind of validation should
be performed in the constructor of the class?

Prompt: I need to write a Java class for a user account. Important attributes are
account name, full name, contact email, password hash, and a list of recent login
times. What kind of validation should I do in the constructor?

When creating a Java class for a user account with attributes like account name, full
name, contact email, password hash, and a list of recent login times, it�s important to
include appropriate validations to ensure data integrity and security. Below is a sug-
gested Java class with the required validations:

import ...;

public class UserAccount {
    private String accountName;
    private String fullName;
    private String contactEmail;
    private String passwordHash;
    private List<String> recentLoginTimes;
    // Constructor
    public UserAccount(String accountName, ...) {
        this.setAccountName(accountName);
        this.setFullName(fullName);
        ...
    }
84 € 2025 by Rheinwerk Publishing Inc., Boston (MA)



2.3 Object-Oriented Programming
    // Validation methods used by constructor
    private void setAccountName(String accountName) {
        if (accountName == null || 
            accountName.isEmpty() || 
            accountName.length() < 3 || 
            accountName.length() > 20) 
        {
            throw new IllegalArgumentException(
              "Name must be between 3 and 20 characters.");
        }
        this.accountName = accountName;
    }
    private void setFullName(String fullName) { ... }
    private void setContactEmail(String contactEmail) { ... }
    private void setPasswordHash(String passwordHash) { ... }
    private void setRecentLoginTimes(
                       List<String> recentLoginTimes) { ... }

    // Utility method to validate email format
    private boolean isValidEmail(String email) { ... }
    
    // Getters
    public String getAccountName() {
        return accountName;
    }
    public String getFullName() { ... }
    public String getContactEmail() { ... }
    public String getPasswordHash() { ... }
    public List<String> getRecentLoginTimes() { ... }
} 

Validation Details

� Account Name: Must be between 3 and 20 characters, shouldn�t be null or empty.

� Full Name: Shouldn�t be empty and must be less than 50 characters.

� Contact Email: Must be a valid email format using a regular expression.

� Password Hash: Must be a 64-character string assuming a SHA-256 hash, shouldn�t
be null or empty.

� Recent Login Times: Initializes an empty list if the provided list is null to avoid Null-
PointerException.

[more details]

As is so often the case, the answer goes a little beyond the actual question. ChatGPT pro-
poses the complete structure of the class, defines the private instance variables, and
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provides getter and setter methods for data access. The validation takes place in the set-
ter methods. We�re questioning this concept.

Prompt: Java: Using getters and setters only seems to complicate my code. What�s the
benefit?

In its response, ChatGPT explains that the chosen approach actually makes sense here.
We therefore follow the suggestion and implement the class, including properties, get-
ter and setter methods, and the constructor.

2.3.2    Output of the Object

We next want to equip the class with the toString method, which is particularly useful
for tests because it allows us to easily output an object with all of its properties.

In the prompt, we ask ChatGPT not to output the code of the entire class each time, but
only the code of the new toString method. We�ve greatly shortened the code outputs.
If you want to view the entire code, just take a look at the sample files for this chapter.

Prompt: Please add a toString method to easily output the account data in a readable
form. Don�t answer with the entire code; only show the necessary changes.

Here are the necessary changes to add a toString method for the UserAccount class:

@Override
public String toString() {
    return "UserAccount{" +
           "accountName=’" + accountName + ’\’’ +
           ...
           ", recentLoginTimes=" + recentLoginTimes +
           "}";
} 

2.3.3    JSON Export and Constructor

Now we want to extend the class with a method for the JavaScript Object Notation
(JSON) export. We also want to implement an additional JSON constructor. In the
prompt, we ask for a solution that is as simple as possible without the use of external
libraries.

Prompt: I want to export all attributes as a JSON string. Can you provide a simple
method without using an external library?
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To export the UserAccount object to a JSON string without using any external libraries,
you can manually construct the JSON string. Here�s how you can do it:

// Method to convert the object to JSON string
public String toJson() {
    StringBuilder json = new StringBuilder();
    json.append("{");
    json.append("\"accountName\":\"").
        append(escapeJson(accountName)).
        append("\",");
    ...
    return json.toString();
}
// Helper methods
private String escapeJson(String value) { ... }
private String listToJson(List<String> list) { ... } 

Once we�ve tested the code, we want a JSON import function as a second constructor in
the next prompt.

Prompt: What might a second constructor that expects a JSON string look like?

To create a second constructor that initializes a UserAccount object from a JSON string,
you need to parse the JSON string and extract the necessary fields. Because we�re not
using any external libraries, we�ll manually parse the JSON string. Here is how you can
implement the second constructor:

// Second constructor expecting a JSON string
public UserAccount(String jsonString) {
    this(parseJson(jsonString, "accountName"),
         ...
         parseJsonArray(jsonString, "recentLoginTimes"));
}
// Helper methods to parse JSON strings and arrays
private static String parseJson(
  String jsonString, String key) { ... }
private static List<String> parseJsonArray(
  String jsonString, String key) { ... } 

2.3.4    Example: Bank Account

The next exercise is about mapping a bank account as a Java class. In the prompt, we
first describe the task. But before we get started, we still have some basic questions.
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Which data types should we use? Should the properties be implemented as private or
public variables?

Prompt: I have to write a Java class for a bank account. It stores the name of the
account holder, the current balance, and a list of all previous transactions. Which data
types should I use? Should I make my instance variables public or private?

To write a Java class for a bank account, you need to decide on appropriate data types
for each attribute and determine the visibility of your instance variables. Here are the
recommendations for both [more details].

Instance variables should generally be private to encapsulate the data and protect it
from unauthorized access or modification. Public access should be provided through
getter and setter methods.

import java.math.BigDecimal;
import java.util.ArrayList;
import java.util.List;

public class BankAccount {
    private String accountHolderName;
    private BigDecimal currentBalance;
    private List<Transaction> transactionHistory;

    // constructor
    public BankAccount(String accountHolderName) { ... }

    // methods
    public void deposit(BigDecimal amount) { ... }
    public void withdraw(BigDecimal amount) { ... }
    public String getAccountHolderName() { ... }
    public BigDecimal getCurrentBalance() { ... }
    public List<Transaction> getTransactionHistory() { ... }

    // nested class representing a transaction
    public static class Transaction {
        private BigDecimal amount;
        private String type;
        private String date; 
        ...
    }
} 

ChatGPT opts for private class variables, which is obvious in view of the question.
During our tests, ChatGPT was also overzealous in providing methods for securely
88 € 2025 by Rheinwerk Publishing Inc., Boston (MA)



2.3 Object-Oriented Programming
debiting and crediting money. In particular, the withdraw method refuses to debit more
money than is currently available. The deposit method checks that the amount of the
deposit is greater than 0.

We wanted to ask about these details in the next step, but unfortunately, this is
bypassed. If you want to program efficiently and quickly, then ChatGPT�s comprehen-
sive answers are undoubtedly useful. If, on the other hand, you want to learn to pro-
gram and contribute as much of your own code as possible, the overzealousness of AI
tools is a hindrance.

2.3.5    Example: Sorting Photos Based on EXIF Data

The third example is formulated even more openly. The goal is a program to sort pho-
tos into directories according to the dates they were taken. The prompt describes in
great detail what the program should be able to do and which library should be used to
read the exchangeable image file format (EXIF) data. Once again, we try to make it
explicitly clear to our AI tool that we don�t want finished code, but a suggestion for
organizing the program.

Prompt: I am trying to write a Java program that loops through all the JPEG files in a
directory. The program uses metadata-extractor to read the EXIF data of each file.
Images with valid EXIF data are then moved to a new directory yyyy-mm, where yyyy is
the year of creation, mm is the month.

Please help me organize the code in a proper object-oriented way. Just provide a frame-
work for the code, no methods yet.

Certainly! To organize your Java program in a proper object-oriented way, we can cre-
ate a few classes to handle different responsibilities. Here�s a framework with a brief
explanation of each class�s role:

� JPEGProcessor: Main class to initiate the process and handle the overall flow.

� FileHandler: Responsible for file operations like reading and moving files.

� EXIFExtractor: Uses metadata-extractor to read and parse EXIF data from JPEG
files.

� DirectoryOrganizer: Manages the creation of new directories based on EXIF data.

� Logger: Handles logging of operations and errors.

[more details with code for all classes]

Of course, there are many ways to distribute the necessary code across several classes.
The AI proposal summarized here is absolutely useful and a good starting point. What�s
annoying is that ChatGPT again can�t resist the temptation to include a lot of sample
code.
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2.3.6    Example: Dealing with Singletons

When you learn a new programming language�regardless of whether it�s your first
language or whether you can already program in other languages�you�ll always come
across new features. You�ll see programming techniques in books and on the internet
that you don�t understand straight away.

Pair programming with an LLM allows you to try out concepts in dialog mode and ask
specific questions based on your task. The more information you provide about your
level of knowledge and the initial situation, the better the AI can respond to your ques-
tion.

In the following prompt, we assume that you�ve heard or read about the singleton pat-
tern. Although the concept sounds useful, what does its implementation in Java look
like?

Prompt: How can I realize the singleton pattern in Java?

ChatGPT interprets the question in the sense of determining how many possibilities
there are to implement singletons in Java, and it presents six variants in its answer.
We�ve only reproduced the first one.

In Java, the Singleton pattern ensures that a class has only one instance and provides a
global point of access to it. There are several ways to implement a Singleton pattern in
Java, each with its own advantages and disadvantages. Here�s a detailed look at the
most common implementations.

Eager Initialization: This approach creates the instance when the class is loaded. It�s
simple but may lead to resource wastage if the instance is never used.

public class Singleton {
    // private static instance, so it can be accessed 
    // by only getInstance() method
    private static final Singleton instance = 
      new Singleton();
    // private constructor to prevent instantiation from 
    // other classes
    private Singleton() {}

    // public method to provide access to the instance
    public static Singleton getInstance() {
        return instance;
    }
} 

[more details: lazy initialization, thread-safe singleton, thread-safe singleton with
double-checked locking, Bill Pugh singleton implementation, enum singleton]
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ChatGPT overshoots the mark�as usual�and bombards you with details of six(!)
implementation variants. That goes too far because you intend to use singletons to
store a database connection centrally in the program. The concrete prompt leads to a
much more concrete answer.

Prompt: Which variant is best if my program needs a single database connection?

If your program needs a single database connection, the Bill Pugh Singleton implemen-
tation is generally the best variant to use. [more details]

You trust the answer and refrain from comparing it with other implementation vari-
ants. Instead, in the next prompt, you ask whether it wouldn�t be sufficient to equip
your intended database class with a conventional constructor only.

Prompt: I intend to write a database class that contains all database functions I need
for my program. What are the advantages of the Bill Pugh Singleton implementation
over a traditional constructor?

Once you�re finally convinced, you should further specify the objective in the next
prompt. You specify which database system you want to use and ask the AI tool for a
simple sample implementation.

Prompt: OK, let�s use the Bill Pugh Singleton implementation. My database system is
PostgreSQL. Show me a simple implementation. Be concise!

2.4    Example: Quiz

In this more extensive example, we assume that you want to program a simple guess-
ing game. The program selects a few questions at random from a pool of questions. It
asks the questions and provides several multiple-choice answers marked with the let-
ters a, b, c, and so on to choose from. The player enters a character string (e.g., ad if the
first and fourth answers are correct), and the program analyzes the answer and asks the
next question.

2.4.1    Class Design

This section is primarily concerned with organizing the classes required for the pro-
gram. You�re still inexperienced when it comes to class design, so you ask an AI tool for
help. In the first, very detailed prompt, you outline the basic functions of the program
and name the programming language.
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You immediately make it clear to the AI tool that there are multiple-choice questions
where multiple correct answers are permitted. This is important information for the
design of the program. Without this information, ChatGPT will most likely assume that
there is only one correct answer per question. If you develop the program under this
assumption at this point, extensive changes will be necessary later to extend the func-
tionality. It�s much better to clarify this detail now.

Prompt: I would like to write a small quiz game in Java. There is a predefined pool of
questions. When the program starts, the player has to answer five questions randomly
chosen from the pool.

For each question, there is a set of possible answers (min. 2, max. 6). At least one
answer has to be correct. Some questions may have more than one correct answer. In
this case, ALL correct answers must be selected.

Please help me design the necessary classes. Don�t provide any finished code yet. Just
help me decide on good class names and define the right instance variables. Leave con-
structors and methods for later.

Designing a quiz game in Java requires clear and well-structured classes to manage
questions, answers, and the gameplay itself. Below is a proposed class design with sug-
gested instance variables:

� QuizGame: Manages the overall game flow and logic. Instance variables:

� List<Question> questionPool: Holds all possible questions for the game.

� List<Question> selectedQuestions: Stores the randomly chosen questions for
the current game.

� int score: Tracks the player�s score.

� int currentQuestionIndex: Keeps track of the current question in the game.

� Question: Represents a single quiz question. Instance variables:

� String text: The text of the question.

� List<Answer> answers: A list of possible answers for this question.

� List<Answer> correctAnswers: A list of correct answers.

� int id: Unique identifier for the question (optional, for easier management).

� Answer: Represents a possible answer to a quiz question. Instance variables:

� String text: The text of the answer.

� boolean isCorrect: Indicates whether the answer is correct.

� int id: Unique identifier for the answer (optional, for easier management).

� Player: Represents the player in the game [. . .].

� QuizUtil: Utility class for helper methods (e.g., random selection, validation . . .)

[detailed description]
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The suggestion is definitely useful. You decide to initially organize the code into three
classes: Main, Question, and Answer. You start the implementation independently, set up
the start code in Main, and program the trivial Answer class.

2.4.2    Implementing the Question Class

In the next prompt, you request support with programming the Question class. It�s
important that you tell your AI tool what code already exists because it has to reference
it in the Question class.

Prompt: OK. I created a Main class to run/test the program. I also wrote the Answer class
like this:

public class Answer {
    public String text;
    boolean isCorrect;

    // constructor
    public Answer(String text, boolean isCorrect) {
        this.text = text;
        this.isCorrect = isCorrect;
    }
} 

Next, I want to implement Question. Please suggest initial code (only instance vari-
ables and the constructor, without the optional id variable).

import ...;

public class Question {
    public String text;
    public List<Answer> answers;
    public List<Answer> correctAnswers;
    
    // Constructor
    public Question(String text, 
                    List<Answer> answers, 
                    List<Answer> correctAnswers) {
        this.text = text;
        this.answers = answers;
        this.correctAnswers = correctAnswers;
    }
} 
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2.4.3    A Pool of Questions for Testing

Before you look at the other methods of these classes, you need test material, that is,
some quiz questions. Creating them is a rather dreary task that can be delegated to
ChatGPT and others.

Prompt: As a base for testing the code, please provide a method for the Main class to
initialize a pool of 10 geographic questions.

ChatGPT initially only provides questions with exactly one correct answer. The AI tool
only adds questions with multiple matching answers on request.

Prompt: Perfect. However, you could include a few questions with more than one cor-
rect answer (e.g., rivers in Brazil)?

2.4.4    Methods for the Question Class

Now that we have the first quiz questions, it�s now time to design the Question class. At
least two methods are required here: one for displaying a question together with its
solution and for entering the answer, and the second for evaluating the answer. In the
following prompt, you ask for the implementation of the first method, specifying rela-
tively precisely how the question should be presented (the answers should be marked
with lowercase letters) and in which format the program expects the answer. To pre-
vent the AI tool from outputting the entire class code, we ask that it only returns the
new method.

Prompt: Add a method to the Question class to print the question text and all of the
enumerated answers such as a), b), c), and so on. The method prompts the user for an
answer string, for example, "ad" if answers a) and d) are correct. Provide code only for
the method, not for the entire class.

The AI tool suggests two new methods: askQuestion implements the prompt�s specifi-
cations and returns the answer as a character string. The unsolicited validateAnswer
method evaluates this character string and checks whether it contains all applicable
answers, but no further letters for nonapplicable answers.

In this example, the validateAnswer method is the trickiest. But before you could even
think about how to program the evaluation of the character string yourself, ChatGPT
has already presented a ready-made method. This is annoying.

The code created up to this point can be found in the sample files for this book. At this
point, we leave this example. Of course, various methods are still missing to complete
the program (game sequence, random selection of five questions, presentation of the
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questions, display of the result [e.g., three out of five questions answered correctly],
etc.). Maybe you want to complete the example yourself�that would be a good exer-
cise in the use of AI tools. Or, can we motivate you with this example to implement this
or a similar game yourself with the help of AI? You decide to what extent you want to
be supported.

Overzealous Learning Aid

Unfortunately, ChatGPT and others tend to be overzealous when it comes to their use
as a learning aid. The AI tools often provide more code than necessary (even if you
explicitly request the opposite in the prompt). As soon as the code appears on the
screen and you�ve read it, you�re already influenced.

Of course, nobody is forcing you to adopt the code, but the temptation is great. The
learning effect would be greater if you developed more methods yourself. If you do fail
with a problem, you can always ask for improvement tips for your half-finished code.

2.4.5    UML Diagram

The graphical summary in the form of a Unified Modeling Language (UML) diagram of
classes, variables or attributes, or properties and methods is a valuable aid to maintain-
ing an overview.

Figure 2.1  UML Diagram of the Quiz Program in a PlantUML Representation
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As of the time of writing (early 2025), the current AI tools are unfortunately still hope-
lessly overwhelmed in this respect. As the following prompt shows, not even the ASCII
representation of the diagram is free of errors. (Note the right-hand edge of the boxes!)

Prompt: Can you present a UML diagram of the classes so far?

Certainly! Below is a UML diagram that represents the classes and their relationships
as described so far for the quiz game. The diagram includes the Main, Question, and
Answer classes with their respective attributes and methods.

+-------------------------+
|         Main            |
+-------------------------+
| + main(args: String[]): void |
| + initializeQuestionPool(): List<Question> |
+-------------------------+

+-------------------------+
|        Question         |
+-------------------------+
| - text: String          |
| - answers: List<Answer> |
| - correctAnswers: List<Answer> |
+-------------------------+
| + Question(text: String, answers: List<Answer>, 
|            correctAnswers: List<Answer>) |
| + askQuestion(): void   |
| - validateAnswer(userInput: String): boolean |
+-------------------------+ 

You can avoid this restriction by asking the AI tool in the prompt to provide code for a
common diagram tool instead of the diagram. Mermaid (https://mermaid.live) and
PlantUML (www.planttext.com) are well suited for this purpose. There are websites for
these libraries where you can insert the UML code and display it immediately.

Prompt: Please generate PlantUML code instead.

@startuml
class Main {
    + main(args: String[]): void
    + initializeQuestionPool(): List<Question>
}
... 
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2.4.6    AI Bot or Code Wizard?

The more extensive your code becomes and the more work you delegate to AI tools, the
less suitable it is to use a chat system such as ChatGPT or a similar tool. The problem is
that the AI tool loses track of the code if you develop parts of it yourself.

Of course, you can insert the current status of the program into the prompt from time
to time or make it available via drag and drop. You can avoid this increasingly tedious
back and forth as the number of classes increases by using a code wizard that has per-
manent access to the entire code.

An argument against the use of a code wizard is that it not only becomes active when
explicitly requested, but also makes suggestions for additions every time code is
entered or changed. This is useful for writing code efficiently, but less so for learning.

2.5    Example: Solving Sudoku

In this final example, we�ll show you how you can develop a Java program for solving
sudoku games in conjunction with ChatGPT or another AI tool. The initial situation is
that you�re pursuing your own ideas, but you want to avoid tedious typing with the
help of AI support. So, you give clear instructions as to which code the AI should gener-
ate, then incorporate this into your program, and finally develop it further yourself
until you encounter problems. If you will, you�re the �senior developer� who can dele-
gate unpleasant work to a �junior AI developer�.

2.5.1    Class Setup

Working step by step, first, you specify the structure of the program. You leave the AI
bot with little choice. The prompt contains information about your knowledge, the pre-
ferred programming language, the planned program structure, and the data structure
for storing the sudoku game.

Single-Prompt Sudoku Solver

At the end of the section, we�ll show you that you can also get a sudoku solver with a
single prompt, but that isn�t your goal. As the saying goes, �It�s the journey, not the des-
tination,� and in the course of this journey, you want to deepen your code structuring
skills.

You explicitly ask the AI chat system to set up a Sudoku class with instance variables and
a constructor, but without any other methods. In addition, the AI tool should imple-
ment the Main class and initialize a simple sudoku puzzle there as you need a sudoku
puzzle as a starting point for the other tests.
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Prompt: I am an intermediate Java programmer. I want to write a program to solve
sudokus. I want to do this step-by-step with your assistance. Please do NOT provide the
complete code. Instead, help me to set up classes, add methods, and so on in small
steps.

My plan is to use (at least) two classes: Main with testing code and Sudoku to store and
solve the sudoku. More classes might follow.

The sudoku is to be stored in a 9 × 9 int array. 0 means this cell is empty.

If this sounds OK, please provide the Sudoku class with a private instance variable for
the array and a constructor to initialize the variable. The constructor should also verify
the array size and its contents (only values between 0 and 9 allowed). Add no other
code to the class.

Also provide the Main class, which creates a Sudoku object and passes a simple but
incomplete sudoku to solve.

You copy the two classes into a new Java project and have a functional basic framework
for your code in two minutes. The code for the Sudoku class looks as follows:

import ...;
public class Sudoku {
    private int[][] grid;  // store Sudoku cells in array
    
     // constructor
     public Sudoku(int[][] grid) {
        // Check if the input grid is valid
        if (grid.length != 9 || grid[0].length != 9) {
            throw new IllegalArgumentException(
                "Grid must be a 9x9 array.");
        }
        
        for (int i = 0; i < 9; i++) {
            for (int j = 0; j < 9; j++) {
                if (grid[i][j] < 0 || grid[i][j] > 9) {
                    throw new IllegalArgumentException(
                        "Grid values must be between 0 and 9.");
                }
            }
        }
        
        // Initialize the grid
        this.grid = new int[9][9];
        for (int i = 0; i < 9; i++) {
            for (int j = 0; j < 9; j++) {
                this.grid[i][j] = grid[i][j];
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            }
        }
     }
}  

2.5.2    Detaching Individual Fields in Rows

Now you can proceed as you would to solve a sudoku: in a first method, your program
should run through all rows. If there is only one free field in a row, this can be filled with
the only number that doesn�t yet appear in the row.

In the prompt, you can formulate a loop over all rows as the first intermediate goal, but
for the time being, only ask for suggestions for a meaningful name for the method.

Prompt: Perfect. Now we start the solving code. As a first step, I want to loop through
the grid to find rows with exactly one empty cell. It should be easy to insert the missing
value into these positions. I am unsure how to name this method. Do you have any
ideas?

Needless to say, ChatGPT does have some ideas for the name; it provides four to choose
from. The AI tool also provides an unsolicited code suggestion using the method name,
fillSingleEmptyInRow.

You look at the code in the chat system and are basically satisfied. Before you transfer
the code to your program, however, you still have two requests for improvement,
which you express in the following two prompts. First, more meaningful variables
should be used in the code (ChatGPT initially opted for i and j), and second, the
method should integrate a counter and at the end return how many fields were solved
when running through the loop.

To prevent the AI tool from outputting the entire code of the class at each iteration, ask
it to display only the relevant method. Notice how the AI tool understands from the
context that the two prompts refer to the previous question.

Prompt: Please replace i and j with row and column to make the code more clear.

Prompt: Add a counter to fillSingleEmptyInRow. The method should return the num-
ber of cells it has filled. Only output the changed method, not the entire class.

The method programmed entirely by the AI tool now reads as follows:

public int fillSingleEmptyInRow() {
    int cellsFilled = 0;
    for (int row = 0; row < 9; row++) {
        int emptyCount = 0;
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        int emptyColumn = -1;

        for (int column = 0; column < 9; column++) {
            if (grid[row][column] == 0) {
                emptyCount++;
                emptyColumn = column;
            }
        }
        if (emptyCount == 1) {
            boolean[] present = new boolean[10];
            for (int column = 0; column < 9; column++) {
                present[grid[row][column]] = true;
            }
            for (int number = 1; number <= 9; number++) {
                if (!present[number]) {
                    grid[row][emptyColumn] = number;
                    cellsFilled++;
                    break;
                }
            }
        }
    }
    return cellsFilled;
} 

[explanation of changes]

2.5.3    Solving Individual Fields in Columns and in Blocks

Now you incorporate the method suggested by the AI tool into your program and test
it. Once everything works to your satisfaction, you ask ChatGPT to write two equivalent
methods for columns and for 3 × 3 blocks.

Because you�ve made a few minor changes to the class in the meantime, you transfer
the entire code of the class in its current state to the prompt so that the AI tool has the
correct starting point. (You can avoid this step if you use an AI wizard integrated in the
editor or in the development environment.)

Prompt: I reorganized the code a bit. This is what the class looks like now. Please pro-
vide two more methods similar to fillSingleEmptyInRow to handle columns with only
one cell missing and 3 × 3 areas with only one cell missing.

[code of the entire Sudoku class at this point in time, approximately 50 lines]
100 € 2025 by Rheinwerk Publishing Inc., Boston (MA)



2.5 Example: Solving Sudoku
The code of the two new methods looks very similar to fillSingleEmptyInRow. You inte-
grate the two methods into your code.

2.5.4    Test Code and Issues with the Test Data

To facilitate testing and debugging, ask ChatGPT to program two more methods. One
should count the number of unsolved fields, while the other is supposed to display the
sudoku in a legible form.

Prompt: Please provide code for two more methods for the Sudoku class: one is to count
the empty cells, and the other one prints the sudoku with empty spaces instead of 0.

You integrate the largely trivial code of these methods into your project. We haven�t
printed the code here. If necessary, take a look at the sample files for the book.

The code previously supplied by ChatGPT didn�t contain any errors. However, there are
some issues with the test data. The sample sudoku generated by ChatGPT at the begin-
ning of the session is too difficult for your program in its current configuration. So, you
need to ask for simpler test data. You explicitly point out in the prompt that you only
need the code for the array (once unsolved, once solved). Otherwise ChatGPT will out-
put the entire code of the Main class again.

Prompt: I added calls to the two new methods to my solve method. However, the test
puzzle you provided is too difficult at this time. Can you provide a slightly easier puzzle
for testing? (Provide just the int[][] array and the solved puzzle for reference, no
other code.)

The tests with the new sudoku are just as unsuccessful as with the original test data.
You need a sudoku in which there is at least one row, one column, or one block in which
only one number is missing. You formulate this information in another prompt.

Prompt: Even easier please. We need at least one row, column, and block with only one
cell missing to test the code so far.

Absurdly, ChatGPT also fails at the third attempt to deliver a sufficiently simple sudoku
puzzle. You can also take a completely solved sudoku and replace various cells with 0 in
the sense of �not completed� and continue your tests with it.

2.5.5    Brainstorming

This brings you to the point where your program works in principle, but only for very
simple sudoku puzzles. Now you don�t really know what to do. You ask ChatGPT for
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advice. For the AI system to get an idea of what your solution method currently looks
like (you�ve written this code with calls to all other methods yourself), you want to pass
this method to the prompt. Alternatively, you could add the file of the entire class to
the prompt using drag and drop. In the prompt, you do not explicitly ask for new code,
but for ideas on how you could further improve the program.

Prompt: I added a loop to my solve method. It calls all three fillSingleXxx methods
until they are unable to solve a single cell.

// in the Sudoku class
public boolean solve() {
    int n;
    do {
        n = 0;
        n += fillSingleEmptyInRow();
        n += fillSingleEmptyInColumn();
        n += fillSingleEmptyInBlock();
        System.out.println("Filled " + n + " cells.");
    } while (n > 0);
    if (countEmptyCells()==0) {
        System.out.println("Sudoku puzzle solved!");
        return true;
    }
    System.out.println("Could not solve the puzzle.");
    printSudokuWithSpaces();
    return false;
} 

So far, my program can solve only very simple sudokus. Can you suggest a more sophis-
ticated solution method? Just present the idea, no code please.

ChatGPT now presents common solution concepts for sudokus (naked pairs/triples,
hidden pairs/triples, X-wing, etc.) on the one hand and proposes a recursive backtrack-
ing algorithm on the other. First, let the AI tool explain the concept of naked pairs/tri-
ples.

Prompt: Let�s start with naked pairs/triples. Can you show me a sudoku that can be
solved with this concept so I can better understand the idea?

2.5.6    Storing Solution Candidates per Field

ChatGPT explains how the fact that only very few numbers are possible with a pair of
free cells is exploited, thus further reducing the number of options. This gives you a
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new idea. Wouldn�t it make sense to generally store for each cell which numbers are
still permissible there? This information would speed up any further search for a solu-
tion.

You formulate this idea in the prompt. Your question only refers to a suitable data
structure. Of course, you could simply ask ChatGPT for a suggestion. But you want to
learn how to program on your own and are thinking about it yourself instead. The AI
tool is more for verifying your ideas.

Prompt: I want to add an instance variable with 9 × 9 sets to store candidates for each
cell. I want each set to be initialized with a set of all numbers from 1 to 9. Is

private Set<Integer>[][] candidates; 

the correct data type? Later, I will add a method to remove all numbers already used
within the same row, column, or 3 × 3 block.

ChatGPT confirms that the data type is a good choice and also provides the code for the
initial initialization without being asked. Each set is initialized with all nine numbers.
You implement the changes and then commission the next method.

In the prompt, you explain what the method should do: run through all 81 fields of the
sudoku and eliminate from the set of possible solutions for this field all digits that
already occur in this row, column, or block. This leaves only the solution candidates.
Programming this method manually wouldn�t be particularly difficult, but it would be
tedious and prone to errors due to the many nested loops.

Prompt: Next, I need a method to loop over all the cells. For each cell, remove entries
from the candidate set if the same number is used within the row, column, or 3 × 3
block. Can you provide code to do this?

You add the new updateCandidates method and call it after the three fillSingleXxx
methods. In other words: First, the solution algorithm tries to find rows, columns, or 3
× 3 blocks with only one free cell. Second, updateCandidates eliminates all numbers
already used in a row, column, or 3 × 3 block from the set of solution candidates. If there
is now a cell for which there is only one possible solution, another field of the sudoku
has been solved.

2.5.7    Filling in Fields Where Only One Solution Number Is Possible

In the next prompt, ask your AI junior programmer to program another method that
searches for exactly such fields and enters the solution number there. As before, the
method should count how many fields are solved in this way.
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Prompt: Write a method to loop over all the cells that are still empty. If the candidate
set contains exactly one number, set that cell accordingly. Again, the method should
return the number of cells solved.

You integrate the new method into the loop for solving sudoku puzzles, and lo and
behold, the program can now solve even moderately difficult puzzles. At this point,
you�re satisfied with your work and the AI contributions, so you close the project for
the time being. The Sudoku class now has almost 300 lines. (You�ll find the complete
code in the sample files for the book.)

2.5.8    Personal Conclusion

I programmed a sudoku solver in the Kotlin language a few years ago without the help
of AI. It took me about two days to get to the state of the program outlined here. I
enjoyed programming back then, especially researching different sudoku solving strat-
egies. I then added one or two more methods and finally implemented a recursive
search algorithm. The time required for this was approximately another two days (you
can read more about this at https://kofler.info/sudokus-mit-kotlin-loesen, although
you�ll need to translate from German to English).

So, when I started this example, I already had some prior knowledge. Nevertheless, it
was amazing that after two hours with the help of AI, I was about as far as I was on my
first attempt after two days!

What I like best about this example is that even with this new implementation, I have
the feeling that this is my code. Sure, thanks to AI help I have saved myself the tedious
formulation of the nested loops. This isn�t difficult, but it�s prone to errors. But the AI-
generated code is clearly understandable to me, and I could have changed it at any
point or corrected it if necessary. (The latter wasn�t necessary. The code generated by
ChatGPT-4o was error free.)

Why did it work so well? Well, first, because there are various sudoku solvers available
on the web, there was sufficient material at hand to train the language model. And sec-
ondly, because my own knowledge was relatively extensive, I set the direction of the
code development, and I was able to ensure that the code made sense and that it was
correct for each new method�almost at a glance.

This is exactly where I see the ideal conditions for the use of AI in coding: you know
what you�re doing and aren�t overwhelmed by the complexity of the AI-generated
code. You can easily assess whether the code works.

Admittedly, these prerequisites don�t apply if you�re just learning to program and solv-
ing typical exercises is indeed a major challenge. Ideally, you can also learn from the AI
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suggestions. However, you�ll need a lot of self-discipline: your coding knowledge will
only grow if you solve subproblems yourself first and question the code provided by
the AI tool until you�ve understood it in detail.

2.5.9    Alternative Procedure

In this example, we�ve specified relatively clearly which strategies should be used to
solve the sudoku. We�ve chosen a very �human� approach and used code to implement
how we would solve a sudoku ourselves.

As the following prompt shows, one alternative is to leave the solution path entirely to
the AI tool. However, this reduces your own contribution to the code to nothing.

Prompt: Can you show me a short, concise way to solve a sudoku with Java?

Most AI tools then suggest the backtracking algorithm. This is how it works in princi-
ple: The numbers 1, 2, and 3 to 9 are inserted into each free cell in turn. As soon as a
number doesn�t cause any obvious errors (no duplicates in the row, column, or 3 × 3
block), the method continues this procedure for the next free cell. If none of the num-
bers 1 to 9 fits there, a mistake was obviously made earlier. At this point, the method
then terminates, goes back to the previous field, and inserts the next number there.

The backtracking algorithm is recursive, that is, it�s based on the fact that a method can
call itself repeatedly. The recursive approach has the advantage that it�s easy to return
to an earlier stage of the solution search in the event of errors. This is where the name
of this concept comes from.

However, this approach is completely �unhuman�. Instead of starting with fields where
there are obvious, simple solutions, the program systematically tries out all possibili-
ties. The recursive approach is also very difficult to understand, especially if you�re just
learning to program. You can ask the AI tool to explain the code to you.

Prompt: Great! However, it�s hard for me to understand the code. Could you add some
comments to the code and explain the relevant concepts?

Although the code with the backtracking algorithm is difficult to understand, it has two
decisive advantages over the solution presented earlier:

� The code can be implemented in just a few lines. The entire SudokuSolver class (see
the sample files) including main and a test sudoku takes up only 70 lines.

� The algorithm can cope with sudokus of any difficulty.
105Personal Copy for Luis Fernando de Paula, wemeke5983@elygifts.com



2 Pair Programming
2.5.10    Prompting Correctly

This book isn�t about solving programming issues, regardless of whether they are sudo-
kus, REST APIs, or database applications. It�s rather about learning to use AI tools effi-
ciently and responsibly.

In this section, we�ve shown you how to solve a complex problem using the support of
AI. As an alternative approach, however, we�ve also demonstrated that you may reach
your goal much faster if you use the capabilities of AI tools without restraint. (This
doesn�t always work as well as when solving sudoku!)

We believe that the second way is the wrong one:

� If you�re still learning, the first way will give you a basic understanding of how to
work with arrays, structure the code, and so on. Even though many methods come
from the AI tool, you can still add code yourself and learn a lot. This isn�t the case
with the alternative approach.

� Even if you�re only interested in solving an issue quickly, AI-generated code that is
incomprehensible to you isn�t desirable. Ultimately, you�re responsible for your
code and must be able to explain, adapt, or correct it if necessary. No matter what
level of IT knowledge you currently have, you should always use AI tools within the
scope of your knowledge, not beyond it.
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Chapter 3 
Debugging

As soon as a software project exceeds a certain size, errors creep into the source code.
The aim of debugging is to find and rectify these errors. The errors usually occur in the
course of development, and users often don�t point them out until later. However, we
have to solve the problem, and if we can solve it faster by using AI, then all the better.

In software development, we have different tools to track down problems. Temporary
print statements (or console.log for web applications) in the code are the simplest and
often quickest way to success. Structured logging with different categories and other
metadata are helpful in applications that are used in production by customers. A
debugger that is able to analyze and stop the code at runtime is an indispensable tool
for complex applications.

These tools help you recognize and understand errors, but they aren�t magic remedies.
It�s still up to you to think through the problem, rule out sources of error, and investi-
gate the cause. Often, you can get so engrossed in your own code that you don�t even
notice anything that doesn�t make sense. Once you�re stuck in a dead end, it�s difficult
to find a way out on your own.

This is why modern software development often involves teamwork: in pair program-
ming, you work together on the code, because four eyes (and two brains) simply recog-
nize problems more than twice as quickly. If no colleague is available, rubber duck
debugging often helps: grab a rubber duck and explain the problem to it. Because the
duck isn�t a programming professional, these explanations have to be slow and in
small steps. The solution is usually obvious once you�ve broken down the error in this
way. 

But what if the rubber duck wasn�t just a passive listener, but could contribute with
analyses, proposed solutions, and ideas of its own? This would give you a partner in
pair programming who is never grumpy or bored, always has time, and also has a good
basic knowledge of almost every language and framework.

In this chapter, we�ll try to eliminate errors in our own source code with AI support.
Thanks to our experience in fixing the errors, we can estimate how much time savings
is realized using AI.

The disadvantage of this is that our knowledge of the solution path can affect the ques-
tion. This is precisely the central point in the formulation of the prompt: if you already
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give your AI helper a direction and send it on a certain path using keywords, it will most
likely pick up on your train of thought and replicate it. If this doesn�t solve the problem,
it may make sense to start a new session and formulate the request in a more open and
general way. This contradicts the advice we usually give in the book, namely that the
prompts should be formulated as concretely as possible and with a lot of context so
that the AI tool knows what it has to do.

However, if you�re not sure yourself where the problem is and what the right solution
is, it�s better to give the AI tool a little more leeway. Ask it for different approaches and
perspectives on the problem. Then, of course, it�s up to you to choose the path that
solves the problem between the various ideas. AI can certainly help you debug simple
syntax problems, but when it gets more complex, the bottom line applies all the more:
always check all answers and keep them in mind. Just because your AI helper proudly
says that it has solved a problem doesn�t mean that everything is working as it should.

Nevertheless, we can attest that our experience with AI-supported debugging has been
very positive. The language models are good at finding and correcting deviations from
the norm. If the error in your program can be described in this way, there is a high prob-
ability that your AI helper will find it.

3.1    Web Applications

The market share of web applications continues to grow unabated. The COVID-19 pan-
demic has made the call for more online applications even louder, and anyone bringing
an application online today would do well not to forget the web browser as a possible
frontend.

As an operating system-independent platform, the browser is developing rapidly and
offers increasingly sophisticated tools for debugging web applications (keyword: devel-
oper tools). We want to see whether and how AI support can lead us to even faster solu-
tions.

3.1.1    CSS Fixes

Anyone who has ever tried to create a supposedly simple layout in HTML will be famil-
iar with the following problem: an element simply doesn�t want to be in the position
on the page where you would like it to be. As an example, we�ve used a very simple page
closure as a footer element. The content is supposed to be divided into three areas: left,
center, and right. Our first design has the disadvantage that the areas with Cascading
Style Sheets (CSS) property float don�t adhere to the height of the surrounding ele-
ment, but can also flow beyond it.
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Figure 3.1  Incorrect Layout for the Footer of an HTML Page

Let�s see if Claude 3.5 Sonnet can offer a better solution here:

Prompt: How can I make my footer elements all the same height:

<footer style="margin:auto;text-align:center;width:80%;">
  <span style="float:left;">previous page</span>
  <span>(c) 2024</span>
  <span style="float:right;">next page<br />Intro</span>
</footer> 

To make the footer elements all the same height, you can use flexbox. Here�s a modi-
fied version of your code that should achieve this:

<footer style="margin:auto; width:80%; display:flex;
    justify-content:space-between; align-items:stretch;">
  <span style="flex:1;padding:10px;">previous page</span>
  <span style="flex:1;padding:10px;text-align:center;">
    (c) 2024</span>
  <span style="flex:1;padding:10px;text-align:right;">next page
    <br />Intro</span>
</footer> 

Key changes:

1. Removed float properties and used flexbox instead.

2. Added display:flex to the footer.

3. Used justify-content:space-between to distribute the spans evenly.

4. Used align-items:stretch to make all items stretch to the height of the tallest
item. [more details]

The solution uses the powerful CSS Flexible Box Layout (Flexbox) model to position the
elements correctly. Flexbox has been implemented in popular browsers for almost 10
years and can do much more than just divide an area into three equally wide columns.
However, this can also make Flexbox very complex, which is why we want to ask the AI
tool whether we can also use the more modern (and often simpler) grid layout.
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Prompt: Would CSS display:grid be an option?

Yes, CSS Grid is definitely a good option for this layout. Grid can provide even more con-
trol and flexibility than Flexbox in many cases. Here�s how you could implement the
same layout using CSS Grid:

<footer style="margin:auto; width:80%; display:grid;
    grid-template-columns: 1fr 1fr 1fr;">
  <span style="padding:10px;">previous page</span>
  <span style="padding:10px;text-align:center;">(c) 2024</span>
  <span style="padding:10px;text-align:right;">next page<br>
    Intro</span>
</footer> 

Key points about this Grid implementation: [more details]

The result is even easier to read, and the display is identical to the Flexbox version.

Figure 3.2  Grid Layout of an HTML Page Footer with Three Columns (with Active Developer 
Tools to Highlight the Three Areas)

For the first debugging task, the AI tool provided a very good solution to our problem.
Even the variant we requested with a different CSS layout model remains clear and
works straight away.

3.1.2    iCal Download in the Browser

Our next problem deals with the PHP programming language and the options of start-
ing external programs from the browser. In our application, we�ve created an export for
appointments in the standardized iCal format. However, clicking on the link doesn�t
start the calendar application as we wanted, but the text is displayed in the browser in
a way that is difficult to read. We ask Claude 3.5 Sonnet if there is a quick solution:

Prompt: I have this simple PHP class that sends calendar entries over HTTPS. Unfortu-
nately, it opens in my browser. How can I make it open in my calendar app?

To make the calendar entry open in your calendar app instead of the browser, you need
to adjust the HTTP headers you�re sending. Here�s how you can modify your PHP class
to achieve this:
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[code response]

The key changes are in the send() method:

1. We set the Content-Type header to text/calendar; charset=utf-8. This tells the
client that we�re sending a calendar file.

2. We set the Content-Disposition header to attachment; filename="event.ics".
This tells the browser to treat the file as an attachment rather than trying to dis-
play it, and suggests a filename for the file.

The solution is correct, and the two changes, which are explained in detail as key
changes in the answer, do indeed lead to the desired behavior. However, a mishap
occurred during this attempt because we actually wanted to add the corresponding
code passage to the prompt, so it was surprising when the AI-generated code integrated
perfectly into our code base. For more complex changes, however, using your own code
can certainly save further work.

3.1.3    Backend Frontend without a Proxy Server

If you use separate frontend and backend applications in web development, you�ll
probably be familiar with the following problem: the development server for the back-
end application runs on port 8000, and the bundler with live reload in the browser (e.g.,
Vite or Webpack) runs on port 8080. Asynchronous access from the frontend (Ajax) is
blocked by the browser.

In such cases, the error messages in the browser console are detailed but difficult to
understand if you haven�t yet dealt with this issue. We�ve shortened the message in the
following prompt that we sent to Claude:

Prompt: My backend application is a Golang JSON API with GIN-GONIC running on port
8000. Frontend is running with vite.js on port 8080. When I call backend routes, I get
the following error:

Access to fetch at ’http://localhost:8000/users/me’
from origin ’http://localhost:8080’ has been blocked by CORS
policy: Response to preflight request ... 

What can I do?

To resolve this CORS (cross-origin resource sharing) issue, you need to configure your
backend to allow requests from your frontend origin. Here�s what you can do:

1. Install the CORS middleware for Gin:

[code response]
111Personal Copy for Luis Fernando de Paula, wemeke5983@elygifts.com



3 Debugging
The AI tool recognized the problem immediately and solved it correctly. We need to
include the cors module from the gin-gonic library we�re using and configure it accord-
ingly. We�re also informed that the detailed configuration can be bypassed for develop-
ment purposes if the config.AllowAllOrigins = true option gets set.

The problem seems to be solved�only the login still doesn�t work. The request with
user name and password is confirmed as valid with the HTTP status code 200, but we�re
getting constantly redirected back to the login page. Perhaps AI can help here too?

Prompt: Great! My requests are working now, but my login functionality is not. Session
variables in Go aren�t present. What is the problem?

I�m glad the CORS issue is resolved! Now, regarding your login functionality and ses-
sion variables not being present, there could be a few reasons for this. Let�s explore
some common issues and solutions:

[more details]

The AI is obviously happy that we were able to solve the first problem. We�re also
pleased with the follow-up answer informing us that we need to make an additional
setting at the frontend and backend when transferring access data. The AI tool couldn�t
have known this in advance, as we didn�t say anything about a login issue when we first
asked. The detailed answer also contains instructions on how to save the cookies used
for the session correctly (so that they also apply to other ports).

The only thing we would have expected here is that the AI tool would immediately pro-
vide a suggested solution for the library we use (gin-gonic) and the session manage-
ment there. The answer only explained the setting for cookies in general in the Go
programming language. So, we have to ask again:

Prompt: I am using gin-gonic sessions, how do I set relaxed restrictions for SameSite
here?

Now we get the correct answer, and the application works as desired. In the develop-
ment process, a proxy server is often used for this purpose, which sends the frontend
and backend to the browser from the same port and from the same host. If you want to
run the application on a production system in a distributed manner (i.e., not on the
same host), you�ll have to deal with CORS anyway.

There is plenty of information about CORS available on the internet, and it�s easy to
find. A web search for the terms CORS (for cross-origin resource sharing) and MDN (for
Mozilla Developer Network) leads us to excellent websites that describe the problem in
detail. However, we don�t get the finished solution for our program in the Go program-
ming language, as provided by the AI tool. Of course, one could argue that this is a
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security-relevant topic and that code shouldn�t be adopted without in-depth knowl-
edge of the subject matter. In this case, however, AI provided good explanations, and
we were able to develop the application in a very short time without spending half a
day looking for solutions at Stack Overflow, which is what we did without AI help.

3.1.4    JavaScript Fetch with the Wrong Content Type

Our next problem stems from a change in which we replaced an old JavaScript library
for executing asynchronous JavaScript (Ajax) web requests in the browser with the
modern fetch interface. Most of the calls went smoothly, but the changeover was a lit-
tle awkward in a few places. Will AI be able to provide a quick solution to this problem
too?

For the experiment, we copy the entire function that triggers the problem and the error
message from the browser console into the prompt:

Prompt: JavaScript: When I call this function:

const _newComment = function (topic, meetingId, event) {
  event.target.disabled = true;
  fetch(‘api/comments‘, {
    body: JSON.stringify({
      id: topic,
      comment: this.newCommentContent.trim(),
      meetingId,
    }),
  })
    .then((json) => {
      this.comments.push({
        id: json.id,
        content: this.newCommentContent.trim(),
        date: moment().format("YYYY-MM-DD"),
        meeting: meetingId,
        user: this.$store("user").fullname,
      });
      this.newCommentContent = "";
    })
    .finally(() => {
      autosize.update(event.target);
      event.target.disabled = false;
      this.$focus.focus(event.target);
    });
}; 
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I get this error message in my browser console window:

comments.js:8 Uncaught (in promise)
TypeError: Failed to execute ’fetch’ on ’Window’: Request with
  GET/HEAD method cannot have body.
    at Proxy._newComment (comments.js:8:3)
    ... 

The error message you�re seeing is due to the fact that you�re not specifying the HTTP
method in your fetch call, which defaults to GET. However, you�re also trying to send a
request body, which isn�t allowed for GET requests. To fix this issue, you need to specify
the HTTP method (likely POST) and include the necessary headers. Here�s how you can
modify your fetch call:

[response code]

Key changes:

1. Added method: �POST� to specify that this is a POST request.

2. Added headers to specify the content type as JSON.

3. Changed then(json => { to then(response => response.json()).then(json => { to
properly parse the JSON response.

Once again, the AI tool has impressed us: the error that the wrong HTTP method is used
(GET instead of POST) when sending the data using fetch is almost obvious from the
message in the browser console. But we didn�t expect two other errors (the missing
content type and the missing conversion of the response from text to a JavaScript
object with response.json()) to be resolved straight away.

3.1.5    JamGPT

In our search for tools with AI support for debugging, we came across the Jam browser
extension. You can use this extension to easily document errors that you notice when
using a web application. You can use it to create and share screenshots or screencasts
(i.e., a video of the screen recording). In addition�and this is the great strength of the
extension�a lot of additional information (e.g., the output of the browser console or
the network requests executed) is recorded and also saved.

All information gets uploaded to the https://jam.dev platform, where each case, or jam,
can be viewed and commented on. The service is freely available after registration, and
paid access is available as expected for business and enterprise customers. Among
other things, these offer the connection to an existing ticket system and login via the
company network.
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Now you may rightly ask what this has to do with AI. In Jam�s web interface, you�ll find
the JamGPT tab on the far right of the screen, and this is where AI comes into play.

Figure 3.3  A Jam with AI Support for Faulty JavaScript Code

At the click of a button, you can send the error messages to a language model and hope
for its solutions to the problem. The convenience of this solution is truly outstanding
and demonstrates the possibilities, so we expected exceptional results. However, we
were somewhat disappointed: for simple errors, such as a misspelled URL for a backend
query, JamGPT correctly points out the possible errors, but a web developer doesn�t
need AI support for this. The error code 404 is well known.

However, the AI tool was unable to shine in a more complex error that we produced for
JamGPT. On the contrary, the answer even pointed in the wrong direction: to validate
form data, we used a library that analyzes the data-rules HTML attribute of an element
and then checks the validity of the rules stored there. The value of data-rules must be
a character string that can be converted into a JavaScript object using JSON.parse, for
example:

<input type="text" data-rules=’["required"]’  name="email" />  

Fortunately, with current browsers, you can do without this type of JavaScript-based
validation, but the code is already several years old. The preceding character string is
converted by JSON.parse into a JavaScript array with one entry, namely the "required"
string. If you forget the double quotation marks around the required keyword, an error
occurs in the JavaScript code of the library. The JavaScript console provides informa-
tion about the point at which the conversion fails:
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Uncaught SyntaxError: Unexpected token ’r’, "[required]" is not
  valid JSON
    at JSON.parse (<anonymous>)
    at validation.js:17:24
    ...  

The response generated by JamGPT suggests that we check the server request or the
server response for a valid JSON structure:

The bug seems to be related to invalid JSON being processed in your code.

1. Check the JSON structure being returned or sent; it should be properly formatted.

2. Look for any syntax errors in the JSON, such as misplaced commas or quotes.

3. Ensure that the data being sent to the server is correctly serialized as JSON.

But we hadn�t even gotten that far yet: the error occurs before we can send a request to
the server. Admittedly, most errors when converting JSON into web applications occur
during the communication with a server, which is why the AI tool also suggests this as
a possible problem. In our case, however, the problem wasn�t related to the server, and
the context in the browser console would have shown this. We�re curious to see
whether Jam will make any further progress in the integration of language models, as
the potential undoubtedly exists.

3.2    App Development

The following debugging examples refer to the Flutter library, which allows you to cre-
ate apps for iOS and Android as well as web applications.

3.2.1    Flutter and Null Safety Values

The mobile app we created using the Flutter library was supposed to be multilingual. As
a modern toolkit, Flutter naturally provides the tools for this, but we did run into a
small problem: the application would no longer compile because the translation
entries aren�t null safe. Roughly speaking, the compiler can�t ensure at compile time
that the translation object is available at runtime.

The detailed error messages of the dart compiler already give a clear indication of what
to do, but we also wanted to let the AI tool solve the problem:
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Prompt: Flutter: My app isn�t compiling after I inserted translations for labels.

ERROR: lib/widgets/team.dart:43:62: Error: Property ’warning’
  cannot be accessed on ’AppLocalizations?’ because it is
  potentially null.
  - ’AppLocalizations’ is from
  ’package:flutter_gen/gen_l10n/app_localizations.dart’
  (’.dart_tool/flutter_gen/gen_l10n/app_localizations.dart’).
  Try accessing using ?. instead.
  title: Text(AppLocalizations.of(context).warning),
                                           ^^^^^^^ 

This error occurs because the AppLocalizations.of(context) call might return null,
and Dart�s null safety feature is preventing you from accessing the warning property
on a potentially null object. To fix this, you can use the null-aware operator ?. as sug-
gested in the error message. Here�s how you can modify your code:

title: Text(AppLocalizations.of(context)?.warning ?? ’Warning’) 

As can be seen from the error message, the null-aware operator, that is, ?., should be
used for the AppLocalizations. However, the AI tool goes one step further and appends
the replacement text ’Warning’ (the double question mark provides the fallback for the
null value in Flutter/Dart). Without this change, the app would still not compile
because the surrounding Text() function expects a string, not null.

The AI tool also briefly explained the background to the changes, which we found very
helpful:

This change does two things:

1. It uses the ?. operator to safely access the warning property only if AppLocaliza-
tions.of(context) is not null.

2. It provides a fallback string (�Warning�, in this case) using the ?? operator in case
AppLocalizations.of(context) is null or warning isn�t available.

Once again, we were pleasantly surprised by the AI tool�s debugging capabilities.

3.2.2    Layouts in Flutter

App development using the Flutter library requires some rethinking in web develop-
ment. If areas aren�t completely filled by widgets or if they exceed the available space,
Flutter fills the area with a black-and-yellow striped background to indicate the prob-
lem. This helps us to recognize the problem, but not to solve it, unfortunately. Let�s see
if AI can help us out here too:
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Figure 3.4  The Flutter Display for a Faulty Layout at the Bottom Edge

Prompt: Flutter: I get a yellow-black striped area at the bottom of my app. The widget I
am using looks like this:

return Scaffold(
  drawer: const MyDrawer(),
  body: Column(
    children: <Widget>[
      SizedBox(
        width: MediaQuery.of(context).size.width,
        height: 250,
        child:
            Image.file(File(state.currentEntry.image),
              fit: BoxFit.cover),
      ),
      const TagsWidget(),
      MarkdownPreview(
        entry: state.currentEntry,
        picturePath: state.picturePath,
      ),
    ],
  ),
  appBar: AppBar(
      title: Text(state.currentTrip.title),
      actions: action.getActions(context)),
); 

The yellow-black striped area at the bottom of your app typically indicates an overflow
error in Flutter. This happens when a widget tries to render content that doesn�t fit
within its allocated space. In your case, the issue is likely caused by the Column widget
in the Scaffold�s body. [more details]
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Claude 3.5 Sonnet explains two options in the following, both of which lead to the
desired result. The generated code can be replaced without changes and it works.

The very brief explanation of the two different solutions (one with a ListView and one
with a SingleChildScrollView) leaves us in the dark as to which is the better solution for
our application. So, we ask the following:

Prompt: What is the difference between a ListView and a SingleChildScrollView? 

ListView and SingleChildScrollView are both scrollable widgets in Flutter, but they
have some key differences:

1. Child widgets:

� ListView is designed to efficiently handle a potentially large number of children.
It can have multiple child widgets.

� SingleChildScrollView can only have a single child widget, typically a Column or
Row.

2. Lazy loading:

� ListView supports lazy loading. It only builds the child widgets that are currently
visible on the screen, which is more memory-efficient for long lists.

� SingleChildScrollView builds all its content at once, which can be less efficient
for large amounts of content.

[more details]

Then follows additional points that succinctly describe the differences. Thus, AI doesn�t
disappoint us here either: even upon reading the first points, we realize that the second
variant with the SingleChildScrollView is more suitable for our element, which is too
large.

3.3    Developing on Raspberry Pi

When developing software on embedded devices such as Raspberry Pi, the development
environment doesn�t usually run on the device itself, but on the developer�s worksta-
tion computer. This results in slightly different debugging requirements. To connect
the debugger to the device, a network connection must be established with the corre-
sponding port forwarding. If Raspberry Pi is running in a production system without
internet access, good logging of the application is important to track down errors later.

We�ll address these two topics in the following two sections.
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3.3.1    Step-by-Step Debugging on a Raspberry Pi

Classic debugging involves setting breakpoints in the code and executing the program
with a debugger. As soon as the point with the breakpoint is reached, the execution gets
stopped, and it�s possible to check the status of the application at this point. In addition,
you can then follow each call step by step and examine the content of variables.

We haven�t found a good application for AI for this activity. It remains manual work to
set the breakpoints and check the application status. However, AI can support us with
the setup so we can start step-by-step debugging in the first place. We�ve developed a
Python application on a Raspberry Pi that controls a stepper motor and is controlled
via an integrated touch display.

Prompt: What tools do I need to debug my Python app step-by-step on a remote Rasp-
berry Pi?

To step-by-step debug your Python app on a remote Raspberry Pi, you�ll need the fol-
lowing tools:

1. SSH client: To connect to your Raspberry Pi remotely.

2. Remote debugging tool. There are a few options:

� pdb (Python Debugger): Built-in Python debugger.

� rpdb: Remote Python Debugger, an extension of pdb.

� Visual Studio Code with Remote SSH extension: Provides a full IDE experience.

3. Code editor: If not using VS Code, you�ll need a way to view and edit your code.

4. Port forwarding: To allow your local machine to connect to the debugger on the Pi.

Here�s a basic setup using rpdb: [more details]

At the end of the instruction, which is not printed here, Claude 3.5 Sonnet mentions
that the debugging process is smoother if you use VS Code and the Remote SSH plug-
in. We want to know more about this:

Prompt: How would I do it using VS Code with the Remote SSH extension? 

Using Visual Studio Code with the Remote SSH extension is indeed a more user-
friendly approach for remote debugging. Here�s how to set it up:

1. Install Visual Studio Code on your local machine.

2. Install the �Remote - SSH� extension in VS Code.

[more details]
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This is followed by 12 steps that briefly explain how to enable debugging for Python on
the Raspberry Pi. Even if this sounds time consuming, you�ll quickly arrive at a func-
tioning debugging solution.

3.3.2    Help for Creating Log Entries

When debugging devices aren�t on-site and are possibly offline, it�s good practice to
write important messages to a log file. This means that errors can also be discovered at
a later date. We worked on a project in which the wireless network can be configured
from a cloud platform on Raspberry Pi computers that are connected via the mobile
network. A Python application on a Raspberry Pi makes the corresponding system calls
to permanently save the settings.

We tried to get some support in creating the logging information from GitHub Copilot:

Prompt: Help me debug this function with some logging information.

def set_wifi_wpa_cli(ssid, psk):
  if ssid == ’’ or psk == ’’:
    return
  basecmd = [’sudo’, ’wpa_cli’, ’-iwlan0’]
  cmd = basecmd + [’list_networks’]
  subprocess.run(cmd, capture_output=True)
  out_str = res.stdout.decode(’utf-8’)
  if re.search(rf"\t{ssid}\t", out_str, re.MULTILINE):
    # network already there
  else:
    cmd = basecmd + [’add_network’]
    res = subprocess.run(cmd, capture_output=True)
    netnr = res.stdout.decode(’utf-8’)
    cmd = basecmd + [’set_network’, netnr, ’ssid’, 
                     f’"{ssid}"’]
    res = subprocess.run(cmd, capture_output=True)
    cmd = basecmd + [’set_network’, netnr, ’psk’, f’"{psk}"’]
    res = subprocess.run(cmd, capture_output=True)
    ... 

To add logging information to the set_wifi_wpa_cli function, you can use Python�s
built-in logging module. This will help you trace the execution flow and capture the
output of each command.

logging.basicConfig(level=logging.DEBUG,
  format=’%(asctime)s - %(levelname)s - %(message)s’)
...
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if ssid == ’’ or psk == ’’:
    logging.warning("SSID or PSK is empty.")
    return
...
if re.search(rf"\t{ssid}\t", out_str, re.MULTILINE):
    logging.info(f"Network {ssid} already exists.")
else:
    cmd = basecmd + [’add_network’]
    logging.debug(f"Running command: {’ ’.join(cmd)}")
    res = subprocess.run(cmd, capture_output=True)
    netnr = res.stdout.decode(’utf-8’).strip()
    logging.debug(f"Network number: {netnr}")
... 

As you can see in the excerpts from the response (we�ve abridged the output here),
Copilot is doing a great job. First, logging is configured for Python. In a further step, the
log outputs are analyzed according to their importance and marked accordingly with
info, warning, or debug. This makes it easier for us to filter the log file later. For the sys-
tem calls (subprocess.run), both the command and the result are logged. The AI also
uses the relatively modern Python notation for character strings with F-strings.

3.4    Visual Studio and Visual Studio Code

The next two sections deal with two important development environments (integrated
development environments [IDEs]) from Microsoft: Visual Studio and VS Code. The for-
mer can confidently be described as a cornerstone in the history of IDEs. The first ver-
sion for Windows was launched back in 1997. Until 2014, the proprietary software was
only available for a fee; since then, there has been a Community Edition that can be used
free of charge after registering with Microsoft. The IDE is very popular because it offers
context-sensitive help and a syntax check for many supported programming lan-
guages. The program requires a lot of resources from your computer, which is why
many developers looked for leaner alternatives.

Since 2015, Microsoft has been developing the VS Code editor on the Electron platform,
which was originally created as the basis for the free Atom editor. Electron provides a
runtime environment for web applications that enables desktop applications without
the limitations of the browser sandbox. The core of VS Code is lean and can be ex-
tended with countless extensions. In surveys on Stack Overflow, VS Code has been at
the top of the list of developers� favorite IDEs for years.
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3.4.1    Missing Python Modules in VS Code

The Python application in the following section was already a few years old when we
had to deal with it again. An exception occurred when calling the debugger because an
integrated module couldn�t be found. Unfortunately, the application was created with-
out a Python virtual environment and also without a requirements.txt file.

However, the AI support in VS Code based on GitHub Copilot and the corresponding
extension were able to save us some work here too. The exception stops the execution
and positions the cursor at the corresponding point in the code. The language support
for Python in VS Code (again an extension) already indicates the nonexistent import.
With Copilot, we can now have a solution suggested at the touch of a button (/fix) and
insert the corresponding command directly into a console window. Then, simply press
the (Enter) key to install the module.

Figure 3.5  GitHub Copilot Can Insert the Call for the Installation of the Missing Python 
Module Directly into a Terminal

Unfortunately, Copilot in VS Code can�t yet handle the text of exceptions that occur at
runtime. (We�ll show how this is possible in Visual Studio in the following section.)
However, we suspect that this function isn�t too far away.

3.4.2    Visual Studio Exception Debugging

For users of Microsoft�s Visual Studio development environment (not the free VS
Code), who are also customers of GitHub Copilot, a very convenient AI extension is
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now available: if you start your application in debugging mode and an unexpected
error (an exception) occurs, Visual Studio provides the option of having Copilot investi-
gate the problem at the touch of a button.

Our experiments with this function left a very positive impression. The prompt not
only sends the text of the exception but also the surrounding code. This was the only
way we could understand why the (deliberately caused) System.ArgumentException
could be explained so precisely. The C# call todoItems.GetRange(0, 3) extracts the first
three elements from the todoItems list. However, the list was empty when we called it,
which is why the exception occurred. 

Figure 3.6  GitHub Copilot Support for Debugging in Visual Studio

GitHub Copilot was able to describe the problem briefly and with the correct variables:

This error happens because the GetRange method is being called on a list that has
fewer than 3 elements, causing an ArgumentException to be thrown.

This might be happening because the todoItems list is empty or has fewer than 3 ele-
ments. [more details]

The fact that we also got a finished fix, that is, a code suggestion that works without any
changes, was the icing on the cake. Microsoft is thus demonstrating the convenience of
development with AI support. As I said, we�re already looking forward to the imple-
mentation for VS Code.
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3.5    Conclusion

If we conclude this chapter by asking ourselves whether AI support can be useful for
debugging, we can undoubtedly answer yes. We don�t see as much added value here as
with code completion, but quick help for widespread problems, such as the CORS prob-
lem in Section 3.1.3, is a benefit.

We also expect the tools for AI integration to be further improved. What Microsoft is
already demonstrating with the integration of GitHub Copilot in Visual Studio will
probably soon be incorporated into other areas and products.

The area where AI support can once again show its strength is in programming lan-
guages that you don�t use on a daily basis or are just learning. Small errors can lead to
several hours of internet research on Stack Overflow and other forums, while AI can
often not only describe the problem succinctly but also generate the corrected source
code.
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Chapter 4 
Refactoring

The source code of an application isn�t a static structure that is written once and then
never touched again; rather, it�s a dynamic entity that you have to deal with very often.
In most cases, you read the source code and have to modify it much less frequently.
This modification is often referred to as refactoring.

Refactoring is an important part of software development as it serves to improve the
existing source code. There can be many reasons for refactoring, including cleaning up
existing code that was created quickly, realizing that something has been learned in the
course of developing the application or that application conventions have changed,
making necessary modernizations because new versions of the libraries and frame-
works have been released, and so on.

No matter what motivates you to refactor, it�s always a critical and usually time-
consuming intervention in your application. Luckily, tools are available to support
you. Modern development environments can provide support for simple tasks such as
renaming or extracting structures, but even they reach their limits at some point. This
is precisely where AI tools can provide good support.

In most cases, refactoring isn�t about creative and challenging tasks, but about adapt-
ing many code sections in the same way. AI tools really come into their own with rou-
tine tasks like these, as they can relieve you of repetitive tasks and thus reduce errors.

However, along with the advantages of using AI tools comes some risks. If you�re aware
of these risks, you can take countermeasures at an early stage to minimize them. In this
chapter, you�ll find out what these potential problems are and how you can deal with
them.

4.1    Introduction to Refactoring

Before we dive into refactoring using AI tools, let�s first take a look behind the scenes
and find out exactly what refactoring is all about so that we can get the best possible
help. Refactoring is the process of improving the internal structure of an application�s
source code, so you should separate the development of new features from refactoring.
With refactoring, the focus is instead purely on the existing internal structure. The
interfaces to other parts of the application or even to other systems remain the same.
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4.1.1    Objectives of Refactoring

Refactoring should never be an end in itself. Instead, you should plan what you specif-
ically want to improve. If you don�t adhere to this, you can change the code, but you
won�t improve it. The aim of refactoring is to address one or more of the following
aspects:

� Improved readability
The structure of the source code gets designed in such a way that the code becomes
easier to read and understand.

� Increased maintainability
Refactoring adapts the structure of the code to make future changes and extensions
easier.

� Reduction of errors
Known sources of error can be minimized through targeted refactoring.

� Increased efficiency
With source code that has grown over a longer period of time, inefficient structures
creep in that slow down execution. Refactoring can improve these areas and thus
increase the performance of the application.

Through continuous refactoring, you create a stable and flexible code base that enables
you to react faster and more reliably to new requirements. Your application therefore
remains future proof in the long term.

4.2    Refactoring Using AI Tools

Now that we�ve briefly dealt with the theory of refactoring, it�s time to work with the
source code. First of all, you�ll learn how to assess whether you should revise a piece of
source code at all, the criteria for making this decision, and how AI tools can help you.
You�ll also learn some strategies and best practices for specific refactoring processes.

4.2.1    Recognizing the Need for Refactoring

Your time as a developer is very valuable, so you shouldn�t waste it on unnecessary
work. It�s therefore important to first find out whether refactoring is expedient and
where the weaknesses in the code can be found.

There are numerous tools available for this type of analysis, such as SonarQube, which
perform a static code analysis. These tools can provide a good overview of the overall
system. This is also the weakness of many AI tools, as they rarely have an overview of
the entire context of your application, but only smaller parts. A combination of differ-
ent tools is therefore ideal: classic static code analysis for the overview and AI tools for
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the details and the actual refactoring. You can also use the AI tools as a kind of code
reviewer that uncovers refactoring potential.

Code Smells

You can take the term code smells almost literally. Code that has code smells harbors
potential problems that you can fix with refactoring. Code smells aren�t necessarily
bugs, but if you ignore them for too long, they can cause serious problems. Following
are typical code smells:

� Duplicate code
The code has the same or similar blocks in different places. If you correct an error at
one point, you must also do this at all other points. Maintainability is therefore
reduced, and the potential for errors is high.

� Long methods
Functions and methods should be as compact as possible and only deal with one
aspect. The more lines a function has, the greater the potential complexity.

� Large classes
The same applies to classes as to functions and methods. If a class is too large, mea-
sured by the number of lines, properties, or methods, there is a high probability that
it will do too much.

� Feature envy
This type of code smell refers to a method that accesses more properties of another
class than its own. This is an indication that the method is wrong at this point.

� Data clumps
These are groups of variables that are used in the same way at different places in an
application. They should be combined in a separate class or data structure. 

Code smells are present in various forms in almost every application, but if you use the
right tools, you can easily detect and rectify them. For example, we use a TypeScript
class named OrderProcessor, which reads as follows:

class OrderProcessor {
  orders: any[] = [];

  addOrder(order: any) {
    this.orders.push(order);
    console.log("Order added:", order);
    if (this.orders.length > 100) {
      console.log("Too many orders");
    }
  }
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  processOrders() {
    for (let i = 0; i < this.orders.length; i++) {
      let order = this.orders[i];
      console.log("Processing order:", order);

      if (order.status === "NEW") {
        console.log("Order is new");
      } else if (order.status === "PROCESSING") {
        console.log("Order is being processed");
      } else if (order.status === "COMPLETED") {
        console.log("Order is completed");
      } else {
        console.log("Unknown order status");
      }

      if (order.customer.address.city === "Berlin") {
        console.log("Customer is from Berlin");
      }
    }
  }

  generateReport() {
    let report = "Order Report\n";
    report += "=============\n";

    for (let i = 0; i < this.orders.length; i++) {
      let order = this.orders[i];
      report += ‘Order ${i + 1}: ${order.id}\n‘;

      if (order.customer.address.city === "Berlin") {
        report += "Customer is from Berlin\n";
      }
    }

    if (this.orders.length > 100) {
      report += "Warning: Too many orders\n";
    }

    console.log(report);
  }
}  

The class has the orders property in which it saves orders. The addOrder method adds
new orders, the processOrder method processes the orders, and the generateReport
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method generates a report. You can use almost any AI tool for analysis. For example,
you could copy the code into the Gemini console and ask for an analysis.

In this example, we use GitHub Copilot and Visual Studio Code (VS Code) integration.
Here you can use the combination of the chat feature and workspace to analyze the
code. To do this, open the class in the development environment, and enter the follow-
ing prompt in the chat window:

Prompt: @workspace /explain Does the OrderProcessor class contain code smells?

Yes, the OrderProcessor class contains several code smells. Let�s go through them step
by step:

[explanation of code smells in the code]

Here is a refactored version of the OrderProcessor class addressing these issues:

interface Order {
  id: number;
  status: ’NEW’ | ’PROCESSING’ | ’COMPLETED’;
  customer: {
    address: {
      city: string;
    };
  };
}

class OrderProcessor {
  ... updated code ...
} 

Changes made:

[explanation of changes made in the code]

These changes improve the readability, maintainability, and robustness of the code.

This prompt is kept very general so that you give the tool plenty of scope to analyze the
code and find code smells. Regardless of which tool you use, it�s important with such a
prompt that you make the code available as comprehensively as possible and not just
individual sections. The more context you give the AI tool, the better it can do its job.

In the prompt, you explicitly asked for code smells. This is an established term that is
sufficiently described in the literature so that AI can work with it. The use of such tech-
nical terms, such as certain design patterns, can make the prompts much more com-
pact, as you don�t have to describe the problem in a complex way. Try to use technical
terms in your prompts so that you describe what you want to achieve as precisely as
possible.
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GitHub Copilot has found some vulnerabilities in our code. The tool identifies the code
smells, explains what the problem is, and also provides an improved version of the
class, including a detailed explanation of the changes. The following code smells were
found and fixed:

� Use of the any type
If you use the any type in TypeScript, you lose the advantages of the static type sys-
tem. GitHub Copilot has created the order interface for the order and uses it
throughout the methods and properties of the class.

� Use of magic numbers
You should avoid storing numbers with a specific meaning, such as the limit for
orders, directly in the code. Copilot provides a better solution here by storing the
number in the form of the MAX_ORDERS property.

� Repetitions in the code
The check as to whether the city in the order is Berlin can be found twice in the code
and can be outsourced.

� Long methods
The processOrders and generateReport methods are relatively long. Copilot has sim-
plified the iteration of the orders by using the forEach method and has also out-
sourced parts of the methods so they are more compact and easier to read.

� Missing error handling
When accessing properties such as city in the order city check, the code assumes
that all properties in the chain exist. If that isn�t the case, the JavaScript engine will
throw an exception. For this reason, you should install an error handling routine
here.

� Console outputs
Logging using the console.log method isn�t always the best option. Ideally, you
should use your own logger for this, whose behavior you can better control.

The information provided by GitHub Copilot is very good, and the generated result is
also significantly better than the original version of the source code. However, some
points of criticism aren�t taken into account (or only partially so) in the result, so you
still have some work to do. The duplicate code was only moved to the checkCustomer-
City method in one place. There is also no solution for using the logger, although the
application-wide context is also missing here.

One of the code smells that Copilot didn�t find is that the class covers too many respon-
sibilities. Managing orders and generating a report don�t necessarily have anything to
do with each other and could be outsourced to separate classes. Access to the proper-
ties of the order address is an example of feature envy. The OrderProcessor shouldn�t
access the address object directly. Instead, it�s better to introduce a separate class that
provides you with the corresponding methods.
132 € 2025 by Rheinwerk Publishing Inc., Boston (MA)



4.2 Refactoring Using AI Tools
You can also be much more specific if, for example, you have a class or function that
you�re not happy with but don�t know exactly how to modify it. The following function
contains unnecessary duplicates in the code that the AI tool should resolve:

function processOrders(orders) {
  let totalRevenue = 0;
  let totalDiscountedRevenue = 0;
  let highValueOrders = [];
  let discountedOrders = [];

  for (let i = 0; i < orders.length; i++) {
    const order = orders[i];

    if (order.status === "completed") {
      totalRevenue += order.price;
    }
    if (order.status === "completed" && order.discount > 0) {
      totalDiscountedRevenue += order.price - order.discount;
      discountedOrders.push(order);
    }
    if (order.status === "completed" && order.price > 100) {
      if (order.discount > 0) {
        discountedOrders.push(order);
      }
      highValueOrders.push(order);
    }
  }

  return {
    totalRevenue,
    totalDiscountedRevenue,
    highValueOrders,
    discountedOrders,
  };
}  

In this code example, you check whether the status of the order is completed in each if
block. Such code is created quickly if you translate the requirements directly into code
and don�t make any optimizations. However, ChatGPT or another tool can do this for us
with the following prompt:

Prompt: Could you please reduce the code duplicates in the following function:

[function code]
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You can reduce the code duplication in the processOrders function by combining the
conditions that check for the order�s status and applying the relevant logic inside a sin-
gle block. Here�s a refactored version of your function:

function processOrders(orders) {
  let totalRevenue = 0;
  let totalDiscountedRevenue = 0;
  let highValueOrders = [];
  let discountedOrders = [];

  for (const order of orders) {
    if (order.status !== "completed") continue;

    totalRevenue += order.price;

    if (order.discount > 0) {
      totalDiscountedRevenue += order.price - order.discount;
      discountedOrders.push(order);
    }

    if (order.price > 100) {
      highValueOrders.push(order);
    }
  }
  return {
    totalRevenue,
    totalDiscountedRevenue,
    highValueOrders,
    discountedOrders,
  };
} 

Changes made: [explanation of the changes made]

The AI tool has rewritten the code so that the multiple checks of the order status have
been summarized. If the status doesn�t correspond to the "completed" value, the system
continues directly with the next run. This makes the code more compact and easier to
read.

So, if you�re not satisfied with your source code and know what changes you want to
see, you can formulate this in a prompt, and the AI tool will adapt your code accord-
ingly. Of course, there�s also code that can�t be optimized so easily. In this case, you
should check the adjustments very carefully, as AI tools tend to make changes that
don�t really improve the code.
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Anti-Patterns

You�ve probably heard of design patterns. These are established and reusable solutions
for frequently occurring problems in software development. Anti-patterns are, to a cer-
tain extent, the opposite. They�re often patterns or practices in the source code that
cause problems in the long term. These solutions are usually the result of good inten-
tions, but turn out to be problematic during further development. Typical anti-
patterns include the following, for example:

� God object
The god object or the god class is, in a way, the further development of a large class.
It�s a central component of an application. Over the course of development, more
and more aspects have been added to the class, so that it takes care of too many
aspects. This makes the source code much more difficult to maintain.

� Incorrect use of the singleton pattern
In general, the singleton pattern has a bad reputation because it can easily be used
incorrectly. For example, it can be used to manage the global status of an applica-
tion.

� Spaghetti code
If source code has a poor or inadequate structure, you can compare it to a mountain
of spaghetti: you pull on one end and the whole mountain moves. This kind of
source code makes it very difficult to correct errors or develop features any further.

� Golden hammer
This anti-pattern refers to the fact that an established solution is used for all possible
problems, even if it�s not suitable for them.

� Premature optimization
In applications, you often encounter the problem that the code is overengineered;
that is, the solutions are unnecessarily complicated and solve problems that haven�t
even arisen yet.

The UserService TypeScript class serves as the basis for the analysis and subsequent
improvement:

class UserService {
  private static instance: UserService;

  private constructor() {}

  static getInstance(): UserService {
    if (!UserService.instance) {
      UserService.instance = new UserService();
    }
    return UserService.instance;
  }
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  processUserData(users: any[]): void {
    users.forEach((user) => {
      if (user.isActive) {
        console.log(‘Processing active user: ${user.name}‘);
        if (user.role === "admin") {
          console.log("Admin privileges granted.");
          if (
            user.lastLogin >
            new Date().getTime() - 1000 * 60 * 60 * 24
          ) {
            console.log("Recent login detected.");
          } else {
            console.log("Login outdated.");
          }
        } else if (user.role === "user") {
          console.log("Standard user.");
          user.permissions.forEach((perm: any) => {
            if (perm.isEnabled) {
              console.log(‘Enabled permission: ${perm.name}‘);
            }
          });
        } else {
          console.log("Unknown role.");
        }
      } else {
        console.log(‘Inactive user: ${user.name}‘);
      }
    });
  }

  notifyUsers(users: any[]): void {
    this.processUserData(users);
  }

  calculateDiscounts(users: any[]): void {
    const discountCache: { [key: string]: number } = {};

    users.forEach((user) => {
      if (discountCache[user.id]) {
        console.log(
          ‘Cached discount for user ${user.name}: ${
            discountCache[user.id]
          }‘
        );
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      } else {
        const discount = user.purchaseHistory.length * 0.05;
        discountCache[user.id] = discount;
        console.log(
          ‘Calculated discount for user ${user.name}: 
             ${discount}‘
        );
      }
    });
  }

  logUserActivity(user: any): void {
    console.log(‘Logging activity for user: ${user.name}‘);
  }

  generateUserReport(users: any[], reportType: string): void {
    console.log(
      ‘Generating ${reportType} report for 
       ${users.length} users.‘
    );
  }
}  

As in the preceding example, we use GitHub Copilot in VS Code for refactoring with
regard to anti-patterns. You can use the Copilot chat integration to submit the follow-
ing prompt to analyze the code of the class:

Prompt: @workspace /explain Does the code of the UserService class contain anti-
patterns?

Yes, the UserService class contains several anti-patterns and areas for improvement.
Let�s go through them step by step.

[explanation of anti-patterns in the code]

Refactored example:

Here�s a refactored version addressing some of these issues:

interface User {
  id: string;
  name: string;
  isActive: boolean;
  role: ’admin’ | ’user’ | ’unknown’;
  lastLogin: number;
  permissions: Permission[];
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  purchaseHistory: any[];
}

interface Permission {
  name: string;
  isEnabled: boolean;
}

class UserService {
  private static instance: UserService;

  private constructor() {}

  static getInstance(): UserService {
    if (!UserService.instance) {
      UserService.instance = new UserService();
    }
    return UserService.instance;
  }

  processUserData(users: User[]): void {
    users.forEach((user) => {
      if (user.isActive) {
        this.processActiveUser(user);
      } else {
        console.log(‘Inactive user: ${user.name}‘);
      }
    });
  }

  private processActiveUser(user: User): void {
    console.log(‘Processing active user: ${user.name}‘);
    switch (user.role) {
      case ’admin’:
        this.processAdminUser(user);
        break;
      case ’user’:
        this.processStandardUser(user);
        break;
      default:
        console.log("Unknown role.");
    }
  }
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  private processAdminUser(user: User): void {
    console.log("Admin privileges granted.");
    const oneDayInMillis = 1000 * 60 * 60 * 24;
    if (user.lastLogin > new Date().getTime() - oneDayInMillis) {
      console.log("Recent login detected.");
    } else {
      console.log("Login outdated.");
    }
  }

  private processStandardUser(user: User): void {
    console.log("Standard user.");
    user.permissions.forEach((perm) => {
      if (perm.isEnabled) {
        console.log(‘Enabled permission: ${perm.name}‘);
      }
    });
  }

  notifyUsers(users: User[]): void {
    this.processUserData(users);
  }
  calculateDiscounts(users: User[]): void {
    const discountCache: { [key: string]: number } = {};

    users.forEach((user) => {
      if (discountCache[user.id]) {
        console.log(‘Cached discount for user ${user.name}: 
${discountCache[user.id]}‘);
      } else {
        const discount = user.purchaseHistory.length * 0.05;
        discountCache[user.id] = discount;
        console.log(‘Calculated discount for user ${user.name}: 
${discount}‘);
      }
    });
  }

  logUserActivity(user: User): void {
    console.log(‘Logging activity for user: ${user.name}‘);
  }

  generateUserReport(users: User[], reportType: string): void {
    console.log(‘Generating ${reportType} report for ${users.length} 
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users.‘);
  }
} 

Summary: . . . By addressing these points, the code becomes more maintainable, read-
able, and testable.

Once again, GitHub Copilot has done a great job, finding some weaknesses in the code
and suggesting an alternative implementation:

� Singleton pattern
Copilot has recognized the singleton pattern in the code and points out that you
should be careful when using it.

� Type safety
The original code used the any type. Copilot has created a User interface and uses it
throughout the class.

� Single responsibility principle
The processUserData method performs too many tasks. In its alternative implemen-
tation, Copilot has neatly outsourced the responsibilities to its own methods.

� Reduce nesting
When nesting, the processUserData method is again noticeable in a negative way. By
splitting the method, Copilot has also solved this problem. The combination of the
violation of the single responsibility principle and the poor structuring indicates
that we�re dealing with spaghetti code.

� Magic numbers
The calculation of the number of milliseconds in a day isn�t obvious at first glance.
In the revised version of the code, this calculation is stored in an appropriately
named variable.

� Logging
In its analysis, Copilot notices that console.log is used in the class and suggests
using a separate logger instead.

� Error handling
Another point of criticism in the analysis is the lack of error handling.

As with the analysis of the code smells, Copilot gives us a mixture of a concrete alterna-
tive implementation and some hints for the anti-patterns that we have to take care of
ourselves. You can use the result of this prompt in your application without hesitation,
as it significantly improves the existing code in any case.

The original code has several other vulnerabilities that haven�t been addressed:

� Too many responsibilities
The class covers too many responsibilities at once. The logUserActivity, generateUser-
Report, or calculateDiscounts methods provide information on this.
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� Premature optimization
The cache in the calculateDiscounts method could be an indication of an unneces-
sary optimization that increases the complexity of the code. At the very least, it
would be good to have a corresponding note at such a point.

� Inappropriate use of a method
The notifyUsers method is merely an alias for processUserData. Such code sections
can indicate an anti-pattern.

When working with existing code, there are some best practices that can help you avoid
problems. You can find out how to proceed in the following sections.

4.3    Best Practices

During refactoring, you may find yourself losing the overview and straying from your
actual plan because you keep finding new places in the code that you want to improve.
Here are some best practices to help you focus on the essentials.

4.3.1    Only the Internal Structure May Be Changed

When refactoring, you should concentrate on modifying only the internal structure of
a function, but not its parameter list or return value. If you ask an AI tool for a refactor-
ing, it will usually adhere to this recommendation. To be on the safe side, you can also
specify in your prompt that the signature of the method shouldn�t be changed.

Prompt: Don�t change the signature of the method; only focus on the inner structure.

This ensures that the refactoring doesn�t affect the rest of your application and takes
effect only in separate individual places.

4.3.2    Small-Step Approach

Even if you only focus on the internal structure of a method or class, refactoring can
take on larger proportions, depending on the role the respective structure plays in your
application. To prevent refactoring from getting out of hand, you should try to proceed
in as small steps as possible.

If you use AI tools such as GitHub Copilot or ChatGPT, you should first analyze your
code and see what refactoring potential the class or function has. Then, you can address
the individual points step by step. This procedure has the advantage that you can com-
mit the individual steps to the version system. Thus, if an error occurs, you�re at most
one step away from a functioning implementation and can repeat the last step using a
modified prompt.
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If the refactoring steps are too large and too many aspects are refactored at once, the
risk of errors and undesirable behavior is significantly greater.

4.3.3    Test-Driven Refactoring

Before starting a refactoring process, you want to make sure that the class or function
you intend to improve has been validated by automated tests. In most cases, these are
unit tests or integration tests that check the interfaces of the subsystem you want to
improve. If the tests still run successfully after the change, this is a first indication of
successful refactoring. However, if the tests fail, you must reverse the change, check it,
or at least analyze why the tests failed.

Automated tests don�t replace a manual check of the refactoring result or a manual
test, but they do give you security and relieve you of some of the manual testing effort.

4.3.4    Defining Clear Goals

Especially when refactoring using AI tools, there is a great risk that things will get out of
hand and you�ll rebuild too much. Before you start adapting the source code, you
should set yourself a specific goal, such as improving the readability of the source code
or introducing certain structural improvements. Prior to each refactoring step, you
should check whether the desired modification will move you closer to your goal. If
that isn�t the case, you shouldn�t do it.

In this chapter, you�ve seen that AI tools such as GitHub Copilot provide fast and com-
prehensive refactoring procedures. To really work in small steps and in a goal-oriented
manner, you should limit the result with prompts that are as precise as possible.

4.4    Conclusion

AI tools don�t replace manual refactoring, but they are invaluable aids that can relieve
you of work and support you, for example, in not only analyzing the source code but
also implementing a refactoring process. A key advantage of these AI tools is their abil-
ity to see patterns in code that can be difficult for the human eye to recognize. They
analyze the source code in a depth and speed that can�t be achieved by a developer
alone.

Not only do these tools provide concrete suggestions for improvements, they often
also explain the background to their recommendations. This allows developers to
refactor code more efficiently and expand their own expertise and understanding of
best practices in refactoring. Through these explanations and tips, AI tools promote a
deeper understanding of the underlying problems and the proposed solutions.
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Another significant advantage is the consistency guaranteed by the use of AI tools.
While human developers can make mistakes due to fatigue or time pressure, AI algo-
rithms work tirelessly and without subjective influences. This ensures that refactoring
is carried out consistently and according to best practices.

However, it�s important to note that AI tools need to be monitored, as they can occa-
sionally overshoot the mark and introduce errors through hallucinations. These hallu-
cinations can lead to the AI tool suggesting changes that don�t correspond to the actual
requirements or the desired behavior of the system. It�s therefore crucial that human
developers carefully review and validate the changes suggested by AI.

In summary, AI-supported tools are a valuable addition to manual refactoring. They
improve the efficiency and quality of the refactoring process and allow developers to
focus on more creative and challenging tasks. Despite these benefits, it�s important to
emphasize that human expertise and critical thinking are still essential to fully under-
stand and consider the context and specific requirements of a project.
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Chapter 5 
Testing Software

Test tools and frameworks have become established in software development and are
standard when it comes to quality assurance. Testing encompasses far more than just
classic unit testing. It starts with the creation of meaningful test data for development
and manual tests, spans through the validation of individual code blocks, and extends
to end-to-end testing. Each of these test types poses its own challenges and requires
specific approaches and tools. You can access various AI tools in each area and have
them do a lot of work for you.

However, software tests have one thing in common: they are often repeated, as a basic
set of test patterns is used again and again. This is why writing tests isn�t a favorite task
of software developers and often has the reputation of taking up an unnecessary
amount of time and tying up resources that could be used for feature development.
This is precisely where AI tools can play a decisive role by efficiently taking over repet-
itive tasks and significantly reducing the testing effort.

The use of AI tools isn�t limited to a specific level of testing, but rather can be used as an
aid anywhere. With the use of correctly formulated prompts and the right context, the
AI tools can cover many test cases automatically. This support not only reduces the
time required but can also recognize test cases that developers may not have thought
of. In addition, AI can provide a �second opinion� or other perspectives, which makes
the tests better and more robust overall.

In test-driven and test-accompanying development, AI can make a decisive contribu-
tion to test automation and ensure comprehensive test coverage. Yet, despite the
many advantages, there are also challenges. The AI tool isn�t always right and can some-
times generate false information through hallucinations. It�s therefore important that
you always check the tests generated by AI and at least subject them to a plausibility
check. After all, it�s about securing the software, and you can�t take any risks here.

In the future, AI will play an even greater role in software testing. It can take a lot of
work off your hands and allow you to focus on the actual development work. Neverthe-
less, AI remains a tool that�like any other tool�must be used and monitored cor-
rectly. The combination of human expertise and the efficiency of AI promises to take
software testing to a new level and sustainably improve the quality of software prod-
ucts.
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5.1    Generating Test Data

During development, you always have to deal with data, whether it�s a form for regis-
tering new users, a list display of customer data, or a validation function for an interna-
tional bank account number (IBAN). Ideally, you should already be using realistic data
during development. This is exactly where the problems begin. What should realistic
data look like, and where does the data come from? A concrete example of this case is
the implementation of the customer list, which is frequently used in the e-commerce
sector. The customer list is to be implemented as a simple HTML table that is created
using TypeScript. When working with AI, type definitions are always useful to specify
the structure for which the AI should generate data. You can get help for generating
such types by specifying the rough structure and letting AI take care of the details.

Prompt: Please create a TypeScript alias Customer with the following fields: id, first
name, last name, email, registration date, status, and last order date.

Sure! Here is how you can create a TypeScript type alias named Customer with the spec-
ified fields:

type Customer = {
  id: string;
  firstName: string;
  lastName: string;
  email: string;
  registrationDate: Date;
  // Assuming status is one of these values
  status: ’active’ | ’inactive’ | ’suspended’; 
  // Assuming lastOrderDate can be null if there’s no order
  lastOrderDate: Date | null; 
}; 

Here�s a brief explanation of each field:

[explanation of the fields]

The generated code follows the instructions of the prompt exactly. For fields that aren�t
unique, such as status and lastOrderDate, a comment with the corresponding assump-
tion has been inserted. status is a union type with three values, and either a date value
or null can be used for lastOrderDate. You can restrict the prompt even further and
specify certain types, but in this case, you lose the advantages of the AI tool, as you�re
about to implement the structure yourself. An alternative to such a prompt can be the
auto-completion of tools such as GitHub Copilot. When you start implementing the
customer type, Copilot suggests fields and data types that you can adopt.
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The implementation consists of two parts: an HTML file, which is responsible for the
display, and a TypeScript file, which builds up the data dynamically. The code of the
HTML file could read as follows:

<!DOCTYPE html>
<html lang="en">
  <head>
    <meta charset="UTF-8" />
    <title>Document</title>
    <script type="module" src="list.js"></script>
  </head>
  <body>
    <table>
      <thead>
        <tr>
          <th>Id</th>
          <th>First name</th>
          <th>Last name</th>
          <th>Email</th>
          <th>Registration date</th>
          <th>status</th>
          <th>Last order date</th>
        </tr>
      </thead>
      <tbody></tbody>
    </table>
  </body>
</html>  

The HTML structure consists of the general frame of the document, the header section,
which loads the JavaScript file to build the table, and the body, which contains the basic
structure of the table and an empty <tbody> element into which the data gets inserted.

import type { Customer } from ’./customer’;

const customers: Customer[] = [];

document.addEventListener(’DOMContentLoaded’, () => {
  drawTable(customers);
});

function drawTable(customers: Customer[]) {
  const customerTable = customers.map((customer) => {
    return ‘
      <tr>
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        <td>${customer.id}</td>
        <td>${customer.firstName}</td>
        <td>${customer.lastName}</td>
        <td>${customer.email}</td>
        <td>
          ${customer.registrationDate.toISOString()
             .split(’T’)[0]}
        </td>
        <td>${customer.status}</td>
        <td>
          ${customer.lastOrderDate.toISOString().split(’T’)[0]}
          </td>
      </tr>
    ‘;
  });

  document.querySelector(’tbody’)!.innerHTML = 
    customerTable.join(’’);
}  

What is still missing at this point is the test data. The browser typically loads this data
asynchronously from the backend. For the sake of simplicity, however, we assume that
the data is already available in the form of the customers constants. Here, you can start
by inventing data yourself, but you can also ask the large language model (LLM) of your
choice to generate test data for you.

Prompt: Please create an array with 10 elements of realistic test data. The data should
represent American customers. Ensure that the lastOrderDate is later than the regis-
trationDate. Use the following TypeScript type:

type Customer = {
  id: string;
  firstName: string;
  lastName: string;
  email: string;
  registrationDate: Date;
  status: ’active’ | ’inactive’ | ’suspended’; 
  lastOrderDate: Date | null; 
}; 

Sure! Here is an array with 10 elements of realistic test data for American customers:

const customers: Customer[] = [
  {
    id: ’1’,
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    firstName: ’Anna’,
    lastName: ’Mueller’,
    email: ’anna.mueller@example.de’,
    registrationDate: new Date(’2022-01-15’),
    status: ’active’,
    lastOrderDate: new Date(’2023-04-18’),
  },
  {
    id: ’2’,
    firstName: ’Luca’,
    lastName: ’Rossi’,
    email: ’luca.rossi@example.it’,
    registrationDate: new Date(’2021-11-20’),
    status: ’active’,
    lastOrderDate: new Date(’2023-02-25’),
  },
  ... 

You can use the response from ChatGPT directly in your application. The generated
data corresponds to fairly realistic data; for example, the first and last name have been
included correctly in the email address. The date values are also correct and follow the
rule that the date of the last order should be after the date of registration.

This example shows how you can take some of the work out of generating test data.
However, a little caution is also required here. The more freedom you give the AI tool,
the more it can interpret. It was simply a matter of luck that the date of registration was
before the date of the last order. The AI tool could also have reversed the date values
here without any further specifications. This isn�t a major problem for the list, but it
can quickly become an issue for further work with the data, especially when it comes to
validation routines.

In a case like this, you should also consider the number of data records that are gener-
ated. With a low number like 10, ChatGPT works reliably and error free. The more data
records you request, the greater the risk that duplicates will creep in (which you can ex-
clude via your prompt), or that the tool will refuse to work after a certain number of
data records and either abort in the middle of the data structure or output something
like �40 more data records may still follow here.� In this case, you can have the data re-
cords generated in smaller groups and merge them yourself.

5.2    AI-Supported Test Automation

If you work on a new feature for your application, there will come a time when you
need to check the functionality. A manual check is time consuming and prone to
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errors, especially if you consider that you also have to test at least parts of the rest of
the application, as errors may have crept in at other points as a result of the integration.
The automation potential for tasks such as checking the features of an application is
huge. This is precisely why the discipline of test automation exists. You can test your
application at various levels based on the test pyramid, which classifies the different
types of tests at different levels:

� Unit tests
The basis of the pyramid is formed by the unit tests. They check the smallest testable
units of an application in isolation. These units are usually functions or methods.
Unit tests are processed quickly, are easy to write, and are usually available in large
numbers.

� Integration tests
These tests form the middle level of the test pyramid. They test individual or several
modules or components. Integration tests are more complex and slower than unit
tests, but they also provide a higher degree of security as they test the interaction of
multiple components in your application. Typically, your application has signifi-
cantly fewer integration tests than unit tests.

� End-to-end tests
End-to-end tests (sometimes referred to as E2E tests) form the top of the pyramid.
They test features across the entire application, from the frontend to data manage-
ment. These tests are the most complex to create and the slowest to run, but they
provide the highest level of security. Compared to the other two levels, end-to-end
tests typically take up less room.

AI tools can support you at all levels of the test pyramid and relieve you of some of the
work involved in generating tests. In the remaining sections of this chapter, you�ll learn
about the different levels of the test pyramid and their characteristics using TypeScript
as an example. However, tests work similarly in other programming languages and
environments, so you can transfer your knowledge.

5.2.1    Creating AI-Supported Unit Tests

There are multiple testing frameworks for unit tests in JavaScript and TypeScript. One
of the most popular is Vitest, a testing framework that comes from the Vue.js ecosys-
tem, but is framework- and even platform-independent. That is why you can use the
testing framework both on the client side in the browser and on the server side using
Node.js. A major advantage of Vitest is that it doesn�t require any configuration at all in
simple cases. It automatically finds the tests based on their file name and executes
them.
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AI-Supported Unit Tests

The first step in the AI-supported generation of a unit test is a simple TypeScript func-
tion named add, which adds two integers and returns the result. The code for this func-
tion looks as follows:

export default function add(a: number, b: number): number {
  if (!Number.isSafeInteger(a) || !Number.isSafeInteger(b)) {
    throw new Error("Can only add integers");
  }
  return a + b;
}  

You can have ChatGPT generate a test for this function:

Prompt: Please write a Vitest unit test for the following function:

[code of the function]

Create only the test; the environment is already set up, and everything is installed.

import { describe, it, expect } from ’vitest’;
import add from ’./add’; // Adjust path to function add

describe(’add’, () => {
  it(’should add two integers correctly’, () => {
    expect(add(2, 3)).toBe(5);
    expect(add(-1, 1)).toBe(0);
    expect(add(0, 0)).toBe(0);
  });
  it(
    ’should throw an error if either argument is not a safe ’ +
    ’integer’, () => {
    expect(() => add(2.5, 3))
      .toThrow(’Can only add integers’);
    expect(() => add(2, 3.5))
      .toThrow(’Can only add integers’);
    expect(() => add(Number.MAX_SAFE_INTEGER + 1, 3))
      .toThrow(’Can only add integers’);
    expect(() => add(2, Number.MAX_SAFE_INTEGER + 1))
      .toThrow(’Can only add integers’);
  });

  it(
    ’should throw an error if any argument is not a number’, 
    () => {
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    expect(() => add(’2’, 3))
      .toThrow(’Can only add integers’);
    expect(() => add(2, ’3’))
      .toThrow(’Can only add integers’);
    expect(() => add(null, 3))
      .toThrow(’Can only add integers’);
    expect(() => add(2, undefined))
      .toThrow(’Can only add integers’);
  });
}); 

[explanation of the scenarios]

If you specify the entire source code in the prompt, as in this example, the AI tool can
cover all aspects of the functionality. The signature of the function contributes to this
because here you specify exactly which data types you expect, and which type you
return. The error handling within the function indicates additional limit and exception
cases that must also be covered by the tests. AI tools such as ChatGPT like to be a little
more detailed in their answers to such tasks and not only generate the requested test
but also provide tips on setup and execution. You can prevent this by specifying that
you�re only interested in the test and not in the environment or the installation.

The result produced by ChatGPT is impressive. Not only does the generated code con-
tain a simple test that adds the values 2 and 3, for example, and checks whether the cor-
rect result is returned, it contains a whole series of tests. What stands out positively
here is that the tests are grouped using describe, and the group has been given the
name of the function as a label. There are three tests within this group:

� Successful case
The test expects the function to be able to add two integers. The first test ensures
that two positive integers can be added, the second one adds a negative number, and
the third test ensures that 0 and 0 can also be added.

� Error case 1
The predefined implementation of the add function checks that both numbers are
safe integers, that is, integers that lie in a range in which TypeScript or the JavaScript
engine can calculate them correctly. The second test checks that calculating with
floating point numbers and numbers that are too large (Number.MAX_SAFE_INTEGER +
1) isn�t possible and leads to an exception.

� Error case 2
The third test goes even further and ensures that calling the add function with
invalid data types such as strings, null, or undefined leads to an error.

If successful, ChatGPT uses the toBe matcher to check whether the result matches the
expected value. The choice of this check function fits well, as it checks internally for
152 € 2025 by Rheinwerk Publishing Inc., Boston (MA)



5.2 AI-Supported Test Automation
strict equality and doesn�t allow type conversion. This function only causes difficulties
if reference types such as objects are involved, which isn�t the case here. The error cases
correctly cover the tests using the toThrow matcher, which you can use to check
whether a function throws an error.

Let�s now move on to the weaknesses of the generated tests. A major problem is that
the TypeScript compiler reports some errors in the tests when processing the code. The
third test, which calls the function with different types, isn�t possible in TypeScript
because the types aren�t compatible with the signature of the function when it�s called.
The prompt doesn�t mention anything about TypeScript and type-safe code, but this
should have been obvious when the function was analyzed.

You can address this problem by requiring ChatGPT to produce valid TypeScript code.
To do this, you can either adapt the original prompt or specify the request as shown
here:

Prompt: Make sure the tests are written in valid TypeScript. Keep the test if any argu-
ment isn�t a number, but fix it.

Sure, here is the corrected test suite in valid TypeScript:

(existing code ...)
  it(
    ’should throw an error if any argument is not a number’, 
    () => {
    expect(() => add(’2’ as any, 3))
      .toThrow(’Can only add integers’);
    expect(() => add(2, ’3’ as any))
      .toThrow(’Can only add integers’);
    expect(() => add(null as any, 3))
      .toThrow(’Can only add integers’);
    expect(() => add(2, undefined as any))
      .toThrow(’Can only add integers’);
  });
}); 

In this version: each invalid argument is explicitly cast to any to ensure the test case
runs as expected while maintaining TypeScript type checks for valid arguments.

To be on the safe side, you should specify in the prompt that the third test should be
retained in any case. This is unnecessary in a pure TypeScript environment, as you can�t
execute the function with an incorrect type. However, because TypeScript is only used
at compile time and not at runtime, the wrong data types may still be used depending
on the environment. The original two tests remain unchanged, as they were already
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written in valid TypeScript. To avoid the errors in the third test, ChatGPT uses Type-
Script�s type conversion and turns an invalid string data type into a number. Although
this adaptation isn�t elegant, it satisfies the TypeScript compiler.

Another point of criticism is that the tests don�t just have one assertion, but always
more than one. Although the tests always fit together thematically, there is often a
requirement that each test should only have one assertion. The reason for this is that a
test should only fail for one reason in order to facilitate troubleshooting. In this case,
it�s up to you to decide whether you would prefer to have fewer, thematically grouped
tests, or many, finely granular tests. You can also solve this issue by extending the
prompt and asking ChatGPT to create a separate test for each expectation:

Prompt: Please put every expectation in its own test. And keep the grouping by putting
the tests in their own sub-describe blocks.

Sure, here is the revised test suite with each expectation in its own test and grouped
using sub-describe blocks:

import { describe, it, expect } from ’vitest’;
import add from ’./add’; // Adjust path to function add

describe(’add’, () => {
  describe(’valid inputs’, () => {
    it(’should add 2 and 3 correctly’, () => {
      expect(add(2, 3)).toBe(5);
    });

    ... more tests ...
  });

  describe(’invalid safe integer inputs’, () => {
    ... more tests ...
  });

  describe(’invalid non-number inputs’, () => {
    ... more tests...
  });
}); 

[explanation of the code]

If you only prompt the first sentence, ChatGPT turns the original 3 tests into a total of
11 tests. The second sentence of the prompt ensures that the grouping gets maintained
and that you don�t lose the overview so quickly.
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In general, you�ll have to deal with the topic of testing, although tools such as ChatGPT,
Copilot, and the like can do a lot of work for you. You should familiarize yourself with
the structure and organization of tests and develop a basic knowledge of test patterns
and the architecture of tests. The more precisely you formulate your prompts, the
more likely the result will meet your expectations, and the code of the tests will remain
readable and maintainable in the long term.

However, the possibilities of AI don�t end with the formulation of tests; the tools can
also support you in test-driven development.

5.3    Test-Driven Development with AI

Test-driven development (TDD) is a cyclical process that is often described as a TDD
cycle. It consists of three phases: red, green, and refactor. The first step is a failed test, as
it occurs before the implementation. The red color stands for the failure of the test. You
then implement the program logic that ensures the test can run successfully. This
turns the test into green. In the final step, you have the opportunity to optimize your
code. You carry out refactoring in which the interface to the outside world remains the
same and nothing changes in terms of functionality. Chapter 4 looks at how AI can help
you with this and what strategies are available.

In TDD, you don�t start directly with the development. Instead, first think about the
requirements that your code unit, usually a function, should fulfill, and formulate
these in the form of one or more tests. Then, you implement the function. You proceed
in small steps, so-called baby steps, and implement the function step by step or, rather,
test by test.

In this chapter, we use two different AI tools for TDD, but in real life, you�ll rarely do
this. This example is rather intended to show how you can get help with the various
parts of the development process.

As a concrete example of TDD, we�re implementing a function for checking credit card
numbers. Such a number is made up of different parts: the first six digits identify the
issuing financial institution, while the subsequent digits form the cardholder�s account
number. The last digits, which are relevant for our example, form the check digit. This
is calculated using the Luhn algorithm.

Because we want the AI tool to do the work for us and not keep us unnecessarily busy,
we have two tools working together here: ChatGPT writes the test, and GitHub Copilot
takes care of the implementation.

5.3.1    Implementing the First Test

Tools like ChatGPT are very useful and usually try to give a comprehensive answer.
However, this is more of a hindrance for our current task. To prevent the tool from
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showing you how to set up your test environment, deliver all the tests and implemen-
tation, and run the tests, you need to make the prompt very clear:

Prompt: Assume the environment is already set up and everything is installed. Create a
test in vitest using TypeScript for a function called validateCreditCardNumber to vali-
date a given credit card number. Use TDD and baby steps as a strategy. Only write the
first test; no info on how to run the test is needed.

Sure, let�s start with the first step in Test-Driven Development (TDD): writing a test for
a nonexisting function validateCreditCardNumber.

Step 1: Write the First Test. We�ll write a test that checks if the validateCreditCard-
Number function exists and is callable. Let�s create a test file validateCreditCardNum-
ber.test.ts:

import { describe, it, expect } from ’vitest’;
import { 
  validateCreditCardNumber 
} from ’./validateCreditCardNumber’;

describe(’validateCreditCardNumber’, () => {
  it(’should be a function’, () => {
    expect(typeof validateCreditCardNumber).toBe(’function’);
  });
}); 

[Explanation of the code]

With this prompt, ChatGPT keeps the response concise and focused. The generated
code imports the functions required by Vitest as well as the implementation of the val-
idateCreditCardNumber function. The first test only checks whether there really is a
function behind this variable. If you save the code in a file named validateCreditCard-
Number.test.ts, as suggested by ChatGPT, and then run the test via npx vitest, you�ll
receive an error message indicating that the validateCreditCardNumber file doesn�t
exist. So, in the next step, you create the validateCreditCardNumber.ts file.

You can then instruct GitHub Copilot to generate the implementation for you. You can
achieve this with the following prompt, for example:

Prompt: Make the following test pass:

[code of the test]
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Sure! Here�s the code block you can use to make the test pass:

export function validateCreditCardNumber(
  cardNumber: string
): boolean {
  // Your implementation here
  return true;
} 

Running the test with this implementation returns a green result, so it�s time for the
next test.

GitHub Copilot has enhanced its capabilities to reference other files within a project. In
Visual Studio and Visual Studio Code, you can reference specific files in GitHub Copilot
Chat by using the # symbol followed by the file name. For example, to reference a file
named validateCreditCardNumber.ts, you would use #validateCreditCardNumber.ts.

Additionally, GitHub has introduced Copilot Workspace, a Copilot-native development
environment designed to assist developers with tasks ranging from brainstorming to
coding and testing. Copilot Workspace enables AI-assisted development within a
repository, allowing for programming tasks embedded in a larger context.

5.3.2    The Second Test

If the first test is still in the context window of the ChatGPT session, you can start from
the previous prompt and ask ChatGPT to implement the next test:

Prompt: Create the next test.

Step 2: Write the Next Test. We will now write a test to check if the validateCredit-
CardNumber function correctly validates a valid credit card number. Here�s an updated
version of validateCreditCardNumber.test.ts with the next test:

import { describe, it, expect } from ’vitest’;
import { 
  validateCreditCardNumber 
} from ’./validateCreditCardNumber’;

describe(’validateCreditCardNumber’, () => {
  (existing code)

  it(’should return true for a valid credit card number’, () => {
    // Example of a valid Visa card number
    const validCreditCardNumber = ’4111111111111111’; 
    expect(validateCreditCardNumber(validCreditCardNumber))
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      .toBe(true);
  });
}); 

[explanation of the code]

The second test already includes significantly more framework conditions. It transfers
a credit card number as a character string and expects the true value as the return
value. If you run the tests, you�ll find that both are already successfully executed with-
out changing the source code. The reason for this is that the function always returns
the true value. So, for now, no further changes to the code are necessary, but the next
test is due immediately.

5.3.3    The Third Test

Now, it�s ChatGPT�s turn again with the next test. Due to the existing context, this
prompt is also kept very simple:

Prompt: Create the next test.

Sure, let�s proceed by writing the next test for the validateCreditCardNumber function.
This test will check if the function correctly identifies an invalid credit card number.
Here�s an updated version of validateCreditCardNumber.test.ts with the next test:

import { describe, it, expect } from ’vitest’;
import { 
  validateCreditCardNumber
} from ’./validateCreditCardNumber’;

describe(’validateCreditCardNumber’, () => {
  (existing code)

  it(
    ’should return false for an invalid credit card number’, 
    () => {
    // Example of an invalid credit card number
    const invalidCreditCardNumber = ’1234567890123456’; 
    expect(validateCreditCardNumber(invalidCreditCardNumber))
      .toBe(false);
  });
}); 

[explanation of the code]
158 € 2025 by Rheinwerk Publishing Inc., Boston (MA)



5.3 Test-Driven Development with AI
This third test is a classic negative test. It allows you to test whether the function also
handles incorrect entries correctly. This also forces you to adapt the implementation of
the function so that the algorithm is correct. In the prompt, you pass the three tests to
GitHub Copilot and instruct it to change the code accordingly.

Prompt: Change the implementation, so that the following three tests pass:

[code of the test]

// Implementation of validateCreditCardNumber function
export function validateCreditCardNumber(
  cardNumber: string
): boolean {
  // Remove any non-digit characters from the card number
  const cleanedCardNumber = cardNumber.replace(/\D/g, "");

  // Check if the cleaned card number is empty or not
  if (cleanedCardNumber.length === 0) {
    return false;
  }

  // Use Luhn algorithm to validate the card number
  let sum = 0;
  let double = false;

  for (let i = cleanedCardNumber.length - 1; i >= 0; i--) {
    let digit = parseInt(cleanedCardNumber.charAt(i), 10);

    if (double) {
      digit *= 2;
      if (digit > 9) {
        digit -= 9;
      }
    }

    sum += digit;
    double = !double;
  }

  return sum % 10 === 0;
} 
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Copilot completed the task with flying colors and wrote the code in such a way that all
three tests could be passed successfully. The individual steps in the function are pro-
vided with descriptive comments so that you can easily follow the code.

The step from the empty function to the final implementation doesn�t correspond to
the idea of TDD. Further intermediate steps would have been advisable here. In this
case, you should have been much stricter in the design of the tests and also in the
prompting for Copilot and guided the AI tool better. Again, the following also applies
here: the more precisely you formulate your prompts, the better you can control the
result.

5.3.4    Generating Test Data

If you�re still skeptical as to whether the implementation really works, you can have
another test generated that checks a whole range of credit card numbers. For such a
mass test, you can use the it.each method to test a range of values and still keep your
code compact. The corresponding prompt could read as follows:

Prompt: Create 10 valid and 10 invalid credit card numbers, and use it.each to verify if
the validateCreditCardNumber function works correctly.

Sure, let�s enhance our tests using it.each to validate multiple credit card numbers at
once. We�ll create 10 valid and 10 invalid credit card numbers and use it.each to verify
if the validateCreditCardNumber function works correctly.

Here�s the updated validateCreditCardNumber.test.ts:

import { describe, it, expect } from ’vitest’;
import { 
  validateCreditCardNumber 
} from ’./validateCreditCardNumber’;

const validCreditCardNumbers = 
  [... validCreditCardNumbers ... ];

const invalidCreditCardNumbers = 
  [ ... invalidCreditCardNumbers ... ];

describe(’validateCreditCardNumber’, () => {
  it(’should be a function’, () => {
    expect(typeof validateCreditCardNumber).toBe(’function’);
  });

  it.each(validCreditCardNumbers)(
    ’should return true for a valid credit card number: %s’, 
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    (cardNumber) => {
    expect(validateCreditCardNumber(cardNumber)).toBe(true);
  });

  it.each(invalidCreditCardNumbers)(
    ’should return false for an invalid credit card 
     number: %s’, 
    (cardNumber) => {
    expect(validateCreditCardNumber(cardNumber)).toBe(false);
  });
}); 

[explanation of the code]

Due to the existing context, ChatGPT has understood this prompt as an improvement,
that is, refactoring of the existing tests. The implementation of validateCreditCardNum-
ber remains untouched, but the code of the tests changes in this case. Generally, refac-
toring of the tests is also permitted. In this example, you define two arrays, one with
valid credit card numbers and one with invalid ones.

The first test as to whether validateCreditCardNumber is a function remains unchanged.
For the valid and invalid credit card numbers, you use the it.each function to generate
a separate test for each value. The it.each function uses placeholders in the description
so that the respective value gets inserted in the output.

In the next section, you�ll learn how to deal with external dependencies in your tests
and how AI tools can help you with this.

5.4    Using Dependencies

Modern test frameworks provide the option of defining spies, stubs, and mocks, which
are all also called test doubles. You can think of this as a function whose calls you can
check (using the spy), whose behavior you can predefine (using the stub), or whose
interaction rules you can define and then check whether they have been adhered to at
the end of a test (using the mock). Spies and stubs in particular are very useful when it
comes to formulating unit tests. If you use callback functions, such as event handlers,
you can�t avoid using spy functions.

In the following sections, we�ll focus on the use of stubs to write unit tests for functions
that have additional dependencies. In a unit test, you focus on a specific unit of your
source code, usually a function or method. As soon as this works together with other
parts of your application, the situation becomes more complex. For one thing, the test
can no longer fail because of just one function, and for another, you potentially have to
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cover multiple flow paths, which means that there is a larger number of tests to be per-
formed.

To make the whole thing more concrete, we�ll assume a TypeScript class named Order-
Service in the following example. This has a placeOrder method that enables you to
save an order. When saving, your application enriches the order with additional infor-
mation and uses another class�the OrderRepository class�to persist the order. The
greatly simplified source code of these two classes can be found in the following code
example:

import { randomUUID } from "node:crypto";

type Item = {
  id: string;
  name: string;
  price: number;
  quantity: number;
};
type Order = {
  id: string;
  items: Item[];
  total: number;
  status: "new" | "pending" | "completed" | "cancelled";
  createdAt?: Date;
};

export class OrderRepository {
  async save(order: Order): Promise<Order> {
    return {
      ...order,
      id: randomUUID(),
      createdAt: new Date(),
    };
  }
}

export class OrderService {
  constructor(private orderRepository: OrderRepository) {}

  placeOrder(order: Order) {
    const total = order.items.reduce((acc, item) => {
      return acc + item.price * item.quantity;
    }, 0);

    const orderRecord: Order = {
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      ...order,
      total,
      status: "pending",
    };

    return this.orderRepository.save(orderRecord);
  }
}  

When it gets instantiated, OrderService receives an instance of the OrderRepository
class. If you call the placeOrder method with an Order object, the method enriches this
object with the total amount of the ordered parts and sets the status to pending. The
method then calls the save method of the OrderRepository object. This method in turn
assigns a unique ID to the order and sets the creation date.

The AI tool of our choice�in this case, ChatGPT�should generate a test for the pla-
ceOrder method and ensure that the save method of the OrderRepository isn�t called,
but rather is replaced by a stub method.

Prompt: Write a Vitest test for the placeOrder method, and replace the save method of
the OrderRepository with a stub.

[code of the example]

Here�s how you can write a test for the placeOrder method in your OrderService class
using Vitest. In this test, we�ll replace the save method of the OrderRepository with a
stub.

First, ensure that you have Vitest installed and set up in your project. Then, create a test
file, for example, OrderService.test.ts, and add the following code:

import { describe, it, expect, vi } from ’vitest’;
import { 
  OrderService, OrderRepository, Order, Item 
} from ’./path-to-your-order-service’;

describe(’OrderService’, () => {
  it(’should place an order and calculate the total’, 
    async () => {
    // Create a stub for the OrderRepository save method
    const saveStub = vi.fn().mockResolvedValue({
      id: ’stubbed-id’,
      items: [],
      total: 100,
      status: ’pending’,
      createdAt: new Date(),
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    });

    // Create a mock OrderRepository
    const orderRepository = new OrderRepository();
    orderRepository.save = saveStub;
    // Instantiate the OrderService with the mock 
    // OrderRepository
    const orderService = new OrderService(orderRepository);

    // Define a sample order
    const order: Order = {
      id: ’’,
      items: [
        { id: ’1’, name: ’item1’, price: 10, quantity: 5 },
        { id: ’2’, name: ’item2’, price: 20, quantity: 2 },
      ],
      total: 0,
      status: ’new’,
    };

    // Place the order
    const result = await orderService.placeOrder(order);

    // Assertions
    expect(saveStub).toHaveBeenCalledOnce();
    expect(saveStub).toHaveBeenCalledWith(
      expect.objectContaining({
        total: 90,
        status: ’pending’,
      }));
    expect(result).toEqual(expect.objectContaining({
      id: ’stubbed-id’,
      total: 90,
      status: ’pending’,
    }));
  });
}); 

[explanation of the test]

The test first prepares the environment as required by creating a stub for the save
method. It then creates a new OrderRepository, inserts the stub there, and generates a
new instance of OrderService. The most important part of the test is the call of the
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placeOrder method. To do this, the test defines an order object that represents the order
and passes it when the method is called. The test concludes with the following checks:

� Has the saveStub been called exactly once?

� Was the saveStub called with the correct object?

� Is the return value of the placeOrder method correct?

The test looks good so far, and you can integrate and execute it directly in your applica-
tion. However, you�ll then see a significant problem because the test fails when check-
ing the return value of the placeOrder method. The reason for this is that the stub
function returns the value 100, for example, and not 90 as required. The items and cre-
atedAt properties are also missing.

You can solve this problem by copying the error message to the next prompt. In this
case, ChatGPT revises the answer and provides you with a functioning test.

Prompt: I got this error, please fix the test:

AssertionError: expected { id: ’stubbed-id’, 
                           items: [], ...(3) } 
                to deeply equal ObjectContaining{...}
- Expected
+ Received

- ObjectContaining {
+ Object {
+   "createdAt": 2024-07-21T14:18:23.915Z,
    "id": "stubbed-id",
+   "items": Array [],
    "status": "pending",
-   "total": 90,
+   "total": 100,
  }
 > src/order.service.test.ts:49:20
     47|       })
     48|     );
     49|     expect(result).toEqual(
       |                    ^
     50|       expect.objectContaining({
     51|         id: "stubbed-id" 

The error indicates a mismatch between the expected and received objects in the
assertion. Specifically, the total value and createdAt field are different. Let�s update the
test to correctly handle these discrepancies. Here is the updated test code:
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import { describe, it, expect, vi } from ’vitest’;
import { 
  OrderService, OrderRepository, Order, Item 
} from ’./path-to-your-order-service’;
describe(’OrderService’, () => {
  it(’should place an order and calculate the total’, 
    async () => {
    // Create a stub for the OrderRepository save method
    const saveStub = vi.fn()
      .mockImplementation(async (order: Order) => ({
        ...order,
        id: ’stubbed-id’,
        createdAt: new Date(),
      }));

    // Create a mock OrderRepository
    const orderRepository = new OrderRepository();
    orderRepository.save = saveStub;

    // Instantiate the OrderService with the mock OrderRepository
    const orderService = new OrderService(orderRepository);

    // Define a sample order
    const order: Order = {
      id: ’’,
      items: [
        { id: ’1’, name: ’item1’, price: 10, quantity: 5 },
        { id: ’2’, name: ’item2’, price: 20, quantity: 2 },
      ],
      total: 0,
      status: ’new’,
    };

    // Place the order
    const result = await orderService.placeOrder(order);

    // Assertions
    expect(saveStub).toHaveBeenCalledOnce();
    expect(saveStub).toHaveBeenCalledWith(expect
      .objectContaining({
        total: 90,
        status: ’pending’,
      }));
166 € 2025 by Rheinwerk Publishing Inc., Boston (MA)



5.5 Optimizing Tests
    expect(result.id).toBe(’stubbed-id’);
    expect(result.total).toBe(90);
    expect(result.status).toBe(’pending’);
    expect(result.items).toEqual(order.items);
    expect(result.createdAt).toBeInstanceOf(Date);
  });
}); 

In this updated test:

1. The saveStub now uses mockImplementation to return the order object with the id
and createdAt fields added, simulating the actual save operation more closely.

2. The assertions are broken down to individually check each field, making the test
clearer and avoiding deep equality checks that might fail due to differences in
other fields (like createdAt).

ChatGPT has tackled precisely the two critical points when adapting the source code.
The stub implementation is now based on the transferred object and only adds two
properties. When checking the return value, the test now proceeds property by prop-
erty so that no more errors can occur here either. If you integrate this test into your
environment, it will run without an error message.

5.5    Optimizing Tests

AI tools can help you not only implement tests but also improve them. You�ve already
seen an example of this when it came to implementing a whole series of tests for an
array of values. But the possibilities don�t end there. In the following sections, we take
a look at two additional use cases: the improvement of existing tests and the imple-
mentation of missing tests.

5.5.1    Optimizing Test Code

When implementing tests, it occasionally happens that the tests correctly check the
desired functionality and thus fulfill their purpose, but aren�t optimally implemented.
In general, the same rules apply to tests as to all other code: They should meet the qual-
ity criteria of the project. AI tools can make your work easier here by improving the
code of your tests. However, this doesn�t mean that you no longer need to pay atten-
tion to the quality of your source code. Rather, in this case, AI is an indicator of where
there is still room for improvement.

The UserService TypeScript class serves as an example here. It manages an array of user
objects and can add, read, and delete them. The implementation reads as follows:
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export type User = {
  id: number;
  name: string;
};

export class UserService {
  private users: User[];

  constructor() {
    this.users = [];
  }
  addUser(user: User): User {
    this.users.push(user);
    return user;
  }
  getUserById(id: number): User | undefined {
    return this.users.find(user => user.id === id);
  }
  deleteUserById(id: number): User | null {
    const index = this.users.findIndex(user => user.id === id);
    if (index !== -1) {
      return this.users.splice(index, 1)[0] || null;
    }
    return null;
  }
}  

For this class, you can write a series of tests like the following:

import { expect, it } from ’vitest’;
import { UserService } from ’./UserService’;
import type { User } from ’./UserService’;

it(’addUser should add a user to the list’, () => {
  const userService = new UserService();
  const user: User = { id: 1, name: ’Alice’ };
  userService.addUser(user);
  expect(userService[’users’]).toContain(user);
});

it(’getUserById should return the correct user’, () => {
  const userService = new UserService();
  const user1: User = { id: 1, name: ’Alice’ };
  const user2: User = { id: 2, name: ’Bob’ };
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  userService.addUser(user1);
  userService.addUser(user2);
  expect(userService.getUserById(1)).toBe(user1);
  expect(userService.getUserById(2)).toBe(user2);
});

it(’getUserById should return undefined for non-existing user’, () => {
  const userService = new UserService();
  expect(userService.getUserById(99)).toBeUndefined();
});

it(’deleteUserById should delete the correct user’, () => {
  const userService = new UserService();
  const user1: User = { id: 1, name: ’Alice’ };
  const user2: User = { id: 2, name: ’Bob’ };
  userService.addUser(user1);
  userService.addUser(user2);
  userService.deleteUserById(1);
  expect(userService[’users’]).not.toContain(user1);
  expect(userService[’users’]).toContain(user2);
});

it(’deleteUserById should return null for non-existing user’, () => {
  const userService = new UserService();
  expect(userService.deleteUserById(99)).toBeNull();
});  

These tests cover all three cases, that is, adding, reading, and deleting. Nevertheless, the
tests provide potential for improvement:

� Duplicates with objects
There are several instances of the UserService class and the user objects.

� No use of setup and teardown routines
The environment can be initialized before the tests and cleaned up after the tests.

� No clean structure
The test code is not organized, making it difficult to understand, maintain, and
extend.

You can easily solve the problem with an adequate prompt. Here, the same principle
applies that the more precisely you specify what you expect, the better the result will
be. For example, you can indicate that you expect a clean structure, that duplicates in
the code should be eliminated as much as possible, and that the best practices of clean
code should generally be followed.
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Prompt: Could you please optimize the following Vitest test that is written in Type-
Script? Introduce a clean structure for the tests, eliminate duplicates, and use the clean
code principles.

[code of the tests]

To optimize the given tests, we can introduce a common setup function, use a consis-
tent naming convention, and remove duplicate code. Additionally, we can make sure
that each test is focused on a single behavior. Here�s the refactored code:

import { expect, it, describe, beforeEach } from ’vitest’;
import { UserService } from ’./userService’;
import type { User } from ’./userService’; 

describe(’UserService’, () => {
  let userService: UserService;
  let user1: User;
  let user2: User;

  beforeEach(() => {
    userService = new UserService();
    user1 = { id: 1, name: ’Alice’ };
    user2 = { id: 2, name: ’Bob’ };
  });

  it(’should add a user to the list’, () => {
    userService.addUser(user1);
    expect(userService[’users’]).toContain(user1);
  });

  it(’should return the correct user by ID’, () => {
    userService.addUser(user1);
    userService.addUser(user2);
    expect(userService.getUserById(1)).toBe(user1);
    expect(userService.getUserById(2)).toBe(user2);
  });

  it(’should return undefined for non-existing user 
      by ID’, () => {
    expect(userService.getUserById(99)).toBeUndefined();
  });

  it(’should delete the correct user by ID’, () => {
    userService.addUser(user1);
    userService.addUser(user2);
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    userService.deleteUserById(1);
    expect(userService[’users’]).not.toContain(user1);
    expect(userService[’users’]).toContain(user2);
  });

  it(’should return null when deleting a non-existing user 
      by ID’, () => {
    expect(userService.deleteUserById(99)).toBeNull();
  });
}); 

[explanation of the code]

The revised tests are of significantly better quality. They are contained in a describe
block that defines a context for the tests. The userService, user1, and user2 variables are
reused by the tests, and the setup routine in the beforeEach function ensures that the
service and the user objects are instantiated correctly. This means that each test has a
clean environment, and dependencies between the tests are eliminated.

Nevertheless, there is one small point of criticism. In the tests for getUserById and dele-
teUserById, the addUser method is used to write data to the service. If this method is
incorrect, the other tests will also fail, whereas a test should generally only fail for one
reason. A more elegant option here would be to write the information directly to the
service or to transfer the data during initialization.

5.5.2    Writing Missing Tests

When developing your application, you should try to validate the entire code using
automated tests. However, in some cases, this isn�t possible or is too time consuming.
Then, you should at least check the critical points. One tool that is very useful here is
the coverage report. During test execution, it measures which lines, statements, and
branches in the source code are checked by the tests. In general, coverage of 80% is the
target value. If your work is test-driven, this value can reach up to 100%.

Most modern testing frameworks support coverage reports out of the box or as exten-
sions. With Vitest, the framework we�re using in this chapter, you can choose between
the V8 and the Istanbul reporter, with the former being the default. To generate a
report, you need to install the extension using the npm install -D @vitest/coverage-v8
command and then run your tests by entering the vitest run --coverage command.
Vitest then generates the coverage report in a series of HTML files that you can view in
your browser.

As a concrete example, we use the UserService class from the previous example again,
but with a slightly reduced range of functions. The class now only has the addUser and
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getUserById methods. Of the two methods, only the addUser method is covered by a
test. Figure 5.1 shows the coverage report for the file.

Figure 5.1  Coverage Report for the UserService Class

You can now transfer the HTML code of the report to ChatGPT, for example, and have
the missing tests generated.

Prompt: Please generate the missing tests in Vitest using TypeScript for the following
coverage report:

[code of the coverage report]

Here are the already existing tests, please extend them:

[code of the existing tests]

Here is the extended test suite for the UserService class, covering the getUserById
method, which is not currently tested.

import { expect, it, describe, beforeEach } from "vitest";
import { UserService } from "./UserService";
import type { User } from "./UserService";
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describe("UserService", () => {
  let userService: UserService;
  let user1: User;
  let user2: User;

  beforeEach(() => {
    userService = new UserService();
    user1 = { id: 1, name: "Alice" };
    user2 = { id: 2, name: "Bob" };
  });

  it("should add a user to the list", () => {
    userService.addUser(user1);
    expect(userService["users"]).toContain(user1);
  });

  it("should return a user by ID", () => {
    userService.addUser(user1);
    const result = userService.getUserById(1);
    expect(result).toEqual(user1);
  });

  it("should return undefined if user ID does not exist", () => {
    userService.addUser(user1);
    const result = userService.getUserById(2);
    expect(result).toBeUndefined();
  });

  it("should handle multiple users correctly", () => {
    userService.addUser(user1);
    userService.addUser(user2);
    const result1 = userService.getUserById(1);
    const result2 = userService.getUserById(2);
    expect(result1).toEqual(user1);
    expect(result2).toEqual(user2);
  });
}); 

The AI tool has correctly recognized from the coverage report that the getUserById
method isn�t sufficiently tested and has generated a total of three additional tests for
this method. The basis for the generated tests is the existing test file, into which the
new tests are seamlessly embedded. The new tests don�t just call the getUserById
method, but they also check whether it�s possible to read out a user, what happens if
the requested object doesn�t exist, and whether it�s possible to read out several users.
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In this case, the AI tool makes it much easier for us to generate the tests. If, as in this
example, you pass additional context in the form of existing tests, the result will be
even better, and you can transfer the generated code directly into your application
without making any changes.

5.6    End-to-End Tests

Theoretically, testing frameworks such as Vitest enable you to cover all levels of the test
pyramid. This class of frameworks is best suited for the formulation of unit and inte-
gration tests. There are separate frameworks for end-to-end tests, such as Selenium,
Cypress, or Playwright, which have specialized in making the implementation of end-
to-end tests as convenient as possible for you.

In the following sections, you�ll learn how to use Playwright to generate an end-to-end
test for a simple login form. The form has an input field for the username and one for
the password. There is also a button for sending the form. The form is transmitted via a
JavaScript function. Upon successful login, users are redirected to the /list path. The
HTML code of the form reads as follows:

<!DOCTYPE html>
<html lang="en">
  <head>
    <meta charset="UTF-8" />
    <meta
      name="viewport"
      content="width=device-width, initial-scale=1.0"
    />
    <title>Login Form</title>
  </head>
  <body>
    <div class="login-container">
      <h2>Login</h2>
      <form id="loginForm">
        <input
          type="text"
          id="username"
          name="username"
          placeholder="Username"
          required
        />
        <input
          type="password"
          id="password"
          name="password"
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          placeholder="Password"
          required
        />
        <button type="submit">Login</button>
      </form>
    </div>
  </body>
</html>  

We deliberately omit the styling and JavaScript here because the end-to-end test is a
classic black box test that checks the functionality from the user�s perspective.

5.6.1    Generating an End-to-End Test

The prerequisite for your end-to-end test to work is an installation of Playwright, which
you can achieve via the npx init playwright@latest command. You can run the Play-
wright tests using the npx playwright test command. However, only sample tests are
available immediately after installation. But you can change this by asking ChatGPT to
generate a test for the login form for you.

For the test to work, the AI tool needs some information from you. You must provide
the HTML structure and specify the address via which the form can be accessed. You
must also specify which user name and password should be used and where you�ll be
redirected to after successful login. The corresponding prompt could look as follows:

Prompt: Create a Playwright test for the following HTML structure. Assume there is
JavaScript that handles the form submission. The form can be found at http://local-
host:3000/login. Use �admin� as username and �test� as password. After the success-
ful login, the user will be redirected to http://localhost:3000/list.

[HTML form code]

Here is a Playwright test for the provided HTML structure. This test script will fill in the
username and password fields with �admin� and �test� respectively, submit the form,
and check if the user is redirected to http://localhost:3000/list.

First, make sure you have Playwright installed. If not, you can install it using:

npm install @playwright/test 

Next, create a test file (e.g., login.test.js) and add the following code:

// @playwright/test module
import { test, expect } from "@playwright/test";

test("login test", async ({ page }) => {
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  // Go to the login page
  await page.goto("http://localhost:3000/login");

  // Fill in the username
  await page.fill("#username", "admin");

  // Fill in the password
  await page.fill("#password", "test");

  // Click the login button
  await page.click(’button[type="submit"]’);

  // Check if the the redirected URL is the list page
  await page.waitForURL("http://localhost:3000/list");

  // Check that the new URL is the list page
  expect(page.url()).toBe("http://localhost:3000/list");
}); 

[explanation of the code]

Create a new file named login.test.js in the test directory of your application, and
then run the test command as suggested in the response to the prompt. If the test runs
successfully, it checks your login process. ChatGPT has also provided the individual
lines with comments so you can easily follow the steps. You can find out even more
about what the individual commands mean in the following explanation.

One limitation that you have to live with, at least with LLMs such as ChatGPT, is that
you can�t cover an entire workflow in one step with an end-to-end test. The problem
here is that the AI tool can�t dynamically run through a workflow that consists of multi-
ple views. For this reason, you need to proceed step by step and then put the individual
parts together to form an overall workflow.

5.6.2    Creating a Page Object

Your tests will be even clearer if you work with page objects. A page object provides you
with speaking methods that enable you to interact with a page. The methods can have
both read and write access to the page and, for example, return a specific value for
checking or write values to a form field. This makes the test code even easier to read.

To use a page object in your end-to-end test, use the previous ChatGPT session, and
specify the following as the next prompt:
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Prompt: Could you include a page object in the test?

Certainly! Using the Page Object Model (POM) helps to organize and maintain your test
code more efficiently. Below is an example that includes a page object for the login
page and incorporates it into the test.

First, create a new file named LoginPage.js for the page object.

// LoginPage.js
export class LoginPage {
  /**
   * @param {import(’@playwright/test’).Page} page
   */
  constructor(page) {
    this.page = page;
    this.usernameInput = ’#username’;
    this.passwordInput = ’#password’;
    this.submitButton = ’button[type="submit"]’;
  }
  async goto() {
    await this.page.goto(’http://localhost:3000/login’);
  }
  async login(username, password) {
    await this.page.fill(this.usernameInput, username);
    await this.page.fill(this.passwordInput, password);
    await this.page.click(this.submitButton);
  }
} 

Next, update the test file to use this page object.

// login.test.js
import { test, expect } from ’@playwright/test’;
import { LoginPage } from ’./LoginPage’;

test(’login test’, async ({ page }) => {
  const loginPage = new LoginPage(page);

  // Navigate to the login page
  await loginPage.goto();

  // Perform the login action
  await loginPage.login(’admin’, ’test’);

  // Check if the the redirected URL is the list page
  await page.waitForURL("http://localhost:3000/list");
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  // Check that the new URL is the list page
  expect(page.url()).toBe(’http://localhost:3000/list’);
}); 

[explanation of the code]

If it�s purely a question of the number of lines, you�ve gained nothing by using the page
object. The three lines that are lost by filling out the form are lost again by importing,
instantiating the page object, and calling the methods. In a larger test, however, the
code is usually much more compact and readable. You can also reuse the page objects
between different end-to-end tests and gain from this. For example, if you swap out the
login process to such a page object, you can use it in every end-to-end test in which you
have to log in.

5.7    Conclusion

The big problem with test automation is that it takes place in the background and,
unlike actual feature development, isn�t visible in the product. For this reason, the
automated testing of an application is often neglected. Using AI tools such as ChatGPT
or GitHub Copilot, you can have a lot of work done for you and thus become signifi-
cantly faster in the implementation of tests. The tools can also help you refactor tests
to optimize them.

If you have no experience in formulating tests, AI will help you take the first steps. In
addition to the generated code, you�ll also receive explanations of the purpose of the
individual parts of a test. If you�ve already implemented tests and have experience with
the tools, architectures, and design patterns, you can incorporate these into your
prompts, which will have a positive impact on the result. No matter how much experi-
ence you already have, you save a lot of development time compared to writing the
tests manually.
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Chapter 6 
Documenting Software

Documentation is an indispensable but often unloved part of software development.
The documentation of an application can be divided into the following different levels.
It differs in its target audience and its proximity to the source code.

� User manual
This type of documentation is intended for the end users and support staff of the
software and is therefore also relatively far removed from the source code of the
application. A user manual is used to explain the features of the application, de-
scribe how the application can be installed if necessary, what problems frequently
occur, and how they can be solved.

� Technical specification
The technical specification is aimed at developers, architects, and technical project
managers. It has no direct reference to the code, but describes the architecture, com-
ponents, and interfaces of the project. Data models, algorithms, and technologies
used in the application are also included. The specification provides a good overview
of the application and the interrelationships in the project.

� API documentation
The application programming interface (API) documentation depends on the type
of software you create. If you work on a library, this documentation usually de-
scribes the public functions developers use when integrating the library. In the case
of a web service, the API documentation describes the interfaces your service makes
available to the outside world. The API documentation is always intended for devel-
opers who want to connect to your software and is therefore directly related to a part
of your source code.

� Class and function documentation
This type of documentation is a direct component of your source code and is aimed
at developers who work directly with the code base and extend and maintain it. In
the case of classes, the comments describe the purpose and everything worth know-
ing about the class. Function documentation describes the purpose of a function,
the parameters, and the return value, as well as relevant implementation details.

� Inline comments
Inline comments have the most direct reference to the source code of all documen-
tation variants; they are embedded in the code, either as separate lines or even as
part of a program line. They are used to provide developers with direct information
about the code.
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In this chapter, we focus on the documentation types with a direct reference to the
source code, that is, API documentation, class and function documentation, and inline
comments. These types of documentation are mainly used to communicate informa-
tion between members of the development team. Opinions differ widely as to which
parts of the source code should be documented and how.

The different camps range from �every block in the code must be documented� to �my
code is self-explanatory, so documentation is unnecessary.� We want to choose a prag-
matic middle way: all public interfaces that other developers have to deal with should
be documented. In addition, complex code passages should be provided with explana-
tory comments.

6.1    Challenges with Documentation

Documentation, like automated testing, isn�t necessarily a favorite discipline of devel-
opers. As with testing, there are also a number of challenges with documentation that
you can overcome with the help of AI support. These include the following:

� Time required
Good documentation takes time. In function documentation, for example, it�s not
enough to simply repeat the function name and list the names of the parameters. AI
tools can do the work for you here by generating the documentation for you.

� Continuous updating
There are few things worse than outdated documentation. Many developers rely on
the documentation in the code. If that isn�t up-to-date, avoidable errors can occur.
For this reason, you must also check the documentation every time you change the
code and adapt it if necessary. You can also outsource this task, at least in part, to the
AI tool.

� Consistency and accuracy
If different people work on the source code, inconsistencies can creep in. Everyone
has their own way of documenting; if it differs too much from that of others, it can
be distracting. With the right prompts and specific templates, an AI tool can ensure
that the documentation looks as if it has been cast from a single mold.

� Comprehensibility
The people who work with the source code must understand the documentation. It
should therefore be written in clear and precise language. Sometimes, complex con-
cepts need to be explained as clearly as possible. Another complicating factor is that
the documentation is usually written in English, but not everyone involved is a
native speaker. AI can provide support here, formulate the documentation, and help
with translation.
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6.2    Inline Documentation

Inline documentation includes all comments and documentation that are embedded
directly in the source code of an application. This type of documentation helps to make
the code easier to understand as you read it.

You should use inline comments if you want to explain individual sections of code.
They are mainly used for complex code sections that are difficult to understand. A typ-
ical example is a code passage that isn�t intuitive. If you�ve implemented a part of the
business logic in such a way that it works but doesn�t correspond to the code standard
of your application, you should comment on this. If you were to adapt the code accord-
ingly, the logic would no longer work as desired. To prevent you or another person
from making this change at a later date, you can leave a comment.

Like almost everything in software development, inline documentation has both
advantages and disadvantages. Depending on the context in which you use the docu-
mentation, these aspects come into play to a greater or lesser extent.

One advantage of inline documentation is that you can use it immediately and thus
explain complex code directly. The main disadvantages are the reduced readability of
the code and potential over-commenting.

As the disadvantages of inline documentation clearly outweigh the advantages, you
should use it sparingly and only in areas that truly require explanation. You should for-
mulate the remaining source code of your application in such a self-explanatory way
that no inline comments are required.

6.2.1    Sample Inline Documentation

As a concrete example of the useful insertion of inline comments, we use a function
that calculates the nth Fibonacci number. Without comments, the code of the function
reads as follows:

const fibonacci = (n: number): number => {
  if (n < 0) {
    throw new Error("n must be a non-negative number");
  }
  if (n === 0) return 0;
  if (n === 1) return 1;
  let a = 0;
  let b = 1;
  for (let i = 2; i <= n; i++) {
    const temp = a + b;
    a = b;
    b = temp;
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  }
  return b;
};  

The only indication of the function�s purpose is its name. Both the code and the abbre-
viated variable names don�t give away at first glance what the function is actually
supposed to do. So in the next step, we ask ChatGPT to insert explanatory inline com-
ments:

Prompt: Please add inline comments to the following function to explain what is hap-
pening.

[code of the function]

Sure, here is the function with inline comments explaining each step:

const fibonacci = (n: number): number => {
  // Check if the input is a negative number and throw an 
  // error if it is
  if (n < 0) {
    throw new Error("n must be a non-negative number");
  }

  // If n is 0, the Fibonacci number is 0
  if (n === 0) return 0;

  // If n is 1, the Fibonacci number is 1
  if (n === 1) return 1;

  // Initialize the first two Fibonacci numbers
  let a = 0;
  let b = 1;

  // Loop from 2 to n to calculate the nth Fibonacci number
  for (let i = 2; i <= n; i++) {
    // Calculate the next Fibonacci number
    const temp = a + b;
    // Update the previous two Fibonacci numbers
    a = b;
    b = temp;
  }

  // Return the nth Fibonacci number
  return b;
}; 
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These explanatory comments, which expound on the purpose of almost every line,
make the algorithm easy to understand. Lines that belong together and are explained
with a comment have also been combined here by the AI tool and separated from the
rest by a blank line. This type of documentation helps you create algorithms so that
they are explained directly in the code for other people or yourself in the future. How-
ever, you can also use this type of AI support if you need to maintain code that you�ve
taken over from other people. Before you laboriously work out the meaning of the code
yourself, you can have it explained to you in this way and include this explanation as
part of the code in the version control.

For a meaningful inline comment, the AI tool needs the source code you want to com-
ment on and an instruction on what exactly you want to achieve. In this case, the task
was clear, as the entire function was to be commented on step-by-step. However, you
can also have only individual comments inserted. Here is an example of the calculation
of a discounted price.

function calculateDiscount(price, discount) {
  const validDiscount = discount > 100 ? 100 : discount;
  
  const finalPrice = price - (price * (validDiscount / 100));

  return finalPrice;
}  

You can ask ChatGPT to explain to you what the line containing validDiscount is sup-
posed to do and also insert a comment.

Prompt: What does the line with validDiscount do? Please add an inline comment.

[code of the function]

The line with validDiscount is checking if the discount value is greater than 100. If it is,
it sets validDiscount to 100, effectively capping the discount at 100%. Otherwise, it
keeps the discount as is. This ensures that the discount doesn�t exceed 100%, which
wouldn�t make sense in a typical pricing scenario.

function calculateDiscount(price, discount) {
  // Ensure the discount does not exceed 100% 
  // by capping it at 100
  const validDiscount = discount > 100 ? 100 : discount;
  ...
} 

[more details]
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You�ll have to deal with such cases much more frequently than with commenting on
each individual line. In this case, however, you also need to give your AI tool more
information about what exactly you expect.

You should use inline documentation sparingly, as it doesn�t always improve the read-
ability of the source code. Function and class documentation is used much more fre-
quently.

6.3    Function and Class Documentation

In function and class documentation, you view functions or classes as a unit and
describe them. In both cases, you explain the purpose of the respective structure.

You use function and class documentation to give developers an overview of the struc-
ture. This documentation provides a compact description of all the important aspects
you need to know about the structure to use it effectively. The requirements for func-
tion and class documentation differ in detail.

The most important information you should generally provide includes the following:

� Brief description
Give a one-sentence explanation that captures the purpose of the structure and
mentions what you can do with it and why it exists.

� Detailed description
Add details in addition to the aspects of the brief description.

� Examples
You can specify how a function or class is to be used and add a short code example.

� Known errors or to-dos
If there are known restrictions, errors or things that still need to be done, the docu-
mentation block is a good place to document this.

For a class, you can also specify dependencies or information about the main author.

In the case of function documentation, in addition to the preceding information, you
also describe the parameters, the return value, and any exceptions the function can
throw.

There are standards for class and function documentation in the various programming
languages. In the case of TypeScript and JavaScript, this is JavaScript Documentation
(JSDoc).

6.3.1    Benefits and Drawbacks of Function and Class Documentation

Compared to inline documentation, function and class documentation provides better
context as it�s applied to an entire code block. This also makes it clearer and provides a
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good overview. However, good function and class documentation is time consuming
and carries the risk of quickly becoming outdated. This is exactly where AI tools can
help.

You�ll find this type of documentation much more frequently than inline documenta-
tion. Especially in areas where the source code is made available to other teams or proj-
ects in the form of libraries, there is no way around this type of documentation.
Developer manuals are also often generated automatically from the comment blocks.
To keep the effort to a minimum, often only the external interfaces are documented.
Many developers don�t provide any detailed documentation for internal or private
classes, methods, and functions.

6.3.2    Sample Function and Class Documentation

The Person TypeScript class serves as a concrete example of function and class docu-
mentation. Here, you can see not only how you can document a class but also what this
can look like for a function, as it makes hardly any difference whether you document a
function or a method of a class.

The source code of the class reads as follows:

class Person {
  private name: string;
  private age: number;
  
  constructor(name: string, age: number) {
    this.name = name;
    this.age = age;
  }
  
  greet(): string {
    return ‘Hello, my name is ${this.name} and 
            I am ${this.age} years old.‘;
  }
}  

With this source code, you can ask the AI tool of your choice, such as ChatGPT, to add
the documentation, which you can do via the following prompt:

Prompt: Please add the missing class and method documentation to the following
class:

[code of the class]

Here�s the Person class with added JSDoc comments for class and method documenta-
tion:
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/**
 * The ‘Person‘ class represents a person with a name and age.
 */
class Person {
  private name: string;
  private age: number;

  /**
   * Creates an instance of the ‘Person‘ class.
   * 
   * @param {string} name - The name of the person.
   * @param {number} age - The age of the person.
   */
  constructor(name: string, age: number) {
    this.name = name;
    this.age = age;
  }

  /**
   * Returns a greeting message including the person’s name and 
   * age.
   * 
   * @returns {string} A string containing the greeting 
   * message.
   */
  greet(): string {
    return ‘Hello, my name is ${this.name} and 
            I am ${this.age} years old.‘;
  }
} 

Summary of the documentation:

� Class Level: Describes the purpose of the Person class.

� Constructor: Documents the parameters required to create a Person object.

� Method: Describes the greet() method and its return value.

Even this simple example shows that you can save yourself a lot of work by letting the
AI tool create the class and function documentation for you. To ensure that prompts
like this work smoothly, you should make sure your code is cleanly structured. The
naming of parameters also helps AI generate the documentation. If you also use a type-
safe language such as TypeScript, you have the option of specifying the types of the
parameters and the return value. The more information you give the AI tool, the better
the result will be.
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6.4 API Documentation

As always when working with AI, you should at least skim the generated source code
and make sure that the comment blocks match the functions. However, AI tools such
as ChatGPT can also derive very well from the code and generate the documentation,
even if the code isn�t really cleanly written, as the following example of a binary search
shows:

function s(a, b) {
    let l = 0, r = arr.length - 1;
    while (l <= r) {
        const m = Math.floor((l + r) / 2);
        if (arr[m] === target) return m;
        if (arr[m] < target) l = m + 1;
        else r = m - 1;
    }
    return -1;
}  

You can use the following prompt to generate a comment block for the function:

Prompt: Could you please write a documentation for the following function:

[code of the function]

Certainly! Here�s a detailed documentation for the s function:

/**
 * Performs a binary search on a sorted array to find the index of a target 
element.
 *
 * ...more comments here... 

[explanation: more details]

Here, too, the AI tool has done a great job and created a very detailed commentary
block. It contains both a description of the parameters and the return value as well as
examples of use and a detailed description of the function. In addition, the tool has
added a note that the input array must be sorted; otherwise, the behavior is undefined.

6.4    API Documentation

The last level of documentation we want to introduce in this chapter is API documen-
tation and, specifically, the documentation of a web service�s REST API. When develop-
ing web applications, you usually have a natural break between frontend and backend.
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The endpoints of the backend provide read and write interfaces for the frontend. Front-
end and backend are often implemented by different teams, sometimes even by differ-
ent companies. For this reason, clear and proper communication is of great importance
at this point.

The OpenAPI Specification, also known under its former name, Swagger, is widely used
for documenting REST APIs. Depending on the platform used, you describe the inter-
faces of your application in a separate document in YAML Ain�t Markup Language
(YAML), JavaScript Object Notation (JSON), or directly in the code as a comment or
using a decorator.

6.4.1    Sample API Documentation

To create API documentation, we use an existing TypeScript application based on the
Express framework. There is an extension for Express available called swagger-ui-
express, which provides a graphical interface with the API documentation via a given
path. In our example, the extension reads its configuration from a Swagger file, which
is initially still empty, and makes the documentation available via the /api path.

The application has an endpoint, namely the /users path, which is used to deliver user
data in JSON format. The data originates from a UserService class and represents
instances of the User class. The code of the initial file of the application looks as follows:

import { readFileSync } from "node:fs";
import express from "express";
import swaggerUi from "swagger-ui-express";
import * as YAML from "yaml";
import UserService from "./user.service.js";

const app = express();

const yamlSpec = readFileSync("./swagger.yaml", "utf8");
const swaggerDocument = YAML.parse(yamlSpec);

app.use(
  "/api",
  swaggerUi.serve,
  swaggerUi.setup(swaggerDocument)
);

const userService = new UserService();
app.get("/users", (request, response) => {
  response.json(userService.getAll());
});
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6.4 API Documentation

app.listen(3000, () => {
  console.log("Server is running on port 3000");
});  

In this case, we use the GitHub Copilot extension for Visual Studio (VS Code) to gener-
ate the API documentation. When you open the swagger.yaml file in your development
environment, you can use the chat feature to issue the following prompt:

Prompt: Please create an API documentation for the express application in #file: 

index.ts using the user class in #file:user.ts. Please include example data.

Certainly! Here�s an example of how you can create an API documentation using Swag-
ger YAML in the swagger.yaml file:

openapi: 3.0.0
info:
  title: User API
  version: 1.0.0
servers:
  - url: http://localhost:3000
paths:
  /api/users:
    get:
      summary: Get all users
      responses:
        "200":
          description: OK
          content:
            application/json:
              schema:
                type: array
                items:
                  $ref: "#/components/schemas/User"
components:
  schemas:
    User:
      type: object
      properties:
        name:
          type: string
          example: John Doe
        email:
          type: string
          example: johndoe@example.com
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        password:
          type: string
          example: password123 

The context of API documentation is much more extensive than that of a simple func-
tion or class. The API is the entry point for client-server communication. The associated
source code comprises not just a single file, but usually multiple files. In the example,
these are the initial index.ts file and the user.ts file with the definition of the struc-
ture. You must make these files available to the AI tool to obtain a result that makes
sense.

Apart from one small error, Copilot delivers exactly the result we expect. You only need
to change the /api/users path to /users. Other than that, both the general information
and the documentation for the endpoint and the data structure with the required sam-
ple data are correct. If you apply the code and reload your application, you can access
the Swagger UI via http://localhost:3000/api and test your endpoint from there.

Figure 6.1  View of the Swagger UI
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6.5 Outdated Documentation

Click the Try it out button, and then Execute to send the request to the server and test
your endpoint. Due to the configuration, the graphical interface not only provides
information about the path and HTTP method but also about the structure of the
response and the associated sample data.

6.5    Outdated Documentation

There are few things worse than outdated documentation. If you�ve ever had the prob-
lem in an application that you couldn�t rely on the documentation (for example, the
comment block for a function), you�ll invest more time in research in future and, if in
doubt, take an additional look at the code. The implementation of an extension will
therefore take more time.

How does outdated documentation arise? Usually, this doesn�t happen because mali-
cious people want to lead others up the garden path, but mostly it�s due to time pres-
sure or because the documentation update task was simply forgotten. What remains,
however, is the loss of trust, and thus the documentation loses considerable value.

If you work on updating a function yourself, you can get help from AI tools and have
the documentation updated automatically. The fetchUserData function serves as an
example of such a workflow. It was originally implemented in such a way that you pass
it the ID of a user and a callback function. The function itself loads the data from a web
server and then calls the callback function. The function is now implemented as an
async function thanks to a modification. It only accepts the user�s ID and returns a
Promise object with the loaded user data. However, the function documentation still
refers to the old implementation. In the code it looks as follows:

/**
 * Fetches user data from the server using the Fetch API.
 *
 * This function sends a GET request to the server to retrieve 
 * user data based on the provided user ID. The response is 
 * expected to be in JSON format.
 *
 * @param {number} userId The ID of the user whose data 
 *                        is to be fetched.
 * @param {function} callback A callback function that will 
 *                            be called with the user data.
 *                            The callback should accept two 
 *                            parameters: an error (if any) or 
 *                            null if the request was successful 
 *                            and the user data.
 *
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 * @return {void}
 */
async function fetchUserData(userId: number) {
  const response = await fetch(‘/api/users/${userId}‘);
  if (!response.ok) {
    throw new Error(’Failed to fetch user data’);
  }
  return response.json();
}  

The description of the function is still correct, but the explanation of the parameters
and the return value is incorrect. To resolve this issue, you can, for example, use VS
Code�s GitHub Copilot integration again and submit the following prompt:

Prompt: Please update the documentation for the fetchUserData function.

/**
 * Fetches user data from the server.
 *
 * @param userId - The ID of the user to fetch data for.
 * @returns A promise that resolves to the user data.
 * @throws An error if the request fails.
 */
async function fetchUserData(userId: number) {
  const response = await fetch(‘/api/users/${userId}‘);
  if (!response.ok) {
    throw new Error("Failed to fetch user data");
  }
  return response.json();
} 

What is immediately noticeable here is that Copilot has intervened in the structure of
the commentary. The original, detailed description of the function has been removed,
and the parameter types have also been omitted. Overall, the result is correct, but some
information has been lost. This is a good example of how an AI tool with a prompt that
is too simple doesn�t necessarily improve the situation. You can modify the prompt so
that the result is more like the original variant. However, this is only worthwhile for
more extensive source code, as in this case, you would invest so much time in the
prompt that you might as well write the documentation yourself.

An alternative is to use another tool such as ChatGPT. The result looks different with
the same prompt:
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6.5 Outdated Documentation

Prompt: Please update the documentation for the following function:

[code of the function]

Here�s the updated documentation for the fetchUserData function:

/**
 * Fetches user data from the server using the Fetch API.
 *
 * This asynchronous function sends a GET request to the server 
 * to retrieve user data based on the provided user ID. The 
 * response is expected to be in JSON format and is returned as
 * a Promise that resolves to the user data.
 *
 * @param {number} userId - The ID of the user whose data is to 
 *                          be fetched.
 *
 * @throws {Error} Will throw an error if the network request 
 *                 fails or if the server returns a non-OK 
 *                 status.
 *
 * @returns {Promise<Object>} A Promise that resolves to the 
 *                            user data object when the request
 *                            is successful.
 *
 * @example
 * fetchUserData(1)
 *   .then(userData => console.log(userData))
 *   .catch(error => console.error(’Error fetching user data:’, 
 *                   error));
 */
async function fetchUserData(userId: number) {
  const response = await fetch(‘/api/users/${userId}‘);
  if (!response.ok) {
    throw new Error(’Failed to fetch user data’);
  }
  return response.json();
} 

[key updates: more details]

ChatGPT hasn�t deleted any information but rather has adapted the documentation of
the parameters and added an example of how to use the function. You�ll also receive a
list of the changes made, including the associated explanations.
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When using AI tools, you also have to weigh the convenience offered by a tool such as
GitHub Copilot, which allows you to modify the code directly in the development envi-
ronment, against the quality of another tool, which may require you to paste the
source code into another command prompt.

6.6    Conclusion

Documentation is an important part of software development, but it�s not as much fun
as writing production code for new features. For this reason, documentation is often
either not prepared or only to an inadequate extent. The situation becomes even worse
if the documentation hasn�t been updated when a change is made to the code, as this
can lead to a loss of trust among the developers involved. In these situations, you can
use AI tools to help you generate documentation and keep it up to date. With the differ-
ent types of documentation, you may need to adjust your prompts slightly and provide
the AI with sufficient context.

If you�re just starting to generate documentation, you should test different tools. The
various tools differ in the way they are used and also in the quality of the results. Select
the tool that best suits you, your application, and your workflow.

Changing Documentation Automatically

In Chapter 10, we look at the question of the extent to which it�s possible to automati-
cally add comments to an entire collection of files in a project or to switch the docu-
mentation from German to English. But let me say this first: the smaller the code files,
the better your results.
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Chapter 7 
Databases

Databases may seem an unusual topic for a book that deals with coding. But SQL is also
code, and AI tools are excellent at compiling SQL commands. In addition, AI is also a
great help in other areas, such as the design of databases or the administration of data-
base management systems (DBMSs).

In this chapter, we�ll use a wide range of examples to illustrate the use of AI tools in the
design or modification of databases, the composition of SQL commands, administra-
tion, and finally the development of client code.

DBMS-Specific Answers

Relational database management systems (RDBMSs), such as Microsoft SQL Server,
MySQL, Oracle, and PostgreSQL have many things in common, but they differ signifi-
cantly in the details. Unless you have a very basic question, you should always specify
in the prompt which DBMS your question relates to! Otherwise, you may receive
answers that don�t apply to your DBMS at all.

You�ll have the best experience with ChatGPT and others if there is a lot of training
material for your DBMS available on the internet. With relational systems, this applies
in particular to MySQL/MariaDB, PostgreSQL, SQLite, and SQL Server; with NoSQL prod-
ucts, the very popular programs MongoDB and Redis have an advantage.

7.1    Database Design

As we�re going to show you in the following examples, AI tools can save you a lot of
work when designing databases and formulating the necessary CREATE TABLE com-
mands. As is so often the case, the more precisely you formulate your wishes and the
more clearly you can assess which parts of the AI suggestions actually correspond to
your requests, the better the AI support will work. If you�re not satisfied, you can make
improvements through targeted prompts.
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7.1.1    Example: Database for an Online Store

Let�s assume you want to implement an online store. You pursue a dynamic pricing
policy; that is, you want to adjust product prices at any time. So, ask ChatGPT for an ini-
tial database design.

Prompt: I want to create a database for an online store. The prices of my products will
change frequently (sometimes daily). Can you help me with logical modeling?

Absolutely, I can help you design a logical model for your online store database. Given
that the prices of your products change frequently, we�ll need to ensure that the data-
base structure supports efficient updates and historical tracking of price changes.

Here�s a basic logical model for your online store database.

Entities and attributes:

� Users

� UserID (Primary Key)

� Username

� PasswordHash

� Email

� DateRegistered

� Categories

� CategoryID (Primary Key)

� CategoryName

� Description

� . . .

Relationships:

� Users can place multiple Orders.

� Each Order can have multiple OrderDetails.

� . . .

[many more details]

There is little to criticize about the database design suggested by ChatGPT. The organi-
zation of the data makes sense, and the number of entities is also reasonable for this
design phase. For further discussion of the database design, an entity relationship (ER)
diagram would be a good thing to have. Confident as ever, ChatGPT introduces the cor-
responding request with Sure, but then has to admit that it can�t draw diagrams. (We�re
very curious to see when AI tools will be able to do this.)

Prompt: Can you draw an ER diagram for the database?
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7.1 Database Design

Sure, I can describe how the ER diagram for this database would look. Given that I�m
unable to directly draw images, I�ll provide a detailed description of how you can create
the ER diagram. You can then use tools like draw.io, Lucidchart, or any ER diagram tool
of your choice to visualize it.

[many more details]

ChatGPT essentially repeats the output of the previous prompt and gives (a few) tips on
how this data could be visualized.

But you can outsmart ChatGPT with a trick! There are various tools on the internet for
drawing diagrams that expect statements similar to a programming language. This will
take ChatGPT back to its text model domain. (You might wonder why ChatGPT doesn�t
make such a suggestion of its own accord.)

So, ask ChatGPT to create code to draw the ER diagram with Mermaid. Mermaid (https://
mermaid.js.org) is a great JavaScript library for generating charts and diagrams:

Prompt: Can you provide code to draw an ER diagram with Mermaid?

Sure! Mermaid is a great tool for creating diagrams, including ER diagrams, with code.
Below is the Mermaid code to generate the ER diagram for your online store database:

erDiagram
    USERS {
        int UserID PK
        string Username
        string PasswordHash
        string Email
        date DateRegistered
    }
    ...
    USERS      ||--o{  ORDERS : "places"
    CATEGORIES ||--o{  PRODUCTS : "contains"
    PRODUCTS   ||--o{  PRODUCT_PRICES : "has"
    ORDERS     ||--o{  ORDER_DETAILS : "includes"
    PRODUCTS   ||--o{  ORDER_DETAILS : "part of" 

To use this code:

� Copy the Mermaid code above.

� Paste it into a Mermaid live editor.

� The diagram will be rendered automatically.

This Mermaid code defines the entities (tables), their attributes, primary keys (PK), and
foreign keys (FK), along with the relationships between them. The relationships are
depicted with the cardinalities: ||--o{ representing a one-to-many relationship.
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Figure 7.1  The Database Schema as a Mermaid Diagram

This approach works extremely well in a general sense; however, the visual design is
certainly open to debate. If required, you can use options to adapt colors, fonts, and
design themes to your wishes. If you�re not at all happy with Mermaid, you can alterna-
tively ask ChatGPT to formulate the code of the diagram in the syntax of PlantUML,
Graphviz, or TikZ.

From the perspective of database theory, ChatGPT can be criticized for not providing
an ER diagram at all, but rather a visual representation of the database schema. (An ER
diagram is only a preliminary stage. It contains fewer implementation details, for
example, no data types such as int or date. But �real� ER diagrams are much clearer.)

Let�s assume you�re basically satisfied with the design. The next step is to create the
database using CREATE-TABLE commands. At this point at the latest, you must decide on
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