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Preface

It is a pleasure to present an eclectic collection of papers on Big Data, Data Mining,
and Data Science within the Intelligent Computing (De Gruyter) book series. In an era
where data reigns supreme, harnessing its value has become necessary in research,
business, government, and military. The insights from analyzing large datasets have
revolutionized industries, driven innovation, and transformed how we understand
and interact with the world and technology ecosystems.

From a computing perspective in our data-rich world, Big Data, Data Mining, and
Data Science collectively leverage data to uncover hidden knowledge and solve complex
problems. Big Data deals with the vast volumes, velocity, and variety of structured and
unstructured data. Data Mining focuses on extracting meaningful patterns and insights
from large datasets for predictive modeling and decision support. Data Science aims to
extract actionable insights using various techniques to solve complex problems and
drive decision-making. These techniques are applied to diverse problems and domains,
such as the financial sector, healthcare, e-commerce, and cybersecurity.

The work presented in this book can be loosely categorized into two distinct
themes. The first theme is �methods and instrumentation,� where authors provide in-
sight into systematic methods, procedures, and techniques within a research or exper-
imental framework and the tooling to measure, observe, or manipulate variables of
interest. In this thematic collection, papers explore a range of topics such as hyper-
graph databases, automated determination of cluster numbers for high-dimensional big
data, centrality metrics for identifying dominant factors in datasets, machine learning-
based data preprocessing approaches, estimation of time-series outliers using multi-
objective optimization with non-stationary means, and the development of languages
for generating random data to facilitate random testing of hardware and software
applications.

The second theme is �applications and case studies,� where authors apply and im-
plement theories, techniques, methodologies, and technologies in specific contexts,
showcasing their practical relevance and effectiveness. In this thematic collection, pa-
pers explore a range of topics such as using high-volume dynamic ensemble-based
model computations in e-commerce, deploying explainable artificial intelligence (AI) to
explain an assessment analytics algorithm for free text exams, using graph neural net-
works (NN) and gene interaction data, applying recurrent neural network (RNN) mod-
els to examine the volatility in financial markets during a global pandemic, using skill-
centered qualification ontologies to support data mining of human resources in knowl-
edge-based enterprise process-representations, extracting information from vibration
sensor data using topological data analysis, leveraging generative AI (GenAI) and table
arrangement techniques to analyze newspaper stories for stock price insight, creat-
ing metadata schemas for data reservoirs, and exploring the discrimination capabili-
ties of a set of features for road surface classification.

https://doi.org/10.1515/9783111344553-202
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The book is mainly composed of selected papers that were accepted for the 2022
and 2023 International Conferences on Computational Science and Computational In-
telligence (CSCI: December, Las Vegas, USA) and the 2023 International Conference on
Data Science (CSCE/ICDATA: July, Las Vegas, USA).

Selected authors were given the opportunity to submit the extended versions of their
conference papers for publication consideration in this book. An important mission of
CSCI and CSCE annual conferences includes �Providing a unique platform for a diverse
community of constituents composed of scholars, researchers, developers, educators, and
practitioners. The Congress makes a concerted effort to reach out to participants affiliated
with diverse entities (such as universities, institutions, corporations, government agencies,
and research centers/labs) worldwide. The Congress also attempts to connect participants
from institutions that have teaching as their main mission with those who are affiliated
with institutions that have research as their main mission. The Congress uses a quota
system to achieve its institution and geography diversity objectives.� Since this book
comprises the extended versions of the accepted papers of CSCI and CSCE annual confer-
ences, it is no surprise that it has chapters from a highly qualified and diverse group of
authors.

Aside from recognizing the authors who provided their research contributions, we
are also grateful to the many colleagues who offered their time and effort in organizing
the CSCI and CSCE conferences. Their help was instrumental in the formation of this
book. The editorial committee members appear on the CSCI and CSCE�s websites. Finally,
we want to thank Steve Elliot (De Gruyter Editor) and Aleksandra �losarczyk (De Gruyter
Editorial Project Manager) for their continuous support throughout the development
and production of the book.

We hope our readers find as much value and gain insight from this book as we have.

George Dimitoglou, Ph.D.
Department of Computer Science & IT,
Hood College,
401 Rosemont Ave, Frederick, MD 21701, USA

Leonidas Deligiannidis, Ph.D.
School of Computing and Data Science,
Wentworth Institute of Technology,
550 Huntington Ave, Boston, MA 02115, USA

Hamid R. Arabnia, Ph.D.
University of Georgia,
415 GSRC, Computer Science,
Athens, GA 30602-7404, USA
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Koki Kyo

1 Identifying and estimating outliers in time
series with nonstationary mean through
multiobjective optimization method

Abstract: This study introduces a method for detecting and estimating outliers in non-
stationary time series data . We begin by reviewing a decomposition technique to sep-
arate time series into trend and stationary components with outliers. A multiobjective
optimization approach that combines the minimum ISU (index of symmetry and uni-
formity) and maximum likelihood AR modeling methods through a composite objec-
tive function is proposed. The method balances outlier detection and model selection.
We demonstrate its effectiveness by applying it to analyze monthly time series data
for index of industrial production in Japan from January 1975 to December 2019. Our
results highlight its robust performance in addressing anomalies and making in-
formed model selections, paving the way for future extensions to various domains.

Keywords: autoregression model, outliers in variables, identification and estimation
of outliers, moving linear model approach, multiobjective optimization

1.1 Introduction

Time series modeling methods have been widely applied across various research
fields, serving diverse purposes. These applications span from extracting seismic sig-
nals in earthquake data [7] to conducting thorough analyses of business cycles [10, 13].

In recent times, anomaly detection has become a crucial focus in various research
domains, placing particular emphasis on time series analysis [12]. Anomaly detection
within the scope of time series analysis entails the identification and estimation of
unexpected values or abrupt fluctuations within temporal data.

This paper delves into the overarching theme of anomaly detection, specifically
honing in on the task of identifying and estimating outliers within time series that
display a nonstationary mean. The main challenge arises in handling time series data
characterized by a nonstationary mean, a scenario in which conventional approaches
are typically tailored for stationary structures in time series.

Koki Kyo, Digital Transformation Center, Gifu Shotoku Gakuen University, 1-1 Takakuwanishi,
Yanaizu-cho, Gifu-shi, Gifu 501-6194, Japan, e-mail: kyo@gifu.shotoku.ac.jp
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To address this challenge, we utilize the moving linear model approach introduced
by Kyo and Kitagawa [9]. This approach enables the decomposition of the target time se-
ries into two distinct components: one that captures the nonstationary mean and another
that encapsulates the stationary term housing the outliers. Subsequently, we present a
novel method for identifying and estimating outliers within the stationary components.

Autoregression (AR) modeling emerges as a valuable approach for analyzing sta-
tionary time series data [2]. An AR model provides a linear framework for defining a
set of coefficients, making them amenable to straightforward estimation through least
squares fitting [6]. However, the presence of outliers within a time series can signifi-
cantly compromise the efficiency of the least squares fitting process. The impact of
outliers on parameter estimation has been extensively discussed in works by Pena
[11] and Fox [3].

To address the challenges posed by outliers, several novel outlier detection meth-
ods have been proposed, as exemplified by Vishwakarma et al. [14], and the referen-
ces therein. While these methods provide value, many of them are highly specialized
and may lack practical applicability.

In Kyo [8], we introduced an innovative approach for identifying and estimating
outliers within time series data. Our approach seamlessly integrates an autoregres-
sive (AR) modeling framework based on the maximum likelihood method, offering
several notable characteristics: (1) When combined with the constrained-remaining
component decomposition method proposed by Kyo and Kitagawa [9], this method
can also be applied to data with trends, thus expanding its range of applicability. (2)
The model structure adopted in our approach is straightforward and easily compre-
hensible, making it highly practical and applicable in real-world scenarios. (3) Differing
from many previous studies that treat outliers as concealed factors influencing vari-
able variances or errors through robust estimation, our approach offers a unique
perspective. We treat outliers as explicit parameters, simultaneously identifying
and estimating them alongside the model coefficients. This approach not only ena-
bles precise outlier localization within the time series but also provides insights
into their magnitudes, enhancing our understanding of the underlying time series
dynamics.

In many instances, outliers arise from sudden shocks, and their impact often per-
sists over a defined timeframe. The key characteristic of the AR modeling approach
lies in its ability to detect and estimate outliers based on the underlying mechanism
of periodic variations in time series data. After removing outliers, the time series re-
tains the structural patterns of these periodic variations. However, the approach pro-
posed by Kyo [8] employs the maximum likelihood method, and the likelihood
function may not always exhibit high sensitivity to outliers. Consequently, there are
cases when the AR modeling approach may not be highly efficient in identifying and
estimating outliers.

In other words, when employing the maximum likelihood of the AR modeling ap-
proach, accurately estimating outliers, even if detected through mutual influence, can
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be challenging. Therefore, relying solely on the maximum likelihood of the AR model-
ing approach may not be efficient for both identifying and estimating outliers. My
prior study in Kyo [8] revealed that the process of identifying and estimating outliers
required multiple iterations to achieve acceptable results.

Therefore, in this paper, to overcome the limitations of the maximum likelihood
of the AR modeling approach proposed by Kyo [8], we introduce a highly sensitive
indicator referred to as the index of symmetry and uniformity (ISU) for outlier detec-
tion and estimation. We then integrate the ISU with the likelihood for an AR model
and propose a multiobjective optimization method using negative log-likelihood and
the ISU as objective functions. This approach aims to enhance the efficiency of identi-
fying and estimating outliers while retaining the advantages of the maximum likeli-
hood of AR modeling approach.

The remainder of the chapter is structured as follows. In Section 1.2, we provide a
review of the constrained-remaining component decomposition method. In Section 1.3,
we offer a detailed review of the maximum likelihood of the AR modeling approach
for the identification and estimation of outliers. Section 1.4 presents a new proposal
for identifying and estimating outliers using a multiobjective optimization method. In
Section 1.5, we illustrate the performance of the proposed approach with an example.
Finally, in Section 1.6, we summarize the study.

1.2 First review

To commence, we will provide an overview of the constrained-remaining component
decomposition method introduced by Kyo and Kitagawa [9]. Let us consider a time
series denoted as zt comprising two unobserved components defined as follows:

zt = st + yt ðt = 1, 2, . . ., NÞ. (1:1)

Here, st and yt represent the constrained and remaining components, respectively, with t
and N corresponding to a specific time point and the length of the time series. The con-
strained component is presumed to be expressible as a local linear model of time t indi-
cating long-term variations in the time series zt, making it inherently smooth. In contrast,
the remaining component is derived as the residual after fitting the constrained compo-
nent to the time series, representing short-term variations. Additionally, no specific as-
sumptions are made about the remaining component yt, although it is assumed that the
time series yt is closer to being a stationary series than zt if there are no outliers in the
time series zt. Further details regarding the model in eq. (1.1) were provided by Kyo and
Kitagawa [9] and the definition of an outlier is elaborated later in this paper.

The moving linear model approach, developed by Kyo and Kitagawa [9], can be
employed to perform the constrained-remaining component decomposition. In this
approach, a critical parameter called the width of the time interval (WTI)is intro-
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duced. Proper determination of the WTI allows us to execute the decomposition out-
lined in eq. (1.1). In Kyo and Kitagawa [9], a likelihood function for the WTI was de-
rived, enabling the estimation of the WTI using the maximum likelihood method. As
mentioned earlier, with a properly determined WTI and in the presence of outliers in
the time series zt, a constrained component with high smoothness can be estimated,
and the remaining component is obtained as a stationary time series. However, the ex-
istence of outliers in the time series zt can cause the remaining component to become
nonstationary due to the influence of the outliers.

In Kyo [8], scenarios in which the time series zt contains outliers were considered,
and a significant portion of these outliers is located in the remaining component. This
allows us to estimate the constrained component with high smoothness and acquire
the remaining component containing the outliers. Consequently, the objective of this
study is to separate the outliers from the estimation of the remaining component and
isolate the stationary part of the remaining component. Subsequently, in the next sub-
section, we introduce an AR model for the time series of the remaining component
with outliers.

1.3 Second review

Let us review the maximum likelihood of the AR modeling approach for identifying
and estimating outliers proposed by Kyo [8].

1.3.1 Models

Consider the scenario where, as a result of the constrained-remaining component de-
composition, we have successfully estimated the constrained component with high
smoothness, and the remaining component yt is obtained as

yt = rt + et ðt = 1, 2, . . ., NÞ.

Here, rt represents a stationary time series, while et is a time series containing outliers.
In this context, we assume that the stationary time series rt follows an AR process:

rt =
Xp

i=1
�irt�i + �t ðt = 1, 2, . . ., NÞ. (1:2)

Here, p denotes the model order, �1, �2, . . ., �p are coefficients, and �t � N ð0, �2Þ repre-
sents the innovation, assumed to be independent and identically distributed. We con-
sider the coefficients �1, �2, . . ., �q and the error variance �2 as unknown parameters.

Furthermore, we assume that the values for almost all elements in the time series
e1, e2, . . ., eN are equal to zero, except for possibly k nonzero parameters, denoted as
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� = ð�1, �2, . . ., �kÞT . It is important to note that the key characteristics of stationarity
for the AR model in eq. (1.2) are as follows (as per Kitagawa [6]): (1) The variance �2 of
the innovation remains constant for t = 1, 2, . . ., N. (2) The absolute values of all partial
autocorrelation coefficients are less than 1.

1.3.2 Basic scheme

In this section, we introduce the basic scheme for the maximum likelihood of the AR
modeling approach. Several vectors and a matrix were defined as follows:

rð1Þð�Þ =

r1ð�Þ
r2ð�Þ

..

.

rNð�Þ

2

666664

3

777775
=

y1 � e1

y2 � e2

..

.

yN � eN

2

666664

3

777775
, � =

�1

�2

..

.

�p

2

666664

3

777775
, �ð1Þ =

�1

�2

..

.

�N

2

666664

3

777775
, (1:3)

Xð1Þð�Þ =

0 � � � � � � � � � 0

y1 � e1
. .

. ..
.

y2 � e2 y1 � e1
. .

. ..
.

..

.
y2 � e2

. .
. . .

. ..
.

..

. ..
. ..

. . .
.

0

..

. ..
. ..

. ..
.

y1 � e1

..

. ..
. ..

. ..
. ..

.

yN�1 � eN�1 yN�2 � eN�2 � � � � � � yN�p � eN�p

2

666666666666666666664

3

777777777777777777775

.

It is assumed that there are no outliers among the initial values y1�p, y2�p, . . ., y0 for the
time series yt, so the initial values e1�p, e2�p, . . ., e0 for the time series et are equal to
zero; i.e., frt = yt = 0; t = 1 � p, 2 � p, . . ., 0g. The model in eq. (1.2) is then expressed as

rð1Þð�Þ = Xð1Þð�Þ� + �ð1Þð�Þ.

Moreover, when the outliers �ð1Þð�Þ and model order p are given, then by adopting the
least squares method, the coefficients are estimated as:

b�ð1Þð�Þ = ðXð1ÞT
ð�ÞXð1Þð�ÞÞ�1Xð1ÞT

ð�Þrð1Þð�Þ,
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and the maximum likelihood estimate for �2 is given by

ðb�ð1ÞÞ2ð�Þ =
1
N

ðrð1Þð�Þ � Xð1Þð�Þb�ð1Þð�ÞÞT

× ðrð1Þð�Þ � Xð1Þð�Þb�ð1Þð�ÞÞ.

As a function of the outliers �, the maximum log-likelihood is expressed by:

LLð1Þð�Þ = �
N
2

ðlogð2�ðb�ð1ÞÞ2ð�ÞÞ + 1Þ.

These estimates are based on the vectors rð1Þð�Þ and matrix Xð1Þð�Þ, which are set in
the order of the observation data. Thus, this set of estimates is referred to as the esti-
mates in natural order (ENO).

However, these parameter estimation formulas may depend on the location of
the outliers in the time series et. Therefore, a vector and a matrix corresponding to
the vector rð1Þð�Þ and Xð1Þð�Þ are set in reversed order as

rð2Þð�Þ =

yN � eN

yN�1 � eN�1

..

.

y1 � e1

2

666664

3

777775
,

Xð2Þð�Þ =

0 � � � � � � � � � 0

yN � eN
. .

. ..
.

yN�1 � eN�1 yN � eN
. .

. ..
.

..

.
yN�1 � eN�1

. .
. . .

. ..
.

..

. ..
. ..

. . .
.

0

..

. ..
. ..

. ..
.

yN � eN

..

. ..
. ..

. ..
. ..

.

y2 � e2 y3 � e3 � � � � � � yp+1 � ep+1

2

666666666666666666664

3

777777777777777777775

.

Based on the reversibility of a stationary AR model, the model in eq. (1.2) can also be
expressed as:

rð2Þð�Þ = Xð2Þð�Þ� + �ð2Þð�Þ,

where �ð2Þð�Þ is the innovation vector corresponding to rð2Þð�Þ and Xð2Þð�Þ.
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Correspondingly, when the values of the outliers � are given, the estimates of the
coefficients are obtained as:

b�ð2Þð�Þ = ðXð2ÞT
ð�ÞXð2Þð�ÞÞ�1Xð2ÞT

ð�Þrð2Þð�Þ,

and the maximum likelihood estimate for �2 is given by

ðb�ð2ÞÞ2ð�Þ =
1
N

ðrð2Þð�Þ � Xð2Þð�Þb�ð2Þð�ÞÞT

× ðrð2Þð�Þ � Xð2Þð�Þb�ð2Þð�ÞÞ.

Finally, the maximum log-likelihood is calculated as

LLð2Þð�Þ = �
N
2

ðlogð2�ðb�ð2ÞÞ2ð�ÞÞ + 1Þ.

This set of estimates is referred to as the estimations in reversed order (ERO).
By adopting Bayesian model averaging (see Hoeting et al., [4]), the results ob-

tained using the ENO and ERO methods can be integrated as follows. First, the loga-
rithm for the mean likelihood is calculated as

LLð�Þ = log
1
2

ðexpðLLð1Þð�ÞÞ + expðLLð2Þð�ÞÞÞ
� �

. (1:4)

Therefore, the outliers � can be estimated by maximizing the value of LLð�Þ, with b�
denoting the estimate of � obtained by maximizing LLð�Þ in eq. (1.4).

Then, as a function of the model order p and the number of outliers k, the Akaike
information criterion (AIC) for the synthesized model is defined by (see Akaike, [1]):

AICðk, pÞ = � 2LLðb�Þ + 2ðp + k + 1Þ, (1:5)

and the synthesized estimates for the coefficients are obtained as:

b� = w1b�ð1Þðb�Þ + w2b�ð2Þðb�Þ

with w1 and w2 being weights that can be determined as ratios of the likelihoods:

w1 =
expðLLð1Þðb�ÞÞ

expðLLð1Þðb�ÞÞ + expðLLð2Þðb�ÞÞ
, w2 = 1 � w1.

Moreover, the parameters k and p can be estimated by minimizing the value of
AICðk, pÞ defined by eq. (1.5). Thus, all parameters can be estimated using maximum
likelihood method and minimum AIC method. However, for each element in the out-
lier vector, the above estimation process should be repeated on the condition that we
fix the other element, because the outliers may correlate with each other. Note that in

1 Identifying and estimating outliers in time series with nonstationary mean 9



the repetition of the estimation, the AIC should be calculated for the original time se-
ries of the remaining component.

1.3.3 Rule for determining the positions of outliers

A common challenge in detecting and estimating outliers is the complex nature of the
procedure, especially when the positions of the outliers are not known. Therefore, it
is crucial to have some indication of the potential positions of the outliers.

Let yt represent an observation from the random process Yt, and let rt be the real-
ized value for the random process Rt, with Yt = Rt + �t, assuming that �t is a potential
outlier. It is further assumed that EfRtg = 0 and EfYtg = �t. Moreover, assuming that
EfR2

t g = C > 0 and treating �t as a constant, EfY2
t g can be expressed as follows:

EfY2
t g = EfR2

t + 2Rt�t + �2
t g = C + �2

t .

This shows that EfY2
t g is proportional to �2

t . Moreover, when EfY2
t g is large, it is rela-

tively close to �2
t , suggesting that the absolute value of �t might be relatively large.

Additionally, when �t = 0, y2
t provides an unbiased estimation of Y2

t = R2
t .

In summary, we observe that y2
t is often proportional to �2

t with high probability.
If y2

t1
� y2

t2
� � � � � y2

tN
, one can reasonably infer that yt1 contains the largest outlier, yt2

contains the second largest outlier, and so on. In other words, when estimating k out-
liers, one can set the order in which to search for potential outlier positions as
t1, t2, . . ., tk . Then, the positions of outliers can be determined based on this order.

1.4 New proposal

1.4.1 Motivation

In the previous section, we explored the maximum likelihood of the AR modeling ap-
proach, a valuable tool for identifying and estimating outliers. However, it occasion-
ally encounters efficiency limitations. To address these constraints and enhance the
outlier detection process, this paper introduces a highly sensitive indicator known as
the ISU. We integrate the ISU with the negative log-likelihood (NLL) and propose a
multiobjective optimization method by employing both NLL and the ISU as objective
functions. The primary motivation behind this proposal is to improve the efficiency of
identifying and estimating outliers while preserving the advantages of the maximum
likelihood of the AR modeling approach.
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1.4.2 Defining index of symmetry and uniformity

The vector rð1Þð�Þ, as defined in eq. (1.3), can be regarded as a function of the potential
outliers �. For an element in rð1Þð�Þ, say rtð�Þ, if it satisfies the inequality:

rtð�Þ > 0,

then we call it a positive element, and when

rtð�Þ < 0,

we call it a negative element. Assume that the number of positive elements is N1 and
that of the negative elements is N2 with N1 + N2 = N. So, we can express the set of all
positive elements as

Rð+Þ = frð+Þ
1 ð�Þ, rð+Þ

2 ð�Þ, . . ., rð+Þ
N1

ð�Þg

and the set of all negative elements as

Rð�Þ = frð�Þ
1 ð�Þ, rð�Þ

2 ð�Þ, . . ., rð�Þ
N2

ð�Þg.

If rð1Þð�Þ were not influenced by the outliers, then the elements in the vector rð1Þð�Þ
would distribute symmetrically around zero and uniformly over time. This is referred
to as its symmetry and uniformity.

Here, we consider the variances for the positive elements and the negative ele-
ments as follows:

VarfRð+Þg =
1

N1

XN1

j=1
ðrð+Þ

j ð�Þ ��rð+Þð�ÞÞ2,

VarfRð�Þg =
1

N2

XN2

j=1
ðrð�Þ

j ð�Þ ��rð�Þð�ÞÞ2

with �rð+Þð�Þ and �rð�Þð�Þ being the averages of the positive elements and the negative
elements, respectively. Set a set of the absolute values of all elements in the vector
rð1Þð�Þ as

jRð�Þj = fjrtð�Þj; t = 1, 2, . . ., Ng,

let VarfjRð�Þjg and AvefjRð�Þjg respectively denote the variance and average for the
elements in the set jRð�Þj; then by definition, we have

VarfjRð�Þjg =
1

N1

XN

t=1
ðjjrtð�Þj � AvefjRð�ÞjgÞ2.
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The above equation can be derived as follows:

VarjRð�Þj =
N1

N
VarRð+Þ +

N2

N
VarRð�Þ

+
N1

N
ðAvejRð�Þj ��rð+Þð�ÞÞ2 +

N2

N
ðAvejRð�Þj +�rð�Þð�ÞÞ2. (1:6)

Note that the value of �rð�Þð�Þ is negative. It can be seen that the first two terms on the
right-hand side in eq. (1.6) measure the uniformity of the positive elements and the
negative elements, respectively, and the last two terms measure their symmetries.
That is, the values of the first two terms being large means that the elements are not
distributed uniformly, and the values of the last two terms being large indicates that
the symmetries of the positive elements and the negative elements are not so good.
Thus, VarfjRð�Þjg can be used as an indicator for symmetry and uniformity.

On the other hand, while our goal is to identify and estimate outliers, we also aim
to preserve the structure of the time series. In other words, we want to maximize the
variation of the time series rtð�Þ with outliers removed as much as possible. The vari-
ation of the time series rtð�Þ with outliers removed can be measured by its standard
deviation. Therefore, using the relative standard deviation (RSD) as an indicator of
the prominence of outliers, we consider:

RSDð�, kÞ =
������������������������
VarfjRð�Þjg

p
���������������������������
Varf rð1Þð�Þg

p ,

where

Varfrð1Þð�Þg =
1
N

XN

t=1
rtð�Þ2

represents the variance of the elements in the vector rð1Þð�Þ. Since the RSDð�, kÞ be-
comes smaller when the VarfjRð�Þjg decreases and Varf rð1Þð�Þg increases, minimiz-
ing the RSDð�, kÞ can serve as a measure of the prominence of outliers.

Furthermore, when using RSDð�, kÞ in conjunction with the log-likelihood, we can
refer to the logarithm of the RSD as the ISU and use it as one of the objective functions
for outlier detection:

ISUð�, kÞ = logðRSDð�, kÞÞ =
1
2

ðlogðVarfjRð�ÞjgÞ � logðVarf rð1Þð�ÞgÞÞ. (1:7)

By minimizing ISUð�, kÞ with respect to � and k, b� and bk can be obtained as estimates
for the outliers � and their number k. This method for identifying and estimating out-
liers is referred to as the minimum ISU method. It provides an efficient means to
achieve these goals while taking advantage of the maximum likelihood of the AR
modeling approach.
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1.4.3 Multiobjective optimization for outlier detection

In the preceding section, along with the maximum likelihood of the AR modeling ap-
proach, the minimum ISU method has been introduced as one of the outlier handling
methods. However, depending solely on the minimum ISU method may carry the risk
of compromising the original structure of the time series through outlier removal. For
example, the elimination of outliers might substantially alter periodic variations, a
concern particularly relevant in the analysis of economic cycles. This challenge moti-
vates the exploration of a multiobjective optimization approach, combining the AR
modeling method with the minimum ISU method.

Here, we introduce the following composite objective function:

f ð�j�Þ = ISUð�, bkÞ + � NLLð�Þ, (1:8)

by combining the negative log-likelihood NLLð�Þ = � LLð�Þ, with the log-likelihood
LLð�Þ defined in eq. (1.4), and ISUð�, bkÞ, defined in eq. (1.7). Here, � > 0 is a parameter
representing the relative weight of influence from NLLð�Þ compared to ISUð�, bkÞ.
Note that bk is the estimate of k obtained using the minimum ISU method in advance.
For a given value of �, we aim to minimize the objective functions ISUð�, bkÞ and
NLLð�Þ simultaneously by minimizing f ð�j�Þ with respect to �. Setting a higher value
for � enables the minimization of NLLð�Þ to be primarily driven by the search for
outliers, while reducing it places greater emphasis on ISUð�, bkÞ in the search for
outliers.

What needs to be emphasized is that the minimization of each function can only
be achieved numerically, making it challenging for theoretical considerations such as
Pareto optimization. Therefore, an empirical approach is employed, where the value
of � is set through trial and error to minimize the function f ð�j�Þ, and the values of
ISUð�, bkÞ and NLLð�Þ are computed. Results with both ISUð�, bkÞ and NLLð�Þ being rela-
tively small are considered.

A typical procedure for the proposed approach will be illustrated with an exam-
ple in the following section.

1.5 Illustrative example

For the illustrative example, we selected the analysis of the index of industrial pro-
duction (IIP) in Japan. The purpose of this example is to showcase the performance of
the proposed approach using the analysis results and to illustrate the typical proce-
dure involved in implementing the proposed approach.

The data for this analysis were obtained from the Japanese Cabinet Office web-
site [5]. These data represent a monthly time series spanning from January 1975
to December 2019, encompassing a total of N = 540 months.

1 Identifying and estimating outliers in time series with nonstationary mean 13



Figure 1.1 depicts a plot of the time series for log-IIP. It is important to note that
Figure 1.1 does not provide a unit for the vertical axis. This is because the time series
displayed in this figure is an index, and the absence of units applies to the subsequent
figures as well.

We transformed the data by taking the logarithm, which became our target for analy-
sis. The time series exhibited a significant decline around February 2009, which can
be attributed to the consequences of the financial crisis that occurred between 2007
and 2008.

For the decomposition of log-IIP, we applied the moving linear model approach
as proposed by Kyo and Kitagawa [9]. To determine the optimal value of WTI, we cal-
culated the log-likelihood over a range of WTI values from 3 to 72 using the model
described in eq. (1.1). Figure 1.2 presents the log-likelihood values plotted against the
corresponding WTI values. The WTI value of 57 was selected as it corresponded to the
highest log-likelihood.
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Figure 1.1: Time series for log-IIP in Japan (January 1975 to December 2019).
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Figure 1.2: Log-likelihood values versus the WTI values for the model in eq. (1.1).
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Figure 1.3 presents the results of the decomposition. In Figure 1.3(a), the time series of
the constrained component exhibits a smooth trend, while Figure 1.3(b) reveals that the
time series of the remaining component displays cyclical variations, suggesting the pres-
ence of business cycles in Japan. Notably, a substantial portion of the sharp decline ob-
served around February 2009 can be attributed to the remaining component. As a result,
terms stemming from this abrupt variation need to be identified and addressed as out-
liers, as they have the potential to disrupt the analysis of business cycles.

Now, we will demonstrate the procedure and results of anomaly detection and re-
moval within the remaining component. Initially, we set the number of potential out-
liers to 40 and used the minimum ISU method to estimate both the count k and their
respective positions, following the rule for determining the positions of outliers. As a
result, with bk = 29, we achieved the minimum ISU value of �0.5033, and the identified
outlier positions are 410, 411, 412, 409, 413, 414, 415, 416, 408, 435, 401, 312, 434, 398, 399,
400, 397, 433, 429, 311, 403, 432, 308, 310, 394, 396, 442, 436, and 402. Subsequent analy-
ses were based on these results.

Furthermore, building upon the aforementioned outcomes, we conducted the esti-
mation of outliers using the minimum ISU method. Figure 1.4(b) illustrates the time series
containing outliers, while the outlier-adjusted time series is displayed in Figure 1.4(a). It
is noticeable from Figure 1.4(b) that the outlier-adjusted time series exhibits a more uni-
form variation. However, it is also evident that the cyclical variations in the time series
at the locations where outliers were identified are less discernible.

(a) Constrained component
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Figure 1.3: Results of decomposition for log-IIP in Japan.
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Furthermore, based on the estimated number and locations of anomalies obtained
above, we determined the estimated order p of the AR model using the minimum AIC
method within the range of 1�45. As a result, the estimated value for p is bp = 40, with a
corresponding AIC value of � 3149.12.

Therefore, we performed the estimation of anomalies using the minimum AIC
method. Figure 1.5(b) depicts the time series containing outliers, while Figure 1.5(a) dis-
plays the outlier-adjusted time series. Observations from Figure 1.5(a) reveal the follow-
ing: in the areas where anomalies occur, there is a noticeable periodic variation in the
outlier-adjusted time series. Nevertheless, due to the incomplete removal of anomalies,
deep troughs are still present, causing an asymmetric fluctuation in the time series.
Subsequently, we calculated the values of the function f ðb�j�Þ for each � value. The val-
ues of � increased in 20 steps, with each increment being 5 × 10�6, starting from 1 × 10�5,
resulting in values such as �1 = 1 × 10�5, �2 = 1.5 × 10�5, . . ., �20 = 1.05 × 10�4. These calcu-
lations were performed with bk = 29, bp = 40, and the estimated positions of outliers. Addi-
tionally, we obtain the estimates b� of � corresponding to the minimum values of the
function f ð�j�Þ defined in eq. (1.8) for each � value, and computed the corresponding
values of ISU and NLL.

Figure 1.6(a) illustrates the variation of the function f ðb�j�Þ for each � value, and
Figure 1.6(b) shows scatter plots of ISU and NLL corresponding to each � value (num-
bers indicate the index of �). It�s important to note that the points located in the lower
left of Figure 1.6(b) represent the results for �6 and �14, which are relatively advanta-
geous from both the perspectives of the minimum ISU and the minimum NLL
(which agrees with the maximum likelihood) methods. Since these results are approxi-
mately the same, we presented the results corresponding to the relatively favorable
� = �6 = 3.5 × 10�5 in Figure 1.7. As evident from Figure 1.7, the results corresponding to

(a) Outlier�adjusted time series
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Figure 1.4: Results of the detection and estimation of outliers using minimum ISU method.
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� = 3.5 × 10�5 appear to be favorable from both the minimum ISU method and the mini-
mum NLL method perspectives.

For reference, we also showcased the results corresponding to an extreme case of
� = 1 × 10�2 in Figures 1.8. As can be seen from Figure 1.8, these results are akin to
those obtained using the minimum AIC method in Figure 1.6. In such case, a balance
is not achieved.

Taking into account the outcomes discussed above, that the proposed method
demonstrates exceptional performance is strongly indicated. The results, as show-
cased in Figures 1.7, underscore the method�s capacity to effectively identify the most
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Figure 1.5: Results of the detection and estimation of outliers using minimum AIC method.
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Figure 1.6: (a) Variation of f with respect to �; (b) Scatter plots between ISU and NLL.

1 Identifying and estimating outliers in time series with nonstationary mean 17



favorable � values, thus optimizing the balance between the minimum ISU and mini-
mum AIC approaches. This highlights the robustness of the proposed methodology in ad-
dressing anomalies and model selection, ultimately contributing to its high-performance
capabilities.
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Figure 1.7: Results of the detection and estimation of outliers with � = 3.5 × 10�5
.
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Figure 1.8: Results of the detection and estimation of outliers with � = 1 × 10�2
.
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1.6 Summary

This study begins by providing an overview of the constrained-remaining component
decomposition method introduced in Kyo and Kitagawa [9], which is employed to sep-
arate the original time series into a trend component and a stationary time series con-
taining outliers. Our aim is to develop a method for identifying and estimating these
outliers from the stationary time series. Subsequently, we perform an in-depth review
of Kyo�s [8] maximum likelihood of the AR modeling approach, focusing on the explo-
ration and estimation of anomalies.

The AR modeling approach, rooted in the minimum AIC method, is advantageous
in preserving periodic variations in time series while handling anomalies. However, it
occasionally faces challenges in efficiently processing anomalies. To address this, we
introduce the ISU indicator and propose the minimum ISU method, with the goal of
enhancing the efficiency of anomaly handling. It is worth noting that the minimum
ISU method, while efficient in managing anomalies, may not fully retain periodic var-
iations in time series.

In response, we present a multiobjective optimization approach that combines the
minimum ISU and minimum AIC methods through a composite objective function. This
approach strives to strike a balance between outlier detection and model selection.

To illustrate the procedure and performance of our proposed approach, we apply it
to the analysis of monthly index of industrial production data spanning from January
1975 to December 2019. This example serves as compelling evidence of the exceptional
performance of our method. The results emphasize the robustness of our methodology in
addressing anomalies and model selection, ultimately highlighting its high-performance
capabilities.

It is important to acknowledge that this paper primarily focuses on a single do-
main, and ideally, should be extended to multiple domains. Additionally, the absence
of an evaluation metric in the illustrative example is recognized. The quantification of
the benefits of the proposed method for comparative analysis with other techniques
is an important aspect that could not be comprehensively addressed due to space con-
straints. This study is considered a preliminary endeavor, and addressing these issues
is reserved for future research.
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Vitit Kantabutra

2 Using the intentionally linked entities (ILE)
database system to create hypergraph
databases with fast and reliable
relationship linking, with example
applications

Abstract: Hypergraphs can be a stronger data model than ordinary graphs for a data-
base in many applications, because hypergraphs allow complex, non-binary relation-
ships to be represented directly. However, when it comes to actual implementation, ex-
tant hypergraph database systems appear to be weak because they are not implemented
with sufficiently powerful, modern linked data structures. For example, one hypergraph
database was implemented based on, of all things, an ordinary graph database system,
which lacks a strong mechanism for implementing the linkages needed by relationships
of higher arities. ILE, on the contrary, was specifically designed to handle linkages of
complex, possibly high-arity relationships securely and efficiently. This chapter shows
the details involved in the implementation of a hypergraph database using ILE, includ-
ing what to use for the linkages of high-degree hyperedges. Also presented here are sev-
eral applications, including some that have never been presented anywhere else.

Keywords: ILE DBMS, hypergraph DBMS, graph DBMS, non-Relational, NoSQL, linked
data, pointers

2.1 Introduction

Around the turn of the millennium, it was widely believed that the Relational database
management system (RDBMS) [1] was the solution to virtually all database problems.
After all, what could be better than a collection of simple 2D tables that can represent
arbitrary entity sets as well as arbitrary sets of relationships of all arities. Searches can
be sped up with index structures such as B-trees and related data structures.

However, there are significant problems with the RDBMS. In the Relational data-
base system, keys are equated by means of string matching. This process is error-
prone because keys can easily be misspelled, and blanks and other invisible charac-
ters that are unintentionally inserted can easily result in the lack of a relationship
between entities that are meant to be related to each other, or unintentional relation-
ships can be formed almost as easily. The extremely inefficient process of table joins
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is another problem with the RDBMS. Robinson et al., proponents of the graph data-
base systems, even made the exaggerated claim that RDBMS �lacks relationships� [2].

Less known is the fact that database indexes for the RDBMS are typically stored
in persistent storage, and, despite clever câching, are probably not fast enough to feed
information to fast applications and devices such as video players. Yet another prob-
lem with the RDBMS is that there is no one, well-unified place such as a single object
that stores all data pertaining to a data entity [19].

There are, of course, very positive qualities that the RDBMS possesses, beyond its
simplicity. One such quality is the organization of entity sets into tables. Relationship
sets are also organized into tables. Such organization may seem obvious, but not all
database systems are so well-organized.

In recent years, however, non-Relational database systems have emerged to offer
users systems that don�t have the same shortcomings as the RDBMS. For example,
graph database systems are now offered by several organizations. In a graph data-
base, data entities are linked in a more robust way than in an RDBMS in order to rep-
resent a relationship, and traversing these links is a fast process. However, in a graph
database, there is no clear organization of like entities into a single entity set. Like-
wise, relationships that should belong to the same relationship set are not bundled
together in any way.

Additionally, graph databases are made for binary relationships. Higher-arity re-
lationships cannot be represented well, if at all, in a graph database.

To overcome the lack of higher-arity relationships in a graph database while re-
taining its strong relationship-linking capabilities, the hypergraph database has been
considered. There appear to be only three implementations of hypergraph database
systems in the publicly available literature, namely [3]:
1. HypergraphDB,
2. TypeDB, and
3. GraphBrain.

Of these, only HypergraphDB seems to be the only one to have documentation that is
detailed enough to determine what data structures are used, and to determine some-
thing about the efficiency of database operations. HypergraphDB�s documentation re-
veals that the B+ Tree, also used in Relational databases, is the indexing mechanism
used for accelerating database searches. As discussed above, using such an external
indexing data structure makes relationship link traversal slow compared to using an
�internal� data structure that is an integral part of the core of the database itself.

In this chapter we will see that ILE can be used to represent any hypergraph data-
base so that relationships, including those with higher arities, can be represented di-
rectly using a very fast internal data structure. Additionally, ILE represents each en-
tity set as an object, and each relationship set is likewise represented as an object.
These objects could be added to a hypergraph database implemented with ILE, even
though the hypergraph data model itself doesn�t have them.
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Just for reference or comparison purposes, we should take note of how relation-
ship linkage is done in some graph databases. According to Kemnitz [4], the popular
graph database Neo4j, which is also one of the oldest databases in this genre, stores in
each node a list of records that represent the node�s relationships with other nodes. A
physical pointer seems to exist in each such record, pointing to the other node. Some
of the other graph databases, however, may store in the node some form of identifica-
tion of the destination nodes, necessitating an index search for the actual location of
such destination nodes themselves.

The rest of this chapter comprises the following sections: Section II introduces the
ILE database and explains the mechanism by which that database system can be used
to represent graphs and hypergraphs. The section includes how ILE can be extended
to accommodate a better representation of hypergraphs, including hypergraphs with
hyperedges of variable arity, useful for efficiently and robustly representing groups
of nodes on social media, which is a situation where ordinary graph database systems
cannot perform well.

Section III explores the major advantages of ILE over existing databases, namely
that ILE allows more efficient and secure relationship linking and traversal.

Section IV examines ILE as a means for implementing a particular hypergraph
database. The database involves ternary relationships, making it unwieldy to repre-
sent with, say, an ordinary graph. The example is benchmarked for its relationship
linkage traversal efficiency. More specifically, the example is a travel map consisting
of a few locations in Idaho, which can obviously be extended to a full-blown map
with many more entity sets and relationship sets.

Section V compares the efficiency of relationship linkage between ILE and Neo4j
in social network graph databases. For this comparison, we use a simple model of a
social network graph found in [5].

Sections VI and VII present results not previously published in [6], the publication
that this current chapter extends. Section VI discusses transportation networks be-
yond the small example given in Section IV. In particular, we will discuss a subway
network and how it could be better represented as a hypergraph than a graph, which
is how it was represented in [7, 8]. Section VII discusses algorithms for Web page
ranking, which are of great importance for search engines needing to rank Web
pages. Heintz and Chandra [9] showed why a hypergraph is a superior model to regu-
lar graphs for Web page ranking and other analytics involving social grouping. How-
ever, they rely on regular graph and multigraph physical data representation to rep-
resent hypergraphs. In this chapter, it will be shown that the new direct hypergraph
representation can represent social groups and general grouping of Web pages and of
nodes in general much more efficiently and more naturally, and seemingly also se-
curely, than can graph and multigraph software.
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2.2 The ILE database system and its use for
representing a hypergraph database

The ILE database idea [17] occurred to the author of this chapter while teaching a da-
tabase course in 2007, using Garcia-Molina et al.�s Database Systems book, first edition
[10]. That textbook contains the narrative that Chen�s ER data model [11] is the best
data model for most situations, but when it comes to implementation, the Relational
model is chosen instead. This is because there was no implementation of the ER
model, and the Relational model was chosen because, though it predates the ER
model, it is often thought of as a simple approximation to the ER model. In the Rela-
tional database system, due to having but one kind of data structure, the relation (ig-
noring external indexes), relationships must be linked by means of text matching.
This text matching is prone to errors due to misspelled or otherwise incorrect keys. It
is even possible to unintentionally relate entities that aren�t meant to be related.

Given all these pros and cons of the Relational database system, the author of the
current chapter thought that perhaps it was better to use physical pointers to do rela-
tionship linkages, and only perform a linking when there is a verifiable entity to link
with. Also, there is no real need to limit the data structures to just tables. Back in the
years leading to 1970, which was the date of Codd�s seminal paper [1], the simplicity of
a two-dimensional array made sense. Programming with complicated data structures,
especially those involving pointers, was not commonplace. Object-oriented program-
ming was not well known.

To elaborate on Chen�s paper, it appears that his emphasis is to come up with a
database model that encompasses all the major extant database models, namely, the
Network model, the Relational model, and the Entity model. He critiqued all three ex-
tant models, and wrote that all of them can be thought of as derivatives of his data-
base model, the Entity-Relationship, or ER, model. He then introduces a diagramming
method, later known as the ER diagram method, for designing database schemata,
which is still in use today. He did not cover how to write the code that it takes to im-
plement his ER data model into a working or even a prototypical database system.

As the decades went by beyond the �70s, Codd�s RDBMS popularity exploded. Mean-
while, Chen�s ER diagramming method became the standard database design method, at
least for students and for serious database designers. However, Chen�s model seemed not
to have been implemented as database software, except some people believe that the Re-
lational system is an implementation of the ER model, which is not quite an accurate
belief. In fact, it seemed to be widely believed that the ER model is unimplementable.

This author�s thought, in 2007, was that with all the advancements in program-
ming languages and techniques since 1970, there must be a way to implement a better
general-purpose database system than the RDBMS, such as something more like the
ER model. There should no longer be a need to stick with making everything (except
external indexes) a two-dimensional array.
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Details of the ILE
ILE was implemented in the programming language Ruby. Ruby is a very good lan-
guage for representing ILE because it is simple to create and manipulate complex
data structures that involve pointers (Ruby references). Also, garbage collection is
handled by the runtime monitor.

In an ILE database, there is first an object representing the entire database. There
is also an object representing a set of databases, the DatabaseSet object, in case we
need to keep an entire set of different but related databases together. In the future,
there could be search features or other features for an entire set of related databases.
A database object contains the database name and metadata for the database, for ex-
ample, some text describing the database. A database is further constructed from the
following components:
1. Entity Sets Objects. These are a natural way to represent entity sets, which are

the same as the entity sets in the ER model or the older Entity Set model [12]. In
the original paper on ILE [13], each entity set was represented by a table, but in
subsequent papers, the table implementation has been replaced by an entity set
object implementation. The database object mentioned above keeps track of all
entity set objects by means of a Ruby hash, using each entity set�s name as a key.
An entity set object has
1) a reference back to the database object,
2) an entity set name, any string, but meant to be used as a searchable hash key,
3) a hash to external indices in case of need. This is usually not needed and so

far has not been implemented,
4) key attribute names, stored as an array,
5) key attribute types. The types can be defined in whatever way that would

suit the database being represented. Stored as a hash, with the key attribute
names serving as the hash keys,

6) nonkey attribute names, stored as an array,
7) nonkey attribute types, stored as a hash,
8) The entities belonging to this entity set are all stored as a ruby hash, which of

course, means that only a handle to the hash is stored with the entity set ob-
ject itself. Also, if there is more than one key attribute, then the entities are
stored as a multilevel hash, with the number of levels equaling the number
of key attributes. The key attributes are used as the hash keys, and lastly,

9) each entity set has a hash of relationship sets whose relationships involve en-
tities in this entity set.

2. Entity Objects. These objects represent data entities. Not only are these objects
referenced by the appropriate entity set object, but each of these entity objects
also has
1) a reference to the entity set object that represents the entity set this entity is

part of,
2) a reference to the current database (not needed but convenient to have),
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3) a hash of key values, hashed by the key field name,
4) a hash of non-key values, hashed by non-key field name, and
5) a hash to an array of relationship objects, using the relationship�s relset (rela-

tionship set) name as the hash key. This entity may participate in more than
one relationship, and hence we need an aggregate such as an array of rela-
tionship objects.

3. Relset (Relationship Set) Objects. These objects represent relationship sets. A
relationship set is a set of like relationships with the same sequence of roles, each
role played by an entity from a specific entity set. A relset object has the following
information:
1) Relset name. Any string, but meant to be used as a searchable hash key,
2) a reference back to the database,
3) a longer description of the relset than the relset name, if needed,
4) role names, implemented a Ruby Array, but could be reimplemented as a Set,
5) a description of relationship attributes, if there are any. Could be upgraded

to be a more structured container for relationship attributes,
6) all relationships belonging to this relset, currently implemented as an Array

but could be reimplemented as a Set, and
7) an indexing aid for the relationships in the relset, in the form of a data struc-

ture called aha_rel, which stands for an array of hashes of arrays of relation-
ships.

4. Relationship Objects. These objects represent the relationships, containing:
1) a reference to the Relset to which this relationship belongs,
2) a reference to the database (not needed by convenient),
3) a hash of all roles (entities playing various roles), and
4) a hash of relationship attributes, if any.

Perhaps the most complicated task in setting up an ILE database is the installation of
each relationship in each entity object�s @relationship field.

To implement a hypergraph database in ILE, we represent each node as an entity,
with an entity set for each node type in the hypergraph. While edges could also be
represented as entities in ILE, it�s more efficient to represent them as relationships.
This approach works if edges only link nodes. However, to allow edges to link both
nodes and other edges, we need a new class, EdgeNode, which combines the attrib-
utes and methods of both entities and relationships. If ILE were implemented in a lan-
guage that supports multiple inheritance, we would use that. However, since Ruby,
the language used for ILE, doesn�t support multiple inheritance, we define EdgeNode
as a subclass of Entity and manually add the attributes and methods from the Relset
class, either directly or through Mixins.
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2.3 Why is relationship linking fast in ILE?

In this section, we explain why relationship linking is fast in ILE. While graph data-
bases typically have rapid relationship linking (edge traversal), the existing hyper-
graph database, HypergraphDB, performs poorly in this area, as demonstrated by ex-
tensive benchmarking by [14]. HypergraphDB�s slow relationship linking is caused by
the sluggish process of transitioning from an entity to a relationship.

Linking from an entity to a relationship in HypergraphDB relies on a B+ index
tree, which is a larger and slower data structure compared to the Ruby hash used in
ILE or the direct Java-based linkage employed by Neo4J.

In ILE, linking an entity to a relationship is highly efficient thanks to a Ruby hash
keyed by the relationship set (relset). All relationships in a relset share the same key
and are stored in an Array (or optionally a Ruby Set). This Array of relationships can
be �indexed� by replacing it with a Hash, using the values of any other roles as keys.
Additionally, a multilevel hash (a Hash of Hashes, etc.) could be used, with each level
keyed by the value of a specific role in the relationships. Although this multilevel
hashing approach hasn�t been implemented in ILE, it remains a promising and feasi-
ble idea.

2.4 An example: a small hypergraph database with
ternary relations, with benchmarking

We will now examine a basic example of modeling a Hypergraph database using ILE.
In this case, we will construct a database representing several cities in Idaho and the
travel times between them across different modes of transportation. Although ILE
provides a dedicated language for data entry and querying, Ruby code will be utilized
for this demonstration. The database will include an entity set labeled �cities,� with
each entity corresponding to a city within the dataset. The primary key attribute for
this entity set is the city name, referred to as �cityname.� Additionally, the non-key
attributes will include the latitude and longitude of a specific point in the city. The
following Ruby code illustrates the creation of a new database and the configuration
of the �cities� entity set (Figure 2.1).

ILE enables users to define and manage data types. In this basic example, we will
rely on Ruby to manage the data types and will not implement any specialized code to
process the data entered into the database. The following demonstrates how entities
can be added to the entity set, and consequently, to the database:
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poky_entity = Entity.new(cities_es, {’cityname’=>’Pocatello’},
{’lat’=>42.8621, ’long’=>-112.4506})

if_entity = Entity.new(cities_es, {’cityname’=>’Idaho Falls’},
{’lat’=>43.4927, ’long’=>-112.0408})

boise_entity = Entity.new(cities_es, {’cityname’=>’Boise’},
{’lat’=>43.6150, ’long’=>-116.2023})

sv_entity = Entity.new(cities_es, {’cityname’=>’Sun Valley’},
{’lat’=>43.6971, ’long’=>-114.3517})

Another entity set, representing the mode of transportation, is created using the code
in Figure 2.2, while the entities representing travel modes can be included in the en-
tity set using the code in Figure 2.3.

The next step in building the database is to define the single relationship set, or Relset.
The relationships within the Relset have three roles: origin, destination, and transpor-

Figure 2.1: Example Ruby code used to create a new database and the configuration of the �cities�
entity set.

Figure 2.2: Example code of the entity set representing the mode of transportation.
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tation mode. These relationships correspond to hypergraph edges, where each edge
connects three nodes representing the roles. The following code (Figure 2.4 (a)) dem-
onstrates how these roles are defined in the Relset construction, and Figure 2.4 (b)
shows how relationships can now be made according to these examples.

The final step is to assess the speed of traversing this hypergraph database. The re-
sults will reflect the efficiency of traversing a typical hypergraph link in ILE, under
ideal conditions without system constraints like disk block swapping due to database
size. Additionally, we will explore another example � a simple graph instead of a hy-
pergraph � and compare its performance in ILE with Neo4J, a well-known, highly effi-
cient graph database, in the next section.

Table 2.1 presents the execution results on a 2019 13-inch MacBook Pro equipped
with a quad-core Intel Core i5 processor, operating at a 2.4 GHz clock speed. The sys-

Figure 2.4: (a) Code that defines the roles in the Relset construction. (b) Demonstrating the establishment
of relationships based on the roles defined in the Relset construction.

Figure 2.3: Example code of entities representing travel modes being added to the entity set.
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tem features 8 GB of LPDDR3 RAM running at 2.133 GHz, while the secondary storage
consists of a 500 GB flash drive.

The experimental results show that as the number of traversals increases, the
time required to traverse a single link remains around 30 nanoseconds. During each
run, the system loads the caches with a working set of disk blocks containing the links
to be traversed. Since the total memory required for the experiment is relatively
small, no additional swapping of disk blocks seems to occur.

Based on this reasoning, we can express the total running time (user time + system
time) as the sum of a constant, c, representing the time to fill the câches, and the prod-
uct of n (the number of traversals from the starting node, Boise, to the final node,
Pocatello) and t, the time it takes to traverse a single link.

Thus, we have, ttotal = c + n · t. Using n = 1 and n = 1,000,000 cases, we can solve for
c and t, getting, approximately, c = 0.0001659 and t = 9.0564 × 10�8. Comparing these
figures, it is clear how much larger the câche-filling time is than traversal time. This
outcome is not unexpected, even for a computer equipped with a flash-based storage
drive.

2.5 Benchmarking larger databases and comparison
with a graph database

While we currently have only preliminary and indirect comparison results, they are
still intriguing and offer a valuable starting point for future research.

This section is inspired by the benchmarking of Neo4j against MySQL presented
in the first chapter of [5]. The study examined a social network database of 1,000 peo-
ple, with links between pairs representing friendships. On average, each person had
50 friends. The task was to count friends of friends (�2 levels�), then friends of friends
of friends (�3 levels�), and so on. As expected, MySQL performed significantly worse
as the levels increased due to the high cost of relational table joins. In contrast, Neo4j
(and ILE), functioning as graph databases, could traverse edges very efficiently, with
performance largely unaffected by database size unless it resulted in disk swaps.

Table 2.1: Run results for the transportation database of Section.

Traversals from Boise to Pocatello
(� links)

User Time
(sec)

System Time
(sec)

User + System Time
(sec)

Time per
Link

� �.������ �.������ �.������ ��.� �s
��,��� �.�����	 �.����
� �.������ ��.� ns
���,��� �.��	��� �.����
� �.��	��
 ��.� ns
�,���,��� �.�	���� �.������ �.�	���� ��.� ns
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There are no details in the cited book on how the database was generated. As for
the computer system used in the book�s experiments, all that was revealed was this:
�All experiments were executed on an Intel i7�powered commodity laptop with 8 GB
of RAM, the same computer that was used to write this book.�

The ideal approach for comparing these databases would be to run them on the
same dataset and system, but this was not possible. Instead, a random social network
dataset was created with 1,000 nodes, each connected to 50 randomly selected others.
For each node, 50 random IDs were generated, establishing two-way connections be-
tween the nodes and their randomly selected counterparts. As a result, most nodes
ended up connected to considerably more than 50 others on average. The ILE system
was run on a laptop without running Neo4j. The laptop used was a standard �com-
modity� machine, about four years newer than the one mentioned in the book, but
with an older Intel Core i5 processor and the same 8GB of RAM.

Table 2.2: This table summarizes the book�s and my experiments on 1,000-person
databases.

The study from the book was repeated with a database of 1,000,000 individuals, each
having an average of 50 friends. Attempts were made to run a similar database of
1,000,000 nodes, but the computer significantly slowed down during the process of
generating connections, preventing progress to testing traversals. Although the com-
puter used differs from that of the book�s authors, it is likely that ILE requires more
space per node and relationship, necessitating a machine with greater memory and
working-set capacity to manage large datasets effectively.

Table 2.3 presents the results from the book�s test on a dataset of 1,000,000 indi-
viduals, each with an average of 50 friends. While the results for Neo4j seem impres-
sive, there are concerns regarding the 1,000,000-person experiment reported in the
book and shown in Table 2.3. Notably, the results for both MySQL and Neo4j are better
for the 1,000,000-person dataset than for the 1,000-person dataset for the depth 2 case,
which seems counterintuitive. Focusing on the MySQL result for the 1,000,000-person
dataset, since MySQL is well understood, the computation involves a self-join of a
50,000,000-row table, as each person has 50 friends. The authors claimed this self-join
takes 0.016 s on a �commodity� laptop with 8GB of RAM and an Intel Core i7 processor.

Table 2.2: Run results for social network databases with 1000 persons. The runtimes
tabulated are in seconds.

Depth MySQL Neo�J ILE

� �.��
 �.�� �.���
� �.��� �.�� �.���
� ��.��� �.�� �.��	
� 	�.��� �.�� �.���
Unlimited --- --- �.���
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This appears unlikely. The size of the join would be 2.5e15 rows, with each row con-
taining not just numbers but also names and additional information. Even assuming
an overly optimistic scenario where each row contains only three numbers (the per-
sons� IDs), and the laptop has 8 cores running at 4 GHz, which is highly optimistic,
and further assuming all cores simultaneously write the results into memory in 1
clock cycle, it�s still implausible. In 0.016 s, the system would write 8 × 4e9 × 0.016 =
5.12e8 words, which is far fewer than the 7.5e15 required.

While ILE may not be suitable for databases of size 1,000,000 on a small laptop, it
worked well for data of size up to 100,000 and perhaps more. Table 2.4 is assorted run
results for data sized up to 100,000.

2.6 Transportation networks

In this section, we argue why a transportation network may be better represented as a
hypergraph than a graph. Transportation networks are typically represented as a
graph. In a graph representation of a métro/subway system, for example, the nodes typ-

Table 2.3: Run results for social network databases with
1,000,000 persons. The tabulated run-times are in seconds.

Depth MySQL Neo�j

�
�
�
�

�.���
��.���
�,���.���
Unfinished

�.��
�.��

�.��	
�.���

Table 2.4: Run results for social network databases with up to
100,000 persons. The tabulated runtimes are in seconds.

Persons Depth ILE Run Time
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ically represent significant places such as the métro/subway stations, while each edge
represents a connection between two stations [7, 15]. In [16], a road network is repre-
sented with a graph where the nodes are road intersections, and the edges are the road
segments connecting such intersections. The edge weights are �some attribute of a road
segment.�

Jeyapragasan et al. mentioned that there were difficulties representing which line
or lines each station belongs to, so that a program could easily count how many line
changes are necessary to get from one station to another. These authors ultimately
decided to represent each station using as many graph nodes as there are lines affili-
ated with the station.

Here, we propose representing a métro system as a hypergraph instead of a
graph. The stations are nodes, and so are track segments connecting two stations. The
lines are also nodes, and a relationship is a hyperedge that not only connects two sta-
tions but also links to a track segment and a line. Figure 2.5 illustrates such a relation-
ship, which has an arity of 4.

Using the representation of the métro presented here eliminates less clean ways of
dealing with multiline routes, such as the way described in [7], where each node (sta-
tion) that serves multiple lines must appear multiple times in the database.

Another application for which hypergraphs/ILE would be useful is automobile
trip route planning, including route planning in portable GPS units, some of which
are notoriously slow at planning non-local routes. In a typical extant GPS unit for au-
tomobiles, the routing software uses a graph data structure. The nodes are road inter-
sections, while the edges are initially the road segments that connect those intersec-
tions. If computational complexity were not an obstacle, a shortest path algorithm
such as Dijkstra�s Algorithm could be applied, and we�d be done. However, the search
space would be too large, given that there are many nodes, for example, 15.8 million
nodes in the continental US (citation needed). One way to limit the search is to pre-

Fig. 2.5: A relationship relating a track segment to the two stations that it connects and to a train line. Such
a relationship is represented by a hyperedge, which is in turn reprented by an ILE relationship object.
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compute shortcuts, which are edges that don�t correspond to physical road segments
that represent shortest paths between nodes. Heuristics are used to favor highways
and other major roads, and to favor the �small roads: big roads: small roads� pattern.

However, this strategy is still a very �localized� one in that there isn�t enough �big
picture� planning of the overall route. It isn�t surprising, therefore, that GPS units can
have difficulty completing long/distance drive plans.

Our idea is to put more human-like �intelligence� into routing. In particular, we
will precompute routes between major (and not-so-major) cities comprising mainly
expressways and store all of them as nodes. (So our nodes are not just road intersec-
tions, which are still nodes in our scheme.) Except for trips in remote areas, the trip
planning search process for a trip from point A to point B will start by trying one of
these intercity routes R. Then we search for the best route from point A to R, which
usually means a short trip from point A to one of a handful of entry points of the
expressway or one of the expressways that make up the route R. With a backward
search, we search for a way to get from one of a few exits of R to point B. Although
we have not performed comparison experiments yet, it seems that our approach has
promise in comparison with the more conventional search in extant GPS devices.

2.7 World Wide Web

The World Wide Web search engine Google ranks the importance of Web pages using
an algorithm called PageRank. In PageRank, the importance of a Web page is based
on how many other Web pages have links to it, and how important those other Web
pages themselves are.

Now consider ranking social media pages. We want to consider the importance of
group membership, especially membership in groups with important members. In [9],
the authors presented their own extension of PageRank where groups are represented
as a set of vertices that are related by a hyperedge representing group membership.

Heintz and Chandra used the Spark GraphX package emulating a hypergraph,
building a hypergraph API for it. They discussed two possibilities for the underlying
data structure that uses the GraphX framework for their system.
1. Using a bipartite graph, one partition contains the vertices of the graph that rep-

resent the vertices (which they call �hypervertices�) of the hypergraph, and the
other partition contains the vertices that represent the hyperedges of the hyper-
graph. Native graph edges are used for connecting each graph vertex represent-
ing a hyperedge to its constituent hypervertices. Note that if the underlying graph
data structure is a directed graph, and if it is desired to be able to go from a hy-
pervertex to another hypervertex sharing the same hyperedge, then we need a
pair of native edges, one going in each direction, to represent the connection be-
tween a hyperedge and a constituent hypervertex.
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2. If the underlying graph software permits multigraphs (an extension of a graph
where multiple edges between the same pair of vertices may exist), which GraphX
does, then we can represent a hypergraph with a multigraph. This involves repre-
senting each hypervertex with a multigraph vertex. Hyperedges are represented
as follows: if vertices v1 and v2 are connected by hyperedge h, then the underly-
ing graph has an edge between v1 and v2, labeled �h�.

Representation 1, using a bipartite graph, does not waste an inordinate number of
edges. However, according to Heintz and Chandra, it can be a problem that hyper-
edges and hypernodes are represented by the same kind of object, even though the
hypernodes and hyperedges have very different characteristics. Representation 2,
using a multigraph, uses different kinds of objects to represent hypernodes and hy-
peredges, and hence is not subject to the same problem.

However, representation 2 takes n × (n � 1)/2 edges to represent a group with n
members, and actually n × (n � 1) edges if two-way links are required. This can lead to
a failure, since groups in social media can be very large. Here in Pocatello, Idaho, a
town with a population of about 57,000 (in 2021), the Facebook group called �Pocatello
Trails� has 11.3 K members currently (Dec. 2023). Using representation 2, with edges in
both directions between each pair of vertices, there would be about 127,678,700 edges
just to represent this group! Additionally, there would be no single object that serves
as the �center� of this group.

On the other hand, if we represent Facebook pages using the ILE-based hyper-
graph implementation of this chapter, the Pocatello Trails group would only take one
hyperedge (relationship) object, with a bidirectional link to each of the 11.3 K mem-
bers, which would make 22.6 K links.

2.8 Conclusions

For decades, the ER database model has been considered the best overall data model
for a vast range of applications. However, ER had not been implemented successfully,
and so the Relational DBMS, which is based on 1960s programming technology, and
which can be considered a rough approximation of an implementation of ER, became
the dominant type of database system. This chapter presents ILE as a modern imple-
mentation of ER, and also how to extend ILE to make it the underlying database system
for hypergraph databases. The reason hypergraph databases are interesting is because,
unlike ordinary graph databases, hypergraph databases can directly represent higher
arity relationships which are stronger models of real relationships in many applica-
tions [18], [20]. The ILE-based hypergraph database is better than extant implementations
because the ILE-based one is a more direct implementation, using pointers to link rela-
tionships. Several applications were also presented in this chapter from diverse fields.
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3 Rapid and automated determination
of cluster numbers for high-dimensional
big data: a comprehensive update

Abstract: Automatically defining the optimal number of clusters is a pivotal challenge
in clustering algorithms. Striking a balance between clustering quality and algorithm
efficiency in this determination process is a crucial tradeoff that motivated our re-
search. In our approach, we have successfully automated the identification of the op-
timal number of clusters, particularly tailored for large high-dimensional datasets.
Our method addresses both the quality and efficiency aspects of clustering. Through
conducting experimental studies on five previously explored datasets [23] and intro-
ducing four new, larger datasets, which have been done in this study, I have observed
that our procedure provides flexibility in selecting diverse criteria for determining
the optimal K under each circumstance. Leveraging the advantages of the bisecting
K-means algorithm, our approach outperforms the Ray and Turi method, showcasing
higher efficiency in identifying the best number of clusters.

Keywords: clustering, K-means, bisect-K-means, big data, cluster validity

3.1 Introduction

Clustering, an extensively utilized unsupervised learning process, has been applied to
numerous problems for uncovering insights and revealing hidden relationships among
objects, distinguishing it from supervised machine learning algorithms. Its applications
span various domains, including pattern recognition [11], machine learning [5, 6], image
analysis [13�15], bioinformatics [16], and information retrieval [17, 18]. This procedure
groups data points based on similarities, where those within the same group exhibit
similar properties, while those in different groups are less alike. Unlike supervised
learning and classification, clustering lacks a predefined concept for determining the
appropriate number of clusters for a given dataset [22]. Users typically depend on
clustering algorithms to group data points in an optimal manner, with the number of
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clusters predetermined by their knowledge. The performance of clustering heavily re-
lies on accurately estimating the cluster numbers.

Specifying the right number of clusters intuitively is a challenging task, as users
may lack sufficient knowledge of a dataset to define a high-probability optimal number.
The absence of information regarding the cluster number can adversely impact cluster-
ing quality, prompting significant interest in recent years to discover the correct num-
ber of clusters through clustering algorithms. The K-means algorithm [19] stands out as
one of the most widely recognized clustering methods, valued for its simplicity and
ease of implementation. However, a notable challenge lies in users having to specify the
number of clusters beforehand. Recent research has endeavored to enhance K-means
algorithm to address this challenge, introducing solutions for automatically determining
the number of clusters. Some notable approaches include X-means [7], Ray and Turi
(R&T) [4], CLUSEQ [8] designed for sequence data, IKMEANS [9], and others [10, 12].
K-Means++ [28], the approach that aims to improve the initialization step. K-means is
explained in Section 3.2. It selects initial cluster centers based on their probability,
which is proportional to the squared distance from existing centers. This method has
been shown to mitigate the impact of initial center selection on algorithm performance.
Furthermore, advancements in adaptive clustering algorithms have led to the develop-
ment of methods like adaptive K-means [29], which dynamically adjusts the number of
clusters based on the data distribution. By continuously monitoring cluster quality and
adaptively refining cluster assignments, these algorithms offer improved flexibility and
efficiency, compared to traditional K-means.

This chapter specifically concentrates on automatically determining the optimal
number of clusters (auto best K) for extensive datasets featuring high-dimensional data.
While existing methods like R&T and X-means focus on clustering quality during auto-
matic cluster number determination, they are not explicitly tailored for large datasets.
Managing the efficiency of clustering algorithms becomes a crucial challenge with big
datasets, given that determining the number of clusters can be time-consuming. Conse-
quently, our focus is on efficiency, while upholding clustering quality for significant
data. In existing algorithms [4, 7], determining the number of clusters involves processes
like bisecting K-means (BKMeans), where the number of clusters is progressively in-
creased to a predefined upper bound. The largest cluster is chosen during the splitting
process, based on varying criteria in different methods. Our emphasis is not on selecting
criteria but on reducing computation costs while adhering to the quality standards set
by existing methods. It is noteworthy that the criterion for clustering remains an ongo-
ing consideration, as each step involves assessing different criteria with an increasing
cluster number in existing algorithms. The structure of the paper unfolds as follows: Sec-
tion 3.2 offers an overview of two clustering algorithms, detailing their significant speci-
fications, and provides an explanation of the R&T method [4]. Our proposed method is
thoroughly examined in Section 3.3. Section 3.4 delves into experiments and compari-
sons, while the concluding remarks of the study are presented in the last section.
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3.2 Related works

To reach our end, determining the more suitable value for k automatically while en-
suring higher clustering quality, our auto best K procedure integrates both K-means
and BKMeans algorithms. Leveraging the distinctive features of these algorithms, we
have engineered a more efficient process to determining the right value of K. To pro-
vide readers with a clear understanding of the characteristics of these two algorithms,
we presented detailed descriptions in this section. Subsequently, we delve into the
R&T method, aiming to demonstrate the effectiveness of our approach in comparison
to the R&T method in the following section.

3.2.1 K-means and bisecting K-means clustering algorithm

K-means, a widely used clustering algorithm designed to group similar objects into co-
hesive clusters, operates based on Algorithm 1. The key inputs for this algorithm are K
and N, representing the number of clusters and data points, respectively. In its initial
phase, K centers are chosen randomly, a step that significantly influences both the ef-
fectiveness and efficiency of the algorithm. However, this randomness can pose chal-
lenges to achieving optimal results. Despite its straightforward approach, K-means has
notable limitations. Primarily, it necessitates the predefinition of the number of clus-
ters, which can be cumbersome when determining suitable cluster numbers for diverse
datasets. Moreover, ensuring stability in cluster partitions requires multiple iterations,
resulting in high computational costs, particularly for large datasets.

Some recent studies have explored various strategies to address these limitations.
For example, research has focused on enhancing the initialization step by incorporat-
ing techniques such as K-Means++, which selects initial cluster centers based on their
probability, which is proportional to the squared distance from existing centers. Also,
adaptive K-means dynamically adjusts the number of clusters based on the data distri-
bution. These algorithms offer improved flexibility and efficiency compared to the
traditional K-means by mitigating the impact of initial centers. As explained, the pri-
mary drawback of the K-means algorithm lies in its reliance on randomly selected ini-
tial centers, which significantly leads to a high number of iterations and potentially
unreliable clustering outcomes. To lessen this issue, we introduced the B-Kmeans
method in a previous version of this paper [23], outlined in Algorithm 2 below.

The BKMeans algorithm has exhibited superior clustering quality and efficiency
compared to K-means with randomly selected initial centers, as demonstrated in [21].
Furthermore, BK-MEANS offers the advantage of automatically determining the optimal
number of clusters, eliminating the need for specifying a predefined K value. Notably,
criteria such as clustering validity [20] can be seamlessly integrated during the bisecting
process to identify the optimal number of clusters. Additionally, recent advancements
in the field underscore the effectiveness and adaptability of the BK-Means algorithm,
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positioning it as a promising alternative for addressing the inherent limitations of the
traditional K-means clustering methodologies.

These additions provide a more comprehensive overview of the recent research
and advancements related to K-means clustering:

Algorithm 1: K-means

input: data set: x1,x2, . . . xn, k and N.
1. Initialize K centroids z1,z2, . . . zk for i = 1 to N

do
a. Compute distance from xi to centroid zk, di = min||xi � zj|| j=1,2, . . . k
b. Assign each point to closest centroid (zk). xi � Cj

end
2. Re-calculate centroid zj� for each cluster Cj .
3. zj = zj�
4. repeat step 2 till no change of clusters.

3.2.2 Ray and Turi method and R&T index

Ray and Turi implemented their method on color spaces, generating segmented im-
ages for cluster numbers, ranging from 2 up to an upper limit, defined as 25. To deter-
mine the optimal number of clusters, they employed their validity index, the R&T
index [4], which calculates the ratio of intra-cluster to inter-cluster distances. The
K-means algorithm was iteratively applied for each new cluster creation until the
number of clusters reached Kmax. The optimal k value, as determined by their index,
corresponds to the value with the minimum index value.

This validity measure was applied to both synthetic and natural images, with the
smallest number of clusters set at four. Ray and Turi introduced their own indexes,
denoted as R&T [4], utilizing the concepts of intra-cluster and inter-cluster distances.
Intra-cluster distance was defined as the average distance of each data point to its
cluster�s center, where N represents the number of data points and K is the number
of clusters. Inter-cluster distance was defined as the minimum distance between clus-
ter centers. This comprehensive approach allowed them to assess and optimize clus-
tering performance across a range of scenarios, including both synthetic and real-
world image datasets:

R&T index =
Intra
Inter

. (3:1)

Indeed, the R&T index serves as a valuable metric by quantifying the ratio of intra-
cluster to inter-cluster distances, effectively considering both the compactness and
separation of clusters. A lower value of the R&T index indicates superior clustering,
signifying optimal values for the number of clusters (k). This approach aligns with the
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objective of achieving clusters that are internally cohesive (intra-cluster compactness)
while being well-separated from each other (inter-cluster separation), providing a
comprehensive assessment of the quality of clustering results. Therefore, the pursuit
of a minimized R&T index value aids in the identification of an optimal k for the
given dataset:

Algorithm 2: Bisecting K-means

input: data set: x1, x2, . . . xn, k and N.
1. make C1 with all N points. j=1
2. find 2-sub clusters C1 and C2 using the basic 2-Means algorithm. j+=1;
3. choose one cluster among all existing clusters from C1 to Cj based on a criterion to split.
4. go to step 2 until the desired number of clusters is reached(k).

3.3 Proposed method

The detail of our proposed method is explained as following, based on our focuses
and changes to the existing algorithm. Indeed, our study endeavors to substantially
enhance the performance of automatically determining the optimal number of clus-
ters (auto best k) for large datasets containing high-dimensional data. This enhance-
ment is motivated by the imperative to mitigate computational costs while upholding
the standard of clustering quality. The iterative execution of K-means, especially
when employing randomly chosen initial centers, exerts a profound impact on com-
putation time, prompting the need for innovative approaches.

In our methodological innovation, we capitalize on the potential of BKMeans to
establish superior initial centers, thereby setting the stage for more efficient and ef-
fective clustering outcomes. This novel approach commences by treating the entire
dataset as a singular cluster, progressively partitioning it into two subsets through the
iterative application of BKMeans. Unlike conventional methods, where centers are se-
lected randomly, we compute them as the centroids or averages of all data points
within each cluster. This meticulous process continues iteratively until the upper
bound clusters are formed, culminating in a more robust clustering framework. To
strike an optimal balance between computational efficiency and clustering quality,
we introduce the concept of �milestones� into our methodology. These milestones
serve as predefined intervals at which the K-means algorithm is invoked, to update
cluster centers and refine data point assignments. Significantly, our approach di-
verges from traditional methods by executing K-means and updating centers in each
iteration of the milestone, rather than at every step of cluster creation. The strategic
selection of milestones ensures they are judiciously positioned relative to the data
points, thereby facilitating accurate assessments of cluster validity.
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An additional noteworthy modification in our methodology pertains to the crite-
rion used to determine which cluster to split. While variance is a commonly employed
criterion in some clustering algorithms, we opt for the sum of squared distances (SSD)
criterion, which imposes a lesser computational burden, particularly for large data-
sets necessitating a greater number of clusters. In the realm of parameterization, our
methodology introduces two critical parameters, namely �best K� and �best validity,�
for comparison with the R&T procedure. �Best K� denotes the number of clusters that
yield the most favorable results, while �best validity� considers the value of cluster
validity measures to discern the optimal number of clusters based on clustering qual-
ity. This adaptive framework allows for the incorporation of different criteria for de-
termining the best K under diverse circumstances, thereby enhancing the versatility
and applicability of our methodology.

Cluster validity measures, encompassing both internal and external perspectives,
play a pivotal role in evaluating the quality of clustering outcomes. Internally, these
measures assess the cohesion and compactness of clusters, while externally, they eval-
uate the separation and distinctiveness of clusters from one another. To this end, we
select two widely acknowledged cluster validity measures, namely the Calinski index
and the R&T index, for comprehensive evaluation.

It is essential to acknowledge the abundance of cluster validity indices available,
and our selection of the Calinski and R&T measures is guided by their established per-
formance, particularly in conjunction with K-means clustering. Our proposed methodol-
ogy undergoes rigorous evaluation using these indices, underscoring its effectiveness in
achieving significantly improved clustering outcomes across diverse datasets and
scenarios.

3.3.1 Calinski and Harabasz index

The Calinski and Harabasz (CH) index, denoted as CH, can be calculated using the fol-
lowing equation when the number of data points is N and the number of clusters is K:

CH =
Trace B
Trace W

×
N � K
K � 1

, (3:2)

where B and W terms are the between- and within-cluster scatter matrices, respec-
tively. Trace B is the summation of size of each cluster (nk) into the square of distan-
ces of each clusters� centers (zk) to the centroid of whole dataset (z). The trace of W
refers to the distances of data points to their clusters� centers.

Trace B and trace W can be written as

Trace B =
Xn

k=1
nk zk � zj jj j2, (3:3)
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Trace W =
XK

k=1

Xnk

i=1
nk xi � zkj jj j2. (3:4)

Therefore, the clustering that delivers the maximum value for the CH index indicates
the best value of k:

Algorithm 3: Proposed method

input: data set, kmin, kmax, milestone.
1. Use BK-Means to partition the data set into kmin clusters.
2. Set k=kmin, and compute validity of the current partition.

while ((validity does not meet the criteria) && (k<kmax)) do Choose the biggest cluster.
Partition it into 2 clusters.
k+=1
if (k mod milestone==0) K-Means(k)
Compute validity of the current partition.

end
return clusters=K and validates.

3.4 Experimental studies

R&T procedure and our proposed method were implemented using the C program-
ming language, considering various parameters passed to the software. As detailed in
Section 3.5, the R&T procedure involves calling K-means in every iteration and split-
ting the cluster with the largest variance, after each round. In contrast, our method
calls K-means every predefined number of iterations (milestone) and splits the cluster
with the greatest SSD. The comparison between the two procedures was conducted
using the CH index and the R&T indices. For both methods, the number of iterations
of K-means was predefined as 20. The tests were initiated with a minimum number of
clusters (Kmin) set to 3, while the maximum number of clusters (Kmax) varied, based
on the nature of the dataset and our prior knowledge about the data.

All tests were performed on the HPCC (high-performance computing cluster) of
Texas Tech University � RedRaider cluster, which boasts 30,720 cores with a maxi-
mum run time of 48 h. Additionally, 32 GB of memory was allocated for the first five
datasets, and 512 GB of virtual memory was reserved for the remaining tests. This ro-
bust computing environment ensured the execution of comprehensive tests, allowing
for a thorough evaluation of the performance and efficiency of both the R&T proce-
dure and our proposed method across different datasets.
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3.4.1 Dataset description

In the previous experiment conducted as part of our 2020 study [23], we explored var-
ious synthetic and real datasets featuring a variable number of points and dimen-
sions, including Birch1 [1], DIM64 [2], DIM15 [3], and 8XOR-PUF 64bit. In the updated
set of experiments, we extended our analysis to larger datasets. As illustrated in
Table 3.1, which outlines the parameters of the selected datasets [23], the last four da-
tasets � HIGGS, HEMPASS, TLC, and Heterogeneity � are sourced from different refer-
ences, as indicated in the Type/Publisher column. Notably, the number of data points
in these datasets is significantly larger than in the previous ones. Our proposed
method was evaluated using these larger datasets, and the intriguing results are de-
tailed in the following section.

3.4.2 Experimental results

Tables 3.2�3.5 present the comprehensive results of our experiments, aiming to effi-
ciently determine the optimal number of clusters (best K) for various datasets. Each
table provides detailed insights into the clustering validation process. The first col-
umn of each table indicates the clustering validation index, while the second column
specifies the dataset name. Columns three and four delineate the experiment bound-
ary in terms of the starting K (Kmin) and the ending K (Kmax), respectively. The ninth
column displays the elapsed time for each experiment, measured from the initiation
of clustering in the program until it concludes upon reaching Kmax. Columns six,
seven, and eight showcase the best K, best validity, and the total SSD, respectively, for
the corresponding experiment in the same row.

In Tables 3.2 (utilizing the R&T procedure) and 3.3 (utilizing our proposed proce-
dure), the CH index, calculated using eq. (3.2), serves as the validity measure. The CH

Table 3.1: Description of datasets.

Dataset Type/publisher No. of points No. of dim.

BIRCH� Synthetic ���,��� �
� XOR PUF (�s) Hardware responses ��,	�� ��
� XOR PUF (�s) Hardware responses ��,�
� ��
DIM�� Synthetic �,��� ��
DIM�� Synthetic ��,��� ��
HIGGS [��] �,���,��� �
HEMPASS [��] ��,���,��� �

TLC [��] ��,���,��� ��
Heterogeneity [��] ��,���,��� ��
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index considers the maximum validity as the best validity, comparing validations
across different numbers of clusters. Notably, the maximum validity values occurred
when the number of clusters was 100, 56, 56, 20, and 9 for BRICH1, 8 XOR PUF1s, 8
XOR PUF 0s, DIM64, and DIM15, respectively, in both tables. Intriguingly, for larger
datasets in the last four rows of each table, our method produced 31,129,237, and 263
clusters for HIGGS, HEMPASS, TLC, and Heterogeneity, respectively. Importantly, both
the R&T and our procedures identified the same best K, with nearly identical validity
values for these datasets. However, our proposed method achieved this outcome in
significantly less time compared to the R&T method, as indicated in column five in
both tables. This underscores the efficiency and effectiveness of our approach in rap-
idly determining the optimal number of clusters.

In Tables 3.4 and 3.5, the R&T index, calculated using eq. (3.1), determines the best K by
selecting the minimum validity value, as explained earlier. The experiments in Table 3.4
were conducted using the R&T procedure, while the results in Table 3.5 pertain to our
proposed method. The best K values were consistently identified as 100, 16, and 9 for
BRICH1, DIM64, and DIM15 in both tables. Additionally, the best K values for HIGGS,
HEMPASS, TLC, and Heterogeneity were 31,129,237, and 263, respectively, corresponding
to both tables.

Notably, across Tables 3.2�3.5, all experiments consistently reveal the same best K
concerning the specific dataset and the chosen validity measure. This uniformity
underscores the robustness and reliability of our proposed clustering procedure, in
comparison to the R&T method. Importantly, while achieving comparable results in
terms of the best K, our method excels in efficiency, significantly reducing the time
required to arrive at these optimal cluster configurations, when compared to the R&T
procedure.

Table 3.2: R&T procedure�s experimental results based on the CH index.

Dataset Kmin Kmax Time Best K Best validity Total SSD

BIRCH� � ��� 	.��E + �� ��� �.��E + �� 
.�
E + ��
� XOR PUF �s � ��� �.��E + �� �� �.�
E + �� �.�	E + ��
� XOR PUF �s � ��� �.�	E + �� �� �.��E + �� �.��E + ��
DIM�� � ��� �.��E + �� �� �.��E + �� �.

E + ��
DIM�� � �� 
.��E + �� 	 �.��E + �� �.��E + ��
HIGGS � �� �.	�E + �� �� �.�
E + �� ��.��E + ��
HEMPASS � �� �.�	E + �� ��	 �.�
E + �� �
.��E + ��
TLC � �� �.��E + �� ��� 
.��E + �� ��.�
E + ��
Hetergenity � �� �.��E + �� ��� ��.��E + �� �
.��E + ��
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3.5 Conclusion

Building upon the groundwork laid by a previous collaborative study involving Khalid
Mursi, Yu Zhuang, and myself, this paper extends and refines our insights into the auto-
mated determination of the optimal number of clusters. The prior research set the
stage for the current work, which delves deeper into the subject matter, offering im-
provements and exploration, facilitated by new and larger datasets. In this study, we
tackled the pivotal challenge of automatically defining the optimal number of clusters,
emphasizing the delicate balance between clustering quality and algorithmic efficiency.
Our approach, specifically designed for large high-dimensional datasets, successfully au-
tomates the identification of the optimal number of clusters, while addressing both
quality and efficiency aspects in clustering. By conducting experimental studies on a
combination of five previously explored datasets and introducing four new and larger
datasets, our procedure demonstrates its flexibility in selecting diverse criteria for de-
termining the optimal K under various circumstances. Leveraging the advantages of
the BKMeans algorithm, our approach outperforms the R&T method, showcasing higher
efficiency in identifying the best number of clusters. Our research not only contributes
to the evolving field of clustering algorithms but also highlights the continuous refine-
ment of our methods, based on valuable insights from prior collaborative studies. The
ability to efficiently determine the optimal number of clusters in large high-dimensional
datasets positions our approach as a promising advancement in the realm of automated
clustering methodologies. Through rigorous experimentation involving nine large data-
sets, we conducted a comparative analysis against the established R&T algorithm. The
results unequivocally validate the superiority of our approach, as it consistently identi-
fies the best number of clusters with equal or superior quality, while significantly out-
performing the R&T method in terms of speed. Moreover, the consistency of results
across two distinct validity measures, the CH index, and the R&T indices, underscores
the flexibility of our method. This adaptability allows for the consideration of different

Table 3.3: Our procedure�s experimental results based on the CH index.

Dataset Kmin Kmax Time Best K Best validity Total SSD

BIRCH� � ��� �.��E + �� ��� �.��E + �� 
.�
E + ��
� XOR PUF �s � ��� �.��E + �� �� �.�
E + �� �.��E + ��
� XOR PUF �s � ��� �.�	E + �� �� �.��E + �� �.��E + ��
DIM�� � ��� �.
�E + �� �� �.��E + �� �.�
E + ��
DIM�� � �� �.��E + �� 	 �.��E + �� �.��E + ��
HIGGS � �� �.��E + �� �� �.�
E + �� ��.��E + ��
HEMPASS � �� �.�	E + �� ��	 �.��E + �� �
.��E + ��
TLC � �� �.��E + �� ��� 
.��E + �� ��.�
E + ��
Hetergenity � �� �.

E + �� ��� ��.��E + �� �
.��E + ��
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criteria in the determination of the optimal number of clusters, further enhancing the
versatility of our proposed approach. In essence, our research not only contributes to
the advancements in clustering methodologies for big data but also establishes a practi-
cal and efficient solution for automatically determining the optimal number of clusters
in the intricate landscape of high-dimensional datasets.
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4 Canonical correlation analysis and
exploratory factor analysis of the four
major centrality metrics

Abstract: Canonical correlation analysis (CCA) is useful in analyzing the correlation
between two sets of features in a dataset, whereas exploratory factor analysis (EFA) is
useful in identifying the number and mapping of the hidden factors that could domi-
nantly represent the features in the dataset. The four major centrality metrics consid-
ered in this study are: degree (DEG), eigenvector (EVC), betweenness (BWC), and
closeness (CLC). In the first part of this chapter, we consider DEG and EVC as neigh-
borhood-based centrality metrics and BWC and CLC as shortest path-based centrality
metrics and study the canonical correlation between these two sets of centrality met-
rics for a suite of 80 real-world networks. We observe either a strong negative or a
strong positive canonical correlation between these two sets of metrics for about 60%
of the real-world networks. In the second half of the chapter, we conduct EFA on the
same suite of 80 complex network datasets to identify the number and mapping of
the hidden factors (expected to be less than four) that could dominantly represent the
values incurred by the vertices with respect to the four major centrality metrics. We
observe that the BWC and CLC metrics (though both are shortest path-based centrality
metrics) cannot be represented by the same factor for about 70 of the 80 real-world
networks. On the other hand, we observe the DEG and EVC metrics to be represented
by the same factor for about 50 of the 80 real-world networks.

Keywords: canonical correlation analysis, centrality metrics, exploratory factor analy-
sis, neighborhood-based metrics, shortest path-based metrics, complex network analysis

4.1 Introduction

Centrality metrics quantify the topological importance of nodes or edges in a complex
network [1]. The four major centrality metrics typically studied for complex network
analysis are: degree centrality (DEG), eigenvector centrality (EVC), betweenness cen-
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trality (BWC) and closeness centrality (CLC). The DEG [1] of a node is a direct measure
of the number of neighbors of the node. The EVC [2] of a node is a measure of the
degree of the node as well as the degrees of its neighbors. The BWC [3] of a node is a
measure of the fraction of the shortest paths between any two nodes in the network
that go through the node. The CLC [4] of a node is a measure of the closeness of the
node to the rest of the nodes in the network. Among these centrality metrics, the DEG
metric is computationally light and can be computed without requiring global knowl-
edge, whereas the other three major centrality metrics (EVC, BWC, and CLC) are com-
putationally heavy and require global knowledge.

Correlation studies in complex network analysis have been traditionally con-
ducted between any two centrality metrics (node-level or edge-level). Correlation
analysis involving two centrality metrics have been so far conducted either: (1) to as-
sess the strength of the linear relationship for prediction of value for one metric using
the value for the other metric (Pearson�s correlation [5]); (2) to assess the similarity in
the rankings of the nodes based on the two metrics (Spearman�s correlation [5]); and
(3) to assess the pair-wise correlation of the nodes based on the two metrics (Kendall�s
correlation [5]: i.e., if the value for one metric increases, does the value for the other
metric increase or decrease?). Such studies have shown moderate�strong correlation
between several pairs of centrality metrics: (DEG, EVC), (DEG, BWC), and (DEG, CLC)
as well as weaker correlation between the BWC and EVC metrics.

In this chapter, we intend to take correlation analysis involving centrality metrics
to the next level. Per the definition of the four major centrality metrics, we seek to con-
sider the DEG and EVC metrics as neighborhood-based metrics and the BWC and CLC
metrics as shortest path-based metrics. Thereby we could use canonical correlation
analysis (CCA [16]) to assess the strength of correlation between the two neighborhood-
based centrality metrics DEG and EVC vs. the two shortest path-based centrality metrics
BWC and CLC. The results of such a CCA would help us to answer the question: if a
node exhibits higher (or lower) values for the neighborhood-based centrality metrics,
how likely is the node to exhibit higher (or lower) values for the shortest path-based
centrality metrics? We also wanted to investigate whether any network-level metric
could influence such a correlation. In this pursuit, we consider network-level metrics
such as the spectral radius ratio for node degree [6], assortativity index [7], and ran-
domness index [8] and seek to explore their distribution vs. the (DEG, EVC) vs. (BWC,
CLC) canonical correlation coefficient values for the real-world networks.

In the second half of the chapter, we propose to conduct exploratory factor analy-
sis (EFA) [17, 18] on a complex network dataset featuring the values incurred by the
vertices with respect to the four major centrality metrics (DEG, EVC, BWC, and CLC)
and identify the number of hidden factors (expected to be less than 4, the number of
centrality metrics considered for EFA) that could dominantly represent the values in-
curred for the four centrality metrics as well as extract a mapping of the dominating
factors to the centrality metrics represented. Through such an EFA, we seek to assess
whether the two neighborhood-based centrality metrics (DEG and EVC) are domi-
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nantly represented by the same factor and likewise, whether the two shortest path-
based centrality metrics (BWC and CLC) are dominantly represented by the same fac-
tor. We also seek to assess whether the strength of the canonical correlation observed
between the neighborhood-based vs. shortest path-based centrality metrics is related
to the number of hidden factors identified through an EFA of the four centrality met-
rics considered together as well as the mapping of the dominating factors to the cen-
trality metrics represented.

The rest of the chapter is organized as follows: Section 4.2 presents the step-by-
step computation procedure of the canonical correlation coefficient between the
neighborhood-based (DEG, EVC) vs. shortest path-based (BWC, CLC) metrics for a toy
example graph. Section 4.3 presents the (DEG, EVC) vs. (BWC, CLC) canonical correla-
tion coefficient values obtained for a suite of 80 real-world networks and compares
their distribution with the values incurred for the spectral radius ratio for node de-
gree, assortativity index and randomness index network-level metrics. Section 4.4
presents the step-by-step procedure to conduct EFA on a dataset of the centrality met-
rics for a toy example graph as well as the procedure to extract the mapping of the
dominating factors to the centrality metrics that they could represent. Section 4.5
presents the results of EFA conducted on the same suite of 80 real-world networks of
Section 4.3 as well as analyzes the relations between the strength of the canonical cor-
relation vs. the number and mapping of the dominating factors identified through
EFA. Section 4.6 reviews related work in the literature and highlights our contribu-
tions. Section 4.7 concludes the chapter and presents plans for future work. Through-
out the chapter, the terms �network� and �graph,� �node� and �vertex,� �edge� and
�link� are used interchangeably. They mean the same. Note that Sections 4.2 and 4.3
of this chapter are based on a recent conference publication [19] by the same author.

4.2 Canonical correlation analysis for a toy
example graph

In this section, we present a detailed step-by-step procedure to conduct canonical cor-
relation analysis for a toy example graph. The same methodology is applied for the
real-world network graphs analyzed in Section 4.3. Figure 4.1 presents the toy exam-
ple graph and the raw as well as normalized values for the four centrality metrics
DEG, EVC, BWC, and CLC of the vertices. While the DEG metric is simply the number
of neighbors for a vertex, the other three metrics are determined using computation-
ally intensive/heavy algorithms involving global network knowledge. The EVC metric
is computed using the power-iteration algorithm [2]; the BWC metric is computed
using the Brandes� algorithm [9]; the CLC metric is computed using the breadth-first
search algorithm [10]. While the DEG and CLC metrics can be computed asynchro-
nously (the algorithms are run only at the particular node of interest), the EVC and
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BWC metrics are computed in a synchronous fashion (i.e., the algorithms need to be
run at all the nodes in the network, even if we are interested only in the centrality
metric value for a particular node).

4.2.1 Normalization and notations

The normalization of a metric is done using the mean � and standard deviation � of
the raw values v of the metric such that the mean and standard deviation of the nor-
malized metric data ( v � 	ð Þ �= ) are 0.0 and 1.0, respectively (i.e., follow a standard
normal distribution). For ease of convenience with the notations, the neighborhood-
based DEG and EVC metrics are represented as N1 and N2, respectively, and the short-
est path-based BWC and CLC metrics are represented as S1 and S2 respectively,
throughout this section. Let NS denote the matrix version of the normalized dataset
and its dimensions are 8 × 4, where 8 is the number of vertices in the graph and 4 is
the number of centrality metrics (N1, N2, S1, and S2).

4.2.2 Covariance matrix of NS and its partition into submatrices

We now compute the covariance matrix (see Figure 4.2) of the normalized NS matrix.
The entries in the covariance matrix (that is also symmetric) are the Pearson�s corre-
lation coefficient [5] between the corresponding centrality metrics. For example, the
entry 0.898146 in the cells corresponding to (N1, S1) and (S1, N1) in the covariance ma-
trix represents the Pearson�s correlation coefficient between N1 (DEG) and S1 (BWC).
We then generate four submatrices based on this covariance matrix. The submatrices
are represented with notations R:NN, R:NS, R:SN, and R:SS corresponding to the cells
of the centrality metrics (in the covariance matrix) used to form them. That is, R:NN
represents the cells in the intersection of rows and columns corresponding to each of
N1 and N2; R:NS represents the cells in the intersection of rows corresponding to N1
and N2 and columns corresponding to S1 and S2; R:SN represents the cells in the inter-

Figure 4.2: Covariance matrix of NS and its partition into submatrices.
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section of rows corresponding to S1 and S2 and columns corresponding to N1 and N2;
and R:SS represents the cells in the intersection of rows and columns corresponding
to each of S1 and S2.

4.2.3 Computation of the magnitude of the canonical
correlation coefficient

The magnitude of the canonical correlation coefficient for the normalized NS matrix
is the principal eigenvalue of the R:N and the R:S matrices generated based on the
submatrices of Section 4.2.2. We generate the submatrices R:N and R:S (both are 2 × 2
matrices) using the following formulae and this is illustrated in Figure 4.3:

R:N = Inverse(R:NN) � R:NS � Inverse(R:SS) � R:SN
R:S = Inverse(R:SS) � R:SN � Inverse(R:NN) � R:NS

We also compute the two eigenvalues and the corresponding eigenvectors [5] of the R:N
and R:S matrices. An eigenvector X (a column vector) corresponding to a scalar eigen-
value � for a matrix A satisfies the property that A� X = � � X. Note (from Figure 4.3) that
the eigenvalues obtained for both the R:N and R:S matrices are the same; but, the en-
tries in their corresponding Eigenvectors are different. The principal eigenvalue is the
larger of the two eigenvalues and the corresponding eigenvector is referred to as the
principal eigenvector. In Figure 4.3, we notice that for both R:N and R:S, the principal
eigenvalue is 0.992182 and it also corresponds to the square root of the canonical corre-
lation coefficient value (0.9961) that we are interested in finding out for the neighbor-
hood-based vs. shortest path-based centrality metrics. But, at this moment, we cannot
say anything about the sign of this canonical correlation coefficient value and this is
what we will be interested in finding in Section 4.2.4.

Figure 4.3: Generation of the R:N and R:S matrices and their eigenvalues/eigenvectors.
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4.2.4 Computation of the sign of the canonical
correlation coefficient

We now seek to find a value (referred to as the canonical value) for each vertex that
captures the variations in each of the two categories of centrality metrics and across
the two categories. More specifically, we will find a canonical N value and a canonical
S value for each vertex as weighted averages using the entries in the principal eigen-
vectors of R:N and R:S respectively as the weights for the centrality metrics N1 (DEG)
and N2 (EVC) for the neighborhood-based centrality metrics and the weights for the
centrality metrics S1 (BWC) and S2 (CLC). For example, the canonical N value for ver-
tex 0 is 0.845550 � DEG(0) + (�0.533896) � EVC(0) = �0.2599519, where 0.845550 and
�0.533896 are the entries for DEG (also N1) and EVC (also N2) in the principal eigen-
vector of R:N, respectively.

We then plot (see Figure 4.4) the canonical N vs. canonical S values for all the vertices
of the graph and fit this distribution as a straight line; the sign of the slope of this
straight line is the sign of the canonical correlation coefficient. The R2 value for this
straight line fit is the magnitude of the canonical correlation coefficient (0.992182) and
it should correspond to the value determined in Section 4.2.3/Figure 4.3 for the princi-
pal eigenvalue as well. In Figure 4.4, we notice the sign of the slope of the straight line
(that fits the canonical N vs. canonical S values for toy example graph) to be positive.
Hence, we conclude the canonical correlation coefficient for the neighborhood-based
vs. the shortest path-based centrality metrics is +0.9961. Such a large positive value for
the canonical correlation coefficient suggests that the shortest path-based centrality
metric values for the vertices in the toy example graph are very strongly and posi-
tively correlated to the neighborhood-based centrality metric values for the vertices.
In other words, if any vertex in this graph has a high value for any neighborhood-

Figure 4.4: Finding the sign of the canonical correlation coefficient.
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based centrality metric or is ranked high with respect to a neighborhood-based cen-
trality metric, that vertex is also expected to incur a higher value for any shortest
path-based centrality metric or also ranked high with respect to a shortest path-based
centrality metric. In Figure 4.1, we observe vertices 4 and 5 to be ranked high with
respect to both (DEG, EVC) as well as (BWC, CLC); vertex 0 has the lowest (DEG, EVC)
as well as the lowest (BWC, CLC).

4.3 Canonical correlation analysis for real-world
network graphs

We now present results of the canonical correlation analysis conducted on a suite of
80 real-world network graphs whose number of nodes ranges from 22 to 1,538 (with a
median of 143 nodes) and the number of edges ranges from 38 to 16,715 (with a me-
dian of 613 edges). We computed the values of the four major centrality metrics (DEG,
EVC, BWC, and CLC) of the nodes in each of these networks using the appropriate al-
gorithms mentioned earlier. We computed the canonical correlation coefficient values
for the neighborhood-based (DEG, EVC) metrics vs. the shortest path-based (BWC,
CLC) metrics as well as explored the impact of three network-level metrics (such as
spectral radius ratio for node degree [6], assortativity index [7], and randomness
index [8]) on the canonical correlation coefficient values obtained.

Figure 4.5 presents the distribution (sorted in the decreasing order) of the canoni-
cal correlation coefficient values for the 80 real-world networks. We observe 30 and
50 of the 80 real-world networks to incur negative and positive canonical correlation
coefficient values, respectively. While the negative canonical correlation coefficient
values fall in the range of [�1, . . ., �0.79]: indicating a strong negative correlation, the
positive canonical correlation coefficient values fall in the range of [0.3, . . ., 1].

Figure 4.5: Canonical correlation coefficient values of the real-world networks.
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